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Abstract

This thesis deals with the design of accurate and resource-aware learningfrom-examples algorithms (LFEAs) in the context of smart measurement
systems. Both discrete and continuous problems are taken into consideration, ranging from various classification tasks to digital sensor compensation and nonlinear system identification. The achieved results are of
interest for a very broad set of application areas, such as environmental
monitoring, industrial quality control and automatic surveillance.
The motivation for our research has its background in disciplines from heterogeneous fields, including areas such as embedded systems design, optimization methods, evolutionary algorithms, machine learning, measurement theory and system identification theory. The definition and development of design strategies suitable for measurement systems endowed with
machine intelligence has allowed to consider these apparently distant areas
in a unified framework.
The contribution to the state of the art in the design of intelligent measurement systems is threefold. First we provide a description of LFEA
modules in smart measurement systems. To do this, the main aspects of
machine learning have to be reconsidered from a metrological point of view.
We focus in particular on the analysis of the different uncertainty sources
arising in a measurement system, and on the definition of methods used to
evaluate such uncertainty.
Secondly, we propose the adoption of a multi-objective optimization paradigm

as a key design methodology, so to reduce the computational complexity of
the classification or regression function, while keeping the uncertainty level
on satisfactory values. This approach is motivated by the unusual resource
scarcity conditions in which a machine learning algorithm has to operate.
More in details, the dissertation focuses on the study of Support Vector
Machines (SVMs), both for classification and regression problems, as a key
example of learning-from-examples paradigm. Genetic algorithms are employed in a multi-objective fashion in order to determine the best configuration of the hyperparameters during the model selection phase. Reduced-set
methods (i.e. sub-optimal SVM-like techniques) have also been considered,
as an alternative approach to control the computational complexity. The
latter turns out to be a promising strategy especially when hardware implementation is a fundamental issue.
The third contribution to the state of the art is the application of these
resource-aware algorithms to the design of sensor compensation and system identification strategies. As far as the sensor compensation task is
concerned, traditional SVM approaches and reduced-set methods have been
studied, focusing on the severe constraints imposed by hardware implementation on microcontrollers. For system identification purposes, both linear
and nonlinear problems have been addressed. As a first step we have dealt
with the problem of designing suitable excitation signals to be given in input to the considered system. Furthermore, we have analyzed the effect on
the performance of modifying design choices and parameters (such as the
choice of features to be taken into account and the kind of kernel function
to be used in the nonlinear case).
The achieved results have been validated via extensive simulations relying
on both synthetic and real-word data.

Keywords
[measurement systems, uncertainty evaluation, learning-from-examples, support vector machines, multi-objective optimization, genetic algorithms,
sensor compensation, system identification.]
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Chapter 1
Introduction
1.1

The Context

Electronic computational devices are finding their way into an ever growing
variety of application areas, and are no longer the hallmark of full-fledged
“computers”. As a matter of fact, most of the silicon employed to manufacture chips containing such devices does not end up in systems that we
would regard as computers, but in much humbler devices such as phones,
TVs, digital cameras, industrial and automotive controllers, cash registers,
“smart sensors”. These make the broad class of “stand-alone embedded
systems”.
As for functionality, it is becoming more and more interesting to consider
the case of measurement systems endowed with some capability of adapting
their behavior to different situations.
Therefore, measurement systems endowed with machine intelligence have
become popular in the recent years. In this kind of systems part of the
measurement process is carried out by an automatic learning subsystem,
which is often employed when an analytical model that links the input
quantities to the measurand is either not known, or it is hard or expensive to achieve or to implement. Among the vast repertoire of machine
intelligence, Learning-From-Examples Algorithms (LFEAs), which include
1
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classification and regression trees (CARTs), Neural Networks (NNs) and
Support Vector Machines (SVMs) amongst the most popular [13], can play
a fundamental role in the context of smart measurement systems.
Three broad, and possibly overlapping reasons can justify the use of
LFEAs in measurement applications. One is to improve measurement system performance in a cheaper or more reliable way than otherwise possible
using more traditional techniques. System identification and sensor compensation provide clear application examples, particularly when memory
effects and nonlinearities are not negligible and a physical model of the sensor is not easily available. For instance, NNs have been proposed to overcome nonlinear dependency on temperature in capacity pressure sensors
[74], to calibrate fiber-optic transducers [67], and to compensate undesired
sensor dynamics [7].
A second reason to employ LFEAs is to achieve a suitable functional
relation between input measured quantities and the desired measurand estimate, usually when a cheap, real-time, non-destructive or non-invasive
measurement process is required. For instance, SVMs have been applied
for measurement in chemistry [50]. Recent examples include bovine spongiform encephalopathy (BSE)-related diagnosis [65], [77], grape acidity measurement [25], and monomer mass measurement [93].
A third reason to go for LFEAs in measurement is to support human
expert assessment activities or to provide automatic decision making. Typical examples are computer-aided medical diagnosis, where the application
of NNs is documented in several works [76], [60], or automatic classification
tasks to be performed on the basis of a set of sensor signals [99].
In this thesis we face some the challenging issues that the definition
of LFEAs introduces in measurement systems, including the development
of specific methodologies to design accurate and resource-aware machine
learning modules, and the application of LFEA-based strategies to solve
2
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relevant problems such as sensor compensation and system identification.

1.2

The Problem

When considering a machine intelligence module in the measurement process, two different groups of problems can be taken into consideration,
namely classification and regression problems. In the former case, the goal
is to assign to each input sample a membership class that characterizes
the observed phenomenon. Instead, for regression problems, the idea is to
associate to each input a real value. Both these two decision tasks can be
fulfilled employing specific LFEAs.
Being of fundamental importance for general stand-alone embedded
systems, more and more often smart measurement systems need to be
implemented on resource-constrained platforms. In this context, systemcomplexity optimization becomes a major concern in the design phase,
since for the implementation on simple low-cost devices stringent limitations arise in terms of computational capability, time and memory occupation.
Besides, measurement accuracy is of course still a fundamental issue,
and a great effort needs to be made in order to guarantee – while trying to
reduce complexity – a good performance level during the operating phase,
that is, to lower as much as possible the uncertainty that inevitably will
characterize the decision step.
In the last years, Wireless Sensor Networks (WSNs) are increasingly
gaining popularity as one of the most interesting examples of ubiquitous
sensing technologies [79]. To meet the requirements of the diversified range
of WSNs applications, a single sensor node should satisfy some specific constraints on size, cost, weight and, perhaps above all, power consumption.
Therefore, the use of simple devices such as 8-bits microcontrollers ap3
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pear as a promising – though almost mandatory – solution, and a careful
analysis and balance of contrasting characteristics such as complexity and
uncertainty must be done.
Here clearly WSNs provide a remarkable example of target application,
but the difficulties mentioned above, arising from the definition of conflicting criteria to be satisfied simultaneously, can be extended to other kinds
of measurement systems.
In general, the presence of a LFEA module in a measurement scenario
implies the definition of new issues to be addressed, and new goals to be
achieved, of which reducing the computational complexity of the LFEA
and minimizing its uncertainty are just two possible – though insightful –
instances.
Specific design methodologies need therefore to be studied in order to
build accurate and resource-aware LFEAs for measurement systems. This
task represents the core of our research, and will be analyzed in depth
throughout the dissertation.

1.3

The Solution

In the broad family of LFEAs, we will focus on one specific paradigm,
namely the renowned SVMs by Vapnik [95], which have been extensively
studied in the literature and have already been applied to a big variety of
problems, including classification and regression tasks. Compared to other
LFEAs, SVMs exhibit a number of nice properties which make them an
appealing solution in many situations. In particular, they are based on the
Vapnik’ Statistical Learning Theory, which provides a sound background
of the method from a theoretical point of view. Furthermore, SVMs are
not hampered by local minima (something that instead represents a big
drawback for NNs) since the optimization process consists in solving a
4
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convex constrained quadratic problem. Finally, the use of kernel functions
allows to deal efficiently also with nonlinear problems [85].
For all these reasons, we have decided to regard SVMs as a key example throughout our work, although the proposed methodologies could be
extended to other LFEAs with a few modifications.
The design of accurate and resource-aware SVM-based techniques for
smart measurement systems will be faced by embedding the problem in
a Multi-Objective Optimization (MOO) framework that appears here as
an interesting methodological approach [73], [30]. More in details, in this
thesis we propose a multi-objective analysis of SVM solutions based on the
use of Genetic Algorithms (GAs) during the model selection phase. This
approach allows us to jointly control the uncertainty of the SVM function
and its computational complexity, two issues that, as we have pointed out
in the previous section, are of great relevance when a LFEA module needs
to be implemented as an integral part of a measurement system.
In addition, we will also consider the so called reduced-set methods, i.e.
SVM-like techniques characterized by low computational complexity, as
an alternative strategy. These algorithms turn out to be especially useful
for the implementation on resource-constrained devices, such as low-power
and low-cost microcontrollers.
The application of the proposed design methodologies on sensor compensation and system identification tasks will be discussed in depth to
assess the validity of the approach.

1.4

Innovative aspects

The contribution of our research to the state of the art in the design of
intelligent measurement systems is threefold. First we provide a thorough
description of the different phases of a LFEA in the context of intelligent
5
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measurement systems. This requires the reformulation of some characterizing aspects of machine learning from a metrological point of view.
Emphasis is put on the definition of the different sources of uncertainty
that are present in a measurement system, and on methods used to evaluate such uncertainty. Although this analysis is perfomed focusing on a
particular example of LFEA, namely SVMs, it can be extended to a more
general machine learning framework.
The second contribution is the design of methodologies for the analysis
of SVM solutions in the uncertainty-complexity space, developed employing MOO paradigms such as GAs. More in details, this results in the
definition of specific criteria to be considered in the model selection procedure. Another aspect related to this issue regards the use of reduced-set
methods, which are considered in our work as an appealing strategy to
reduce the complexity of the LFEA module.
Finally, the third contribution of this thesis is the application of LFEAs
to the design of digital sensor compensation and system identification techniques.

1.5

Structure of the Thesis

This thesis is structured as follows. Chapter 2 surveys the state of the
art on the different research fields that are related to our work. Three
main areas are covered: LFEAs, including SVMs and reduced-set methods,
MOO techniques such as GAs, and LFEAs for measurement systems, in
particular concerning sensor compensation and system identification tasks.
One section is also devoted to discuss some of the recent developments on
the combination of machine learning and MOO.
Chapter 3 deals with the analysis of the uncertainty that characterizes
LFEAs in intelligent measurement systems. A detailed description of the
6
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main steps of a LFEA is provided, focusing on the criteria used for the
evaluation of uncertainty. Sources of uncertainty in measurement systems
are also listed.
Chapter 4 faces the problem of reducing the computational complexity associated to LFEAs by means of two different approaches. First, a
methodology for the analysis of SVM solutions in a multi-objective framework is proposed, that considers uncertainty and complexity as two goals
to be simultaneously minimized during the model selection phase. Second, reduced-set SVM-like techniques are employed as an additional way
of controlling the computational effort required by LFEAs.
Chapter 5 discusses the application of the proposed resource-aware methodologies to a sensor compensation task. Issues related to the implementation of such algorithms on a low-power microcontroller are also addressed.
Chapter 6 describes a strategy based on SVMs for linear and nonlinear
system identification. The critical task of choosing suitable excitation signals is analyzed, and several simulation results, both on synthetic and real
data, are presented, in order to study the impact on the performance of
considering different choices of design parameters.
Finally, Chapter 7 presents some conclusions and comments on possible
future work directions.

7
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Chapter 2
State of the Art
In this chapter we give a survey of the state of the art on the different areas
related to the methodologies proposed in this thesis. Since our work has
its background in several disciplines from distinct (and for certain aspects,
even distant) fields, an overview on each of them will be provided in the
following.
More in details, next section describes the basic theory of an important
branch of machine learning, Learning-From-Examples Algorithms (LFEAs),
with particular emphasis on the paradigms that will be used, as a remarkable example, throughout this dissertation, namely Support Vector Machines (SVMs). Both classification and regression cases will be addressed,
and some space will be devoted to the definition of the main aspects concerning the SVM model selection phase, which will turn out to be one the
key issues of our work, in Chapter 4. In Section 2.2 some recent developments on SVM-like approaches characterized by low computational complexity, so called reduced-set methods, are discussed. Section 2.3 instead
introduces the general theory of Multi-Objective Optimization (MOO) and
Genetic Algorithms (GAs), that will play a fundamental role in the definition of the methodology for model selection proposed in Chapter 4, and
that will be extensively employed in this thesis. The two previously men9
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tioned research areas, machine learning and multi-objective analysis, have
shown in the last years some interesting convergences that are relevant for
the scopes of our work. A brief survey of the recent activity in this direction
is provided in Section 2.4. Finally, Section 2.5 discusses some techniques
for the application of LFEAs to sensor compensation and system identification tasks, two important examples that will be further studied in this
dissertation, in Chapters 5 and 6.

2.1
2.1.1

Learning-From-Examples Algorithms (LFEAs)
Basic concepts

Learning-from-examples represents an interesting branch of machine learning in which an unknown relationship y = f (x) is inferred from a known
set of examples, or “correct answers” L ≡ (xi , yi), i = 1, . . . , L, called a
training set, of size L. This training process is also called supervised learning. The term x belongs to some domain X of so called features (typically
a vector of real or integer values), while y is called reference value, target or also label, and it belongs to a finite set of classes in classification
problems, or it is a real number when considering continuous measurement
scales. The LFEA training process exploits a fixed procedure to choose an
approximating function fˆ(·) from a parametric set of “machines” g(·; α)
defined a priori, where α is a set of parameters that have to be tuned.
Once training is over, that is the best value α∗ has been picked, an approximated output can be obtained for any input x belonging to the given
problem, that is ŷ = fˆ(x) = g(x; α∗ ) [13].
Most LFEAs include in their settings a further set of parameters β,
called hyperparameters, so that the set of functions to be optimized is
g(·; α; β). The optimum value of the hyperparameters is not obtained by
the training process, but has to be set before training is started. This
10
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design phase is indeed an optimization problem in its own right, called
model selection, and even though some empirical “rules of thumb” can be
used to set β, a more systematic exploration of the β space is usually
advisable in order to select the best model.
Many different examples of LFEAs have been proposed and studied in
the machine learning literature, ranging from simple techniques such as
nearest neighbors [45] to more complex ones like Neural Networks (NNs)
[12], [13]. An important family in the set of LFEAs is represented by
kernel methods [85], [87], among which Support Vector Machines (SVMs)
[95] have drawn the attention of researchers from different fields, thanks to
their increasing popularity. SVMs will be addressed in some detail in the
next section.
2.1.2

Support Vector Machines (SVMs)

In the broad area of learning-from-examples, SVMs represent perhaps the
most successful and widely employed technique [95], [85]. SVMs have recently attracted the attention of researchers from different fields, including sensors and micro-systems communities, due to their efficiency and
good performance [72], [70]. SVMs can be used to solve both classification
and regression tasks, and show some interesting properties that contribute
to make them preferable in comparison to other learning-from-examples
paradigms such as NNs. In particular, SVMs do not suffer from local minima problems because the optimization process consists in solving a constrained quadratic problem which turns out to be convex. Moreover they
are based on the Vapnik’ Statistical Learning Theory [95], which guarantees the soundness of the method from a theoretical point of view. Finally,
as we will see further on, the use of suitable kernel functions allows to deal
efficiently with nonlinear problems [85].
In the following we will first provide the details of two traditional SVM
11
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formulations for classification problems, namely the C-SVM and the νSVM; secondly, we will address the regression case, focusing on the ε-SVR
and the ν-SVR approaches.
A. SVMs for classification
SVM classifiers can be employed in all those situations where one needs to
correctly assign a given pattern to one between two or more distinguished
classes. In the case of binary classification, SVMs determine an optimal
hyperplane that separates the two classes of the training set L. More
in details, this is obtained by following the structural risk minimization
principle, which suggests to maximize the margin between the two classes
of training points, in order to avoid overfitting of data. The SVM problem
in its primal form is formulated as follows:
L
X
1
min kwk2 + C
ξi
w ,q 2
i=1

(2.1)

subject to
yi (w · xi + q) ≥ 1 − ξi
ξi ≥ 0,

i = 1...L

(2.2)
(2.3)

where L is the number of training examples, w and q represent the parametrization of the separating hyperplane, and yi = ±1. In this formulation
(the so called C-SVM [95]), slack variables ξi are introduced to take into
account misclassification errors of the training points. C, the regularization factor, expresses the trade-off between the width of the margin and
the number of accepted errors and needs to be determined by the user
during the model selection phase (i.e. C belongs to the set β introduced
in Section 2.1.1).
In order to be able to solve nonlinear problems, nonlinear mappings
ϕ(·) are introduced to project input data onto a higher dimensional space
12
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where they can be separated by a linear hyperplane. Appropriate kernel functions can be defined as K(xi , xj ) = ϕ (xi ) · ϕ (xj ), so that one
can avoid to explicitly use the non linear mapping functions ϕ(·). Typical examples of kernel functions are the linear (K (u, v) = u · v), the


Gaussian (K (u, v) = exp −γ ku − vk2 ) and the polynomial (K (u, v) =
(1 + u · v)p ) [85]. Notice that in general kernel functions are characterized by a number of parameters that have to be set in the model selection
procedure.
By applying the theory of Lagrange multipliers to the primal problem
(2.1), (2.2), (2.3), one obtains the dual version of the C-SVM formulation:
min 21 αT Qα − 1T α
α
0 ≤ αi ≤ C, i = 1, . . . , L
yT α = 0




(2.4)

where Q = [qij ] , qij = yiyj ϕ (xi) · ϕ (xj ), and α is the vector of parameters that is determined by solving the constrained quadratic optimization
problem.
The resulting SVM classifier can be expressed as follows:


ŷ = sgn 

X

i∈SV



αi K (xi , x) + q 

(2.5)

Notice here that SV is the set of indices of the Support Vectors (SVs),
the only training points whose associated value αi is different from zero.
This means that the obtained solution is sparse, i.e. not all data in the
training set are necessary to build the classification function. This nice
property has of course an impact on the computational complexity of the
SVM function, the latter being proportional, as we will discuss later on in
this dissertation, to the number of SVs.
Alternative formulations of the SVM classification problem have been
proposed in the literature, such as the ν-SVM by Schölkopf et al. [85],
13
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which will be addressed in this work. Briefly, the ν-SVM problem (in its
dual form) is stated as:
min 12 αT Qα
α
0 ≤ αi ≤ 1, i = 1, . . . , L
1T α = νL




(2.6)

yT α = 0
Here parameter ν (to be determined by means of model selection) shows an
interesting property: it can be regarded as a lower bound on the fraction
of SVs, and an upper bound on the classification error.
B. SVMs for regression (SVRs)
The broad class of regression problems refers to all those situations in which
one has to reconstruct a real function y = f (x).
The standard ε-SVR approach defines a so called insensitive zone, whose
width is indicated by ε. Outside this region training errors are penalized in
a linear way, while deviations smaller than ε are considered to be negligible
[95].
The problem is then formulated analogously to the classification case,
introducing two vectors of slack variables ξ, ξ∗ in the primal form (ξ, ξ∗ here
represent the distances from the two edges of the ε-tube), and exploiting
the Lagrange multipliers approach to obtain the following dual problem
[95]:
min
α,α∗




L


1 X
(αi∗ − αi ) αj∗ − αj K (xi , xj )+
2 i,j=1

+ε

L
X

i=1

subject to

L
X

i=1

(αi∗ + αi ) −

L
X

i=1

yi (αi∗ − αi )

(αi − αi∗ ) = 0

0 ≤ αi , αi∗ ≤ C,
14



(2.7)
(2.8)

i = 1, . . . , L

(2.9)
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As a result, the ε-SVR function can be expressed as follows [95]:
ŷ =

X

(αi∗ − αi )K (xi , x) + q

(2.10)

i∈SV

For the above ε-SVR, however, choosing a suitable value for ε is usually
not a trivial task, since in most situations the designer would like to reconstruct f (·) in the best possible way, without the need of specifying the
level of accuracy beforehand.
To overcome this difficulty, Schölkopf et al. proposed in [85] a different
formulation of the SVR problem (leading to the same optimal solutions)
known as ν-SVR, in which the value of ε is automatically evaluated. In
this case, problem (2.7), (2.8), (2.9) is formulated as:




L
L
X
1 X
∗
∗

min∗
(αi − αi )(αj − αj )K(xi , xj ) − (αi∗ − αi )yi
α,α 2 i,j=1
i=1

subject to

L
X

(αi∗ − αi ) = 0

(2.11)

(2.12)

i=1

0 ≤ αi , αi∗ ≤ C,
L
X

i = 1, . . . , L

(αi∗ + αi ) ≤ CνL

(2.13)
(2.14)

i=1

leading to the same expression for the regression function shown in (2.10).
2.1.3

Model selection

As we have seen in the previous paragraphs, the behaviour of SVMs for
both classification and regression tasks is controlled by a number of hyperparameters β, which may differ depending on the considered formulation
of the problem. For example, if Gaussian kernels are employed, space β
is (C,γ) or (ν,γ) for classification problems, and (C,γ,ε) or (C,γ,ν) for
regression.
15

CHAPTER 2. STATE OF THE ART

With model selection we generally intend a process aimed at determining values of β that optimize the behavior of the corresponding SVM.
In the literature, optimality is typically expressed in terms of minimum
uncertainty, i.e. error probability (or an estimate of such quantity) in the
classification case, and standard uncertainty for regression problems. These
aspects regarding uncertainty definition and evaluation will be analyzed in
details in Chapter 3. Here we only focus on the general principles of the
model selection procedure.
Many different approaches have been studied in order to derive accurate
estimates of the uncertainty (see [6] for a survey). Some of these (theoretical approaches) derive stringent bounds on the unknown uncertainty
(e.g. VC-Bound and data-dependent bound methods), others (empirical
approaches) try to extract all possible information from the available data
set, typically by sorting a portion of the given training samples and using
it as an independent test set (e.g. k-fold cross validation and bootstrap).
Vapnik has developed a theory that regulates the behaviour of learning
processes and has proved a fundamental result that relates the uncertianty
with the number of training data and with the model complexity [95].
This estimate is clearly considerable from a theoretical point of view, but
it seems of no practical use in most relevant cases [6]. Another important
theoretical result is the one proposed by Lugosi et al., in which an alternative estimate of the uncertainty is obtained by defining the complexity
of a learning machine based only on actual data [8].
When a large amount of data are available, one can decide to train the
SVM on a portion of the training set, while keeping aside a set of patterns
for testing. Model uncertainty can be easily estimated as the uncertainty
on the test set (the strategy is therefore known as test set approach).
Alternatively, the k-fold cross validation technique consists in splitting
the given training set in k parts of L/k samples each: k − 1 are used for the
16
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training phase and the one remaining is used as an independent test set on
which model uncertainty can be estimated. The procedure is then repeated
k times, so that each part is chosen as test set exactly once. The estimate
of the uncertainty can thus be computed as the average of k different values
found at each step.
In practice, in most cases model selection is traditionally performed
through an exaustive grid search: at first suitable ranges for hyperparameter values in the β space are fixed, a step (defining the grid granularity)
for each parameter is chosen and then the uncertainty is evaluated for all
points on the grid. The “optimal” values, β ∗, are selected as the ones corresponding to the lowest uncertainty. The main drawback of this approach
consists in the choice of an appropriate granularity, in order to represent
properly the hyperparameter space, without exceedingly increasing the required computational effort.
In Chapter 4 we will propose an approach for model selection based on a
MOO strategy, in which uncertainty is not considered as the only possible
optimality criterion, and GAs are employed to explore the β hyperparameter space.

2.2

Reduced-set methods

Although usually very accurate, in many cases standard SVM algorithms
are not suitable for applications in which strict resource constraints, in
terms of computational capability, memory occupation and speed, play a
crucial role in the design phase. Having in mind the implementation of
LFEAs on simple devices like 8-bits microcontrollers (as will be shown
in Chapter 5), alternative approaches should be investigated, in order to
better control the number of parameters (e.g. the SVs) which characterize
the approximating function.
17
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In recent years, a lot of work has been done in this direction, leading
to the formulation of several algorithms with reduced complexity, but still
guaranteeing a good level of accuracy [18], [57], [53]. Some of these approaches are motivated by an important result discussed in [89]: the number of SVs tends to grow as a linear function of the number l of training
data, thus, for large problems, the computational complexity of training
and testing phases might become prohibitive.
In [18] a method aimed at decreasing the complexity of the SVM function is presented and applied to several pattern recognition problems (although the same approach can be extended to the regression case). A small
set of “reduced set vectors”, not belonging to the set of training points, is
built to approximate the SVM decision function.
The Reduced Support Vector Machine (RSVM) proposed in 2001 by Lee
and Mangasarian randomly selects a (small) portion of the training set as
the set of “support vectors”, to build a sparse approximating function [57].
A different approach is followed in [81], where an efficient cascaded
procedure is used in a face detection task. Based on a reduced set of
expansion vectors, a set of classifiers with increasing complexity is defined,
which are then used at different stages of the evaluation. As a result, a full
expansion is used only for parts of the image that are more likely recognized
as faces, while the great majority of images can be correctly classified using
a single expansion vector.
Another strategy is proposed in [53], where a method that incrementally
adds new basis functions to the decision function is implemented in order
to increase classification speed (e.g. for online applications). Starting from
an empty set, basis functions taken from the training set are added one at
a time to improve the primal objective function in successive steps. The
obtained solution converges to the usual SVM solution as the subset of
basis functions grows.
18
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Finally, a support vector span based approach is presented in [3] to solve
online learning problems.
As a further remark, we report the comments presented in [83], where
authors perform both stability and bias-variance analysis on several of the
SVM-like methods with reduced complexity mentioned above. Their conclusion is that these algorithms can be considered “potentially unstable”,
in terms of error variations of the classifiers under perturbation conditions
of the data sets (achieved through bootstrap resampling). However their
learning behavior is quite similar to the one of original SVMs.
2.2.1

Extended Reduced SVM

In the remainder of this section we present the basic theoretical ideas of a
novel algorithm, the Extended Reduced SVM (ERSVM), which is inspired
by RSVM, and has been developed in our group in the last few years.
Since its application to a sensor compensation task will be discussed in
Chapter 5, here we provide only the details of the regression algorithm
(ERSVR), although of course also a similar technique for classification
tasks is available [48], and will be briefly addressed in Chapter 4.
While in the RSVM case the support vectors are a randomly chosen
subset of the original dataset, the ERSVR approach considers this small
set of samples only in the initial step. More specifically, we fix a priori a
number Nxv of “support vectors” and write:
̟=

N
xv
X

i=1

(αi − αi∗ )ψ (v i )

(2.15)

where ψ (v i ) defines a kernel function K(·, vi ).
Then a further optimization procedure is performed to generate new
“support vectors”, which can actually be quite different from the examples
of the training set and will therefore be referred to as “expansion vectors”
(and denoted with z i ). This procedure follows the idea presented in [96] for
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classification problems, but here it has been modified to fit the regression
case. Moreover, its formulation has been adapted in order to solve the
primal form instead of the dual one, since it leads to several improvements,
first of all in terms of computational complexity. Notice that the idea of
considering the primal formulation in the optimization phase has also been
recently suggested in [23] for the SVM approach.
Thus, we consider the following problem:




L
X
1
2

min k̟k + C
(ξi + ξi∗)
̟ 2
i=1

(2.16)

obtained by adding the term 21 q 2 into the objective function to be minimized, as proposed in [57], in order to simplify the primal form that needs
to be solved. To emphasize the role of the double optimization procedure,
the ERSVR problem can be expressed as:




L
X
1
min min∗  (α − α∗ )T Q (α − α∗) + C
(ξi + ξi∗)
z α,α 2
i=1

subject to

(2.17)

fˆ (xi, α, α∗ ) − yi ≤ ε + ξi
yi − fˆ (xi, α, α∗ ) ≤ ε + ξ ∗

(2.19)

ξi ≥ 0

(2.20)

ξi∗ ≥ 0.

(2.21)

i

(2.18)

Here Qzij = k (z i , z j ) are the entries of the kernel matrix Q. Problem (2.16)
is in practice composed by two different levels of optimization, which can
be explicitly rewritten in the following compact notation:
min W (z) = min min∗ G(α, α∗ |z)
z
z α,α

(2.22)

The inner level consists in solving a standard quadratic programming problem by Newton method, and for any fixed value of z it will be equivalent to solving a standard RSVM problem in primal formulation. Instead,
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the outer optimization procedure is devoted to finding new vectors z by
gradient-descent method:
z j+1
i

=

z ji

∂W (z ji )
−η
∂z i

(2.23)

Here index j identifies the iterations needed for convergence, and η > 0
controls the step size. Since W (z) may not be convex with respect to
variable z, local minima can not be avoided.
As a solution to problem (2.17), the final estimating function will take
the form:
N
xv
X

i=1

(αi − αi∗ )K (x, z i )

(2.24)

Notice that the bias term q does not appear in the ERSVR function,
since it has been incorporated in the minimization problem. Moreover, it is
worth noting that the number Nxv of expansion vectors is typically chosen
to be much smaller than the size L of the original training set.
ERSVRs are clearly an approximation of the standard SVR problem,
thus their solutions must be considered sub-optimal. However, as will be
shown in Chapter 5 they appear as interesting and promising approaches
for practical applications, since they allow to reduce substantially the number of parameters of the regression (or classification) function, thus lowering the computational complexity of the algorithm.

2.3
2.3.1

Multi-Objective Optimization (MOO)
General theory

MOO deals with situations in which two or more functions (also called
objectives) of the same variables have to be minimized (or maximized)
at the same time. The interesting case is of course when these objective
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functions are conflicting, that is no solution optimal for one objective is
optimal for the others. Thus, some kind of trade-off is necessary.
The naı̈ve yet apparently popular approach to MOO consists in reducing
the problem to standard multivariate function optimization, by straightforwardly combining the different objectives into one linear superposition,
which is then minimized. To do so, however, one is confronted with the
problem of giving the different components a relative weight – a task that
cannot be accomplished unless extra information is injected into the problem.
Another approach, classical since the times of V. Pareto [73], is based
on a different, and somewhat looser, notion of optimality. In particular,
instead of searching the parameter space for a point simultaneously minimizing all the objective functions (which does not typically exists), we
rather look for the set of non-dominated points – that is, points at which
no objective function can be lowered, unless some other objective function
is increased. The set of all non-dominated solutions is known as the Pareto
set, and the set of corresponding points in the objective space is called the
Pareto front [30].
In the case of two objective functions (that will be considered in Chapter 4), the approach can be formalized as follows. Let A and B be two
points in the parameter space, and o1 , o2 be our objective functions, then
solution A is said to dominate solution B (A  B) if o1 (A) ≤ o1 (B),
o2 (A) ≤ o2 (B), and at least one of the two holds with the < (in the minimization case).
Unfortunately, no analytical method is known to solve the problem in
the general case. A good MOO algorithm is therefore one that is able to
find solutions as close as possible to the true Pareto front, while preserving
a good “diversity” among solutions (i.e., the set of solutions should not
concentrate around few points, but stretch evenly along the Pareto front).
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2.3.2

Genetic Algorithms (GAs)

Multi-objective GAs try to satisfy these two goals, by assigning to each
solution a quantity called fitness which evaluates how good the candidate
solution is as compared to the others. Much alike traditional GAs [39],
the population of solutions is “evolved” by applying a suitable toolkit of
genetic operators (e.g., selection, mutation, crossover) [30]. This allows to
generate new – hopefully better – solutions at each run, and to select the
best ones in terms of the defined fitness.
In the last 20 years several algorithms has been proposed, see [26]
or [30] for further information. In this dissertation we decided to refer
to NSGA-II (Elitist Non-Dominated Sorting Genetic Algorithm) [31] and
SPEA (Strength Pareto Evolutionary Algorithm) [104] because of their
good performances in terms of convergence and distribution of solutions
on the front.
NSGA-II is based on an explicit strategy to maintain a good spread
among solutions. An offspring population is combined with the parent
population, and the new population is sorted into different non-domination
ranks. The fitness value of a given point is defined as its non-domination
level. A new population is filled by elements from different ranks, one at a
time starting from the best rank until the maximum number of population
members is reached. The algorithm stops when the population consists
only of solutions belonging to the first (best) rank. A crowding distance is
also used in order to get an estimate of the density of points and to save
those solutions whose distance from the others is larger [31].
SPEA makes use of an external population to store a fixed number of
non-dominated points which are at each run compared to the newly found
good solutions. Fitness is assigned to elements of both current and external
populations, based on the number of dominated points. In order to prevent
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the external population from growing too much, and to preserve diversity
among solutions, a clustering algorithm is also employed [104].

2.4

Multi-Objective Machine Learning

In the last years a lot of effort has been made to find possible convergences between the two distinct fields of Machine Learning (ML) and MultiObjective Optimization (MOO), and to study them in a unified framework.
An excellent collection of recent works in this direction can be found in the
book [52]. Moreover, a list of trends in combining evolutionary and neural computation is presented in [49]. The connections between ML and
MOO are manifold, however here we are mainly interested in techniques
where MOO principles are applied in order to solve ML tasks, or to further
improve the performance of ML algorithms.
In general, SVM learning tasks, such as the C-SVM formulation (2.1),
are intrinsically multi-objective problems, although they are usually stated
as single-objective ones through a weighted sum expression. A clear example of conflicting criteria is provided by the overfitting problem, where the
trade-off between model complexity and error rate on training data plays
a crucial role for the performance of the algorithm on new unseen samples.
In [10] a general framework for SVMs is proposed based on the principle of
multi-objective programming, while [68] introduces a new family of SVM
algorithms based on multi-objective programming and goal programming
techniques.
MOO strategies have been also successfully employed for feature selection and feature extraction tasks [71], [101]. Nevertheless, what is more
relevant to the scope of our work is the application of MOO algorithms to
model selection, which has already received some attention in the literature,
and which will also be addressed in this work in Chapter 4. In particu24
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lar, in [98] a procedure based on multi-objective evolutionary algorithms
is proposed to design the topology of a neural network and simultaneously
select the parameters. In [82] the topology of feed-forward neural networks
is adapted by means of a MOO based design approach for visual object
recognition tasks.
In Chapter 4 we will discuss the use of multi-objective GAs for selecting
optimal SVM hyperparameters in order to reduce both uncertainty and
computational complexity (e.g. in terms of number of support vectors).
A similar approach has been presented in [90], where GAs are applied
to SVMs with respect to several model selection criteria, including accuracy on sample data, number of input features, theoretical radius-margin
bounds, and number of support vectors.
Finally, another interesting application of MOO for ML is provided by
ensemble generation. The idea is to combine a number of different learning algorithms to generate an ensemble characterized by improved performances. In [21], GAs are employed to obtain maximal accuracy and
minimal correlation among ensemble elements. In [46] first model accuracy and model complexity are optimized evolving the structure of RBF
neworks with GAs, and then, in a second step, an ensemble of Pareto optimal networks is constructed and used for nonlinear system identification.

2.5
2.5.1

LFEAs for measurement systems
Sensor compensation

Sensor compensation refers to techniques aimed at neutralizing non-idealities in input-output characteristics of sensors. A sensor is usually made
up of one or more transducers, which convert the measurand u(t) into a
form suitable for measurement y(t), e.g. a voltage. Ideally, the transduced
quantity should have a linear relationship with the measurand, should be
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insensitive to the past history of the input signal, i.e. memoryless in the
band-width of interest, and should be insensitive to interfering environmental factors, like temperature, as well as to noise sources in the sensor
itself, like any sort of discrepancy from nominal fabrication parameters.
Digital sensors offer the possibility to apply numerical techniques for compensation, which means that after the transduced analog signal is sampled
and quantized, a digital signal processing unit corrects the sensor output
signal y(t) before readout.
Sensor compensation techniques can be broadly classified with the following taxonomy. Compensation can be (i) static or dynamic, depending
on whether the past and/or the derivatives with respect of time of y(t)
are used; (ii) it can be based on the signal of interest y(t) only or also on
a set of disturbing signals; (iii) a set of hypotheses on the nature of the
relationship between u(t) and y(t) can be made, e.g. temperature linearly
influences pressure, or not, the latter referred to as black box approach; (iv)
different algorithms can be applied as compensation engine, from simple
look-up tables to sophisticated machine learning techniques.
Taking a closer look at the last point, look-up tables are the simplest
approach but their memory requirements scale badly with problem complexity. Some ad-hoc solutions have been implemented that make use of a
priori knowledge of the physical model of the sensor [97], [59], [19]. Such
an approach is in general unsatisfactory, since an accurate mathematical
model is rarely known. Popular model-free linear techniques like zero-pole
methods and deconvolution have been applied [4], [28], [47], which perform
well only when nonlinearities are negligible in the sensor operating bandwidth. Recently, an increasing deal of attention is devoted to model-free
nonlinear compensation techniques. In [103] a Volterra series-based inversion technique is proposed, which according to the authors does not scale
well with problem complexity. Probably NNs are currently the most pop26
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ular solution, usually in the form of multi-layer feed-forward NN trained
with back propagation. Among NN-based solutions, in [88] a static hysteresis compensation based only on the signal of interest is proposed, in [67]
a static signal reconstruction from a non monotonic input-output characteristic is addressed, in [20] an ultrasonic distance sensor is enhanced using
a NN based on known sensitivity parameters. Solutions that require also
the measurement of a disturbance signal are found in [7], [74], [75], where
a Capacitive Pressure Sensor (CPS) is statically compensated with a NN
whose inputs include temperature, which is a disturbance signal. Dynamic
compensation is proposed in [9], where past samples of gas concentration
are fed into a NN and a first order differential equation dynamic is inferred.
In [29] several derivatives both of the input y(t) and of the reconstructed
signal û(t) are input in a NN to infer the sensor dynamic, and tests are
provided on a syntetic sensor model.

An emerging field closely related to sensor compensation is soft sensing.
A soft sensor is an algorithm computing an estimate of some internal variable of a system which can not be directly measured nor computed from
available measurements and models because of limited data or computing resources. Applications include microbiological fermentation processes
[58], [102], gas-solid fluidization systems [51], polymerization processes [44].
SVMs are the preferred machine learning engine for soft sensing, as comparisons with NNs and other techniques have shown in [102], [44]. NNs are
reported to be inadequate because of poor generalization ability in data
scarsity regime, excessively long training process and presence of local minima in the training function. A more articulated approach is proposed in
[55], where SVMs, NNs and GAs are combined and tested in an industrial
scenario.
27

CHAPTER 2. STATE OF THE ART

2.5.2

System identification

System identification deals with all those problems where one would like
to obtain a description of the underlying system, starting from a set of
measurements. This can be achieved by trying to reconstruct, based on
the measured data, the mathematical relationship between system inputs
and outputs, without really having specific knowledge about the internal
behavior of the system. A big variety of techniques for system identification
have been proposed in the literature, including both time and frequency
domain approaches. For an extensive analysis of the theory of system
identification, please refer to [61] and [78].
Here instead we would like to provide a brief overview on techniques
for system identification based on LFEAs, focusing in particular on the
application of SVRs to this kind of task.
SVRs have been used for approximating linear and nonlinear functions,
also in presence of noise. To select the best configuration of hyperparameters, knowledge about noise distribution in the training data can be useful.
When dealing with noisy data, the choice of the ε-insensitivity can help in
trading off model errors and complexity [33].
Traditional approaches for system identification try to obtain system
model by a set of input-output data by minimizing an error cost. SVRs,
instead, adopts structural risk minimizaton principle to guarantee good
generalization ability on unseen samples. Nonlinear identification problems
appear as suitable candidate applications, thanks to the employment of
kernel functions to express the nonlinear SVR relationship between input
and output [100].
SVRs have been also used to design a technique for ARMA modeling,
where the parameters that characterize the model are included in the cost
function to be minimized [80]. Composite kernels can also be considered,
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in order to emphasize the input-output cross information [66].
A different formulation of the SVR algorithm, namely the Least Squares
SVM (LSSVM) proposed by J. Suykens [91], has also been extensively
used for system identification. However, the sparseness property which
constitutes one of the nicest aspects of standard SVMs is lost for LSSVMs.
To overcome this problem, in [92] a technique based on a pruning procedure
on the support vector coefficient values has been proposed.
A partially-linear version of LSSVMs has been developed in order to
identify models for which there is a specific knowledge that nonlinearities
apply only on a subset of the inputs. The goal is to increase the performance respect to considering a full linear model, but at the same time to
reduce the complexity that would result from a full nonlinear technique
[36]. Moreover, LSSVMs have been applied to the identification of both
SISO and MIMO Hammerstein models [38].
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Chapter 3
Uncertainty of LFEAs in
measurement systems

LFEAs are more and more commonly employed as building blocks of measurement systems, to allow enhanced measurement performance, or to help
in automatic decision making. Learning-From-Examples (LFE) modules
need to be studied quite differently from other components usually present
in the measurement chain, both in the way they introduce uncertainty and
in the way that uncertainty is evaluated. In this chapter a theoretical analysis of the uncertainty of such kind of systems is provided, with emphasis
on the peculiarities of the different phases of the LFE process.
First of all, in Section 3.1 we provide a brief description of the main
blocks characterizing a smart measurement system. Then, in Section 3.2
we discuss in details the functioning principle of LFEAs. Methods for the
evaluation of uncertainty are then illustrated in Section 3.3, while uncertainty sources are analyzed in Section 3.4. Some final comments end the
chapter in Section 3.5.
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3.1

Smart measurement systems

A measurement system endowed with a machine learning module can be
broadly described as a feed forward chain composed of three main functional blocks, as depicted in Fig. 3.1.
sa (. ,y)

sd
Sensing and
Acquisition

y^

x
Feature
Extraction

LFEA

Figure 3.1: Functional blocks description of a measurement system based on LFEAs.

In general, all the labelled signals can be uni- or multi-dimensional, except for the output y, which takes values on a discrete set, often binary
(e.g. true/false), in the classification case, and on an ideally continuous,
though digitalized domain, when dealing with interval or ratio measurement scales. The input signal to the first block, sa (·; y), is the physical
support to the measurand y, i.e. it conveys information about y. This
notation is intended to represent the most general situation in which the
measurand y can be defined in either of the following ways (and possibly
others): (i) sa itself (e.g. a constant voltage), (ii) a parameter of sa (e.g.
its root mean square value), (iii) a component of sa (e.g. sa includes y and
noise or the effect of some influence quantities [2]), (iv) an indirect measurement (e.g. in soft sensing [102]), (v) a class membership (e.g. which
gas is present in a given environment, or an index (low, medium, high)
associated with an abstract property, like danger or comfort). The first
block in Fig. 3.1 lumps all elements pertaining the analog domain, such as
sensing devices, analog signal conditioning modules and A/D converters.
The output of this block is a digitalized signal sd (we drop the dependency
notation) that is fed into a feature extraction block, whose purpose is to
map its input sd into an output x belonging to a domain more suitable for
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the machine intelligence algorithm. This block is a pure digital signal processing unit, whose processing scheme can vary widely from no operation
at all to complex transformations such as FFT-based or Wavelet-based filtering. The third block is the LFEA, that from a feature vector x extracts
an estimate of the measurand, ŷ.
The path in the measuring chain from sa to x can be characterized
from a metrological point of view using methodologies that have received
great attention in the literature [1], [32], [78]. However, the LFE block
differs quite a bit from the previous ones, both in the way it introduces
uncertainty and in the way that uncertainty is estimated. In this chapter
we will provide insights useful for the metrological characterization of the
LFE module. In order to do so, we isolate this block from the rest of the
system and assume that uncertainty on the components of x is already
known.

3.2

Learning-From-Examples Algorithms

In this section we illustrate in details the main steps of a LFEA design
process.
As already mentioned in Chapter 2, the first phase of the design, called
training, is aimed at inferring an unknown relationship y = f (x) from a
known set of examples L ≡ (xi , yi), i = 1, . . . , L, called a training set, of
size L. During the LFEA training process an approximating function fˆ(·)
is chosen from a parametric set g(·; α), where α is a set of parameters that
have to be tuned (e.g. the network weights in NNs). Once the best value
α∗ has been chosen, the approximated output for any input x is given by
ŷ = fˆ(x) = g(x; α∗ ) [13].
Since a further set of parameters β, called hyperparameters (e.g. the
number of hidden neurons in NNs) is included in the LFEA settings, the
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set of functions to be optimized is g(·; α; β). The optimum value of these
hyperparameters has to be determined during the model selection phase.
Usually, for the exploration of the β space, the considered β’s can be located on a simple regular grid, or more advanced search methods can be
used, like GAs [63]. For each value of β = β j , j = 1, · · · , J, a corresponding trained machine g(·; α∗j ; β j ) is obtained using the same set L.
Estimation uncertainty is then evaluated for all the machines on a further
set of examples, V ≡ (xi , yi), i = 1, . . . , V , called a validation set of size
V . An optimality criterion is then applied to determine β ∗ . The simplest
approach is to choose the value β ∗ that minimizes a statistic uy evaluated
on the deviation between the target value yi and the corresponding approximate value ŷi = g(xi ; α∗ ; β∗ ). According to the GUM [1] we will call
such a statistic uncertainty value. More sophisticated criteria can also be
employed, which take into account the number of samples in V (see below),
or include other kinds of cost functions like implementation cost, possibly
in a MOO fashion [42].
Notice that the application of the optimality criterion on the choice
of the hyperparameters has the undesired side effect of inducing an order
statistic on the corresponding values of uncertainty, since they are computed on the same set V for every β, and (usually) the machine showing
the minimum uncertainty is selected. The consequence is that the actual
value of uncertainty can be underestimated [13]. To overcome that, once
the optimal value of β has been determined, the accuracy of the trained
machine fˆ(·) = g(·; α∗ ; β ∗) is finally assessed on a further set of previously
unused examples T ≡ (xi , yi), i = 1, . . . , T , called a test set of size T [13].
To summarize, to estimate the function f (·), the available examples
should be decomposed in three distinct sets, a training set L, a validation
set V and a test set T . Figure 3.2 (a) shows the role of the example sets
in the three corresponding design phases.
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Figure 3.2: General scheme of the functioning principle of LFEAs, showing the main steps
of the design and operating phases.

For each value β = β j , j = 1, · · · , J, training makes direct use of both
inputs xi and target values yi in L to produce an approximating function
g(·; αj ∗ ; βj ). Validation receives the J trained machines and the examples
V and provides the optimal machine g(·; α∗ ; β∗ ) = fˆ(·) by applying the
chosen optimality criterion to the related uncertainties. However, it does
not provide an accurate uncertainty estimate due to order statisitc induced
by the selection process. Thus, the test phase receives the optimal machine
g(·; α∗ ; β∗ ) and a third set of examples T , and evaluates the corresponding
uncertainty uy .
It is worth noticing that at design time uncertainty is usually evaluated on examples by applying statistical methods, that is by using type A
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evaluation methods [1].
Conversely, during the operating phase of the LFEA (see Fig. 3.2 (b)),
target values y are not available any more, the feature vector inputs x are
used to estimate the corresponding outputs ŷ, by using the approximating
function g(·; α∗; β ∗) obtained at design time. On the basis of both the
values of ŷ and the statistics computed at design time (the measurand
values are not available anymore), the related uncertainty is also estimated,
but now type B evaluation methods are used [1].

3.3

Uncertainty evaluation

As mentioned above, LFEAs can be applied to both discrete (i.e. classification and ordering) and continuous (i.e. interval and ratio) measurement
scales.
According to [1], whichever type of scale we use, uncertainty represents
the dispersion around the value y of the values ŷ returned by the function
fˆ(·) when exposed to a generic input x. In order to estimate the uncertainty introduced by a LFEA during the operating phase, both analytical
and empirical approaches have been proposed in the machine learning literature [8], [13], [35]. However, practitioners tend to use the latter only,
since it generally provides better results. The empirical approach, which
is applied during the algorithm design phase, estimates the value of uncertainty in terms of a statistic on the deviation between the algorithm
output ŷ = fˆ(x) related to a given feature vector x and the known target
value y. As explained in Section 3.2, such a statistic is evaluated by using a
dedicated set of examples that contains N elements (xi, yi ), i = 1, . . . , N ,
whose x’s components are intended to represent the set of possible system inputs during the following operating phase. Notice that uncertainty
is evaluated during both validation and test, and therefore we may have
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either N = V or N = T depending on the specific design phase. In particular, for binary classification problems, uncertainty is usually expressed by
the probability of incorrect classification πy , which is estimated as follows:
π̂y =

PN
i=1 I(yi

6= ŷi )

N

(3.1)

where I(·) represents the indicator function. Conversely, when considering continuous measurement scales, a complete statistical description of a
LFEA uncertainty should require the use of a continuous probability distribution. However, a whole function is more difficult to estimate and use
than a single real valued parameter. Thus, as the algorithm errors can
often be assumed normally distributed with zero mean, only the related
standard deviation needs to be estimated, that is we consider the so called
standard uncertainty:
uy =

v
u
u
u
t

1
N

N
X

(ŷi − yi )2

(3.2)

i=1

ŷi being the LFEA outputs.
All the uncertainty estimation methods considered above belong to the
so called hold-out approach since a fraction of the examples available for the
design are not used for training the algorithm, but are held out to estimate
its uncertainty [13]. Thus, to achieve accurate algorithms by applying this
approach, a sufficient number of examples should be available, a condition
that is not always satisfied in real-life problems. As a consequence, many
methods that reuse examples for training, validation, and testing have been
proposed in the literature, like k-fold cross-validation [54] and bootstrap
[35]. Although this approach, called resampling, is very popular, in the
following we will refer only to the hold-out one since it allows a simpler
analysis.
It is also worth noticing that using different sets of examples of the
same size N , generally produces different uncertainty values. In fact, the
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estimated uncertainty exhibits an inherent variability due to the finiteness
of the set used. For example, since the estimator (3.1) exhibits a binomial
distribution, it can be shown that an estimator for its standard deviation
is given by [54]:
σ̂π̂ =

v
u
u π̂(1
t

− π̂)
,
N

(3.3)

Hence, in applications where the example datasets are small, the quantitative impact of the uncertainty estimator variability on the design decisions
(e.g. on model selection) can be not negligible [42], [41]. Unfortunately,
several works by practitioners attest the tendency of neglecting this variability on uncertainty estimation [27].

3.4

Analysis of uncertainty sources

As far as the operating phase is concerned, the uncertainty of estimates ŷ
depends both on the uncertainty in the measurement of the feature vector
x due to the upstream modules in Fig. 3.1 and input signal noise, and the
uncertainty sources in the mapping f (·). The latter ones have received less
attention in the literature and will be analyzed in the remaining of this
section.
3.4.1

Definitional uncertainty sources

Often, the mapping from features x to targets y is a stochastic relationship,
and it may not be uniquely and sharply defined. This may depend on the
way features are defined. For example, in a classification task for video
surveillance, most of the information carried by the video signal (luminance
level, background details, etc.) is quite inessential to detect an intrusion,
so feature extraction has the purpose of filtering out this information in
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order to make the following classification task easier. However, filtering
may destroy also valuable information.
Moreover, the mapping f (·) may also change over time, while, after
training has occurred, the measuring system is not any more able to react
to such a change.
Also, the measurand y may have an inherent uncertainty. For example,
in a measurement task applied to environmental monitoring (e.g. the detection of CO in air) y may assume values which depend on both specific
space location and time.
3.4.2

Design uncertainty sources

The estimation of f (·) performed during the LFEA design phase suffers
from different uncertainty sources that will be briefly listed and commented
in the following.
1. Optimality criterion. With this category we take into account that
there is no “perfect” LFE approach. Any of them is based on a specific
optimality criterion, which is not guaranteed to be the best one. For
example, SVMs are based on structural risk minimization, which can
protect the learning process from overfitting, while common versions
of NNs and other algorithms are based on empirical risk minimization,
a learning principle that does not counteract overfitting [13]. Again,
training of SVMs is a convex quadratic problem, whose convergence
to the optimal solution is easily guaranteed. On the other hand, NNs
apply gradient descent or other techniques to a non-convex problem,
whose solution may not be the global optimum [13].
2. Hyperparameter space search process. As explained in Section 3.2, for
the determination of the optimal function fˆ(·) = g(·; α∗ ; β ∗), we need
to select the best value of the hyperparameter β. Algorithm design
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decisions are taken by comparing different alternatives with respect
to a fixed optimality criterion. In any case, an exhaustive exploration
of the whole β space is usually impossible.
3. Finiteness (scarcity) of the training and validation sets. This is a
crucial problem in any LFEA. In fact, collecting a set of examples
often requires time consuming operations, the use of dedicated equipment and sometimes a human expert (e.g. for the assignment of class
memberships). This implies that the available sets can be too small
for assuring the achievement of the required accuracy performance.
Moreover, examples may come from a poor sampling of the underlying unknown mapping f (·). In particular, the size L of the training set
affects the uncertainty of the LFEA while the size V of the validation
set influences the variability of the uncertainty estimator [43].
4. Uncertainty in the inputs of the training phase. Uncertainty in the
values of both features x and targets y used in the training phase
propagates to the estimated mapping fˆ(·). We include in this category
also human or machine mistakes that may occur during the process
of target assignment.
5. Implementation of the estimated mapping. A measurement system
may have severe constraints in terms of memory occupancy, power
consumption, cost, and so on. In particular, this implies that the
computational complexity required for the evaluation of the mapping
fˆ(·) has to be controlled and held below a given level. As a consequence, trade-off solutions characterized by a reduced computational
complexity have been used, which exhibit suboptimal accuracy, so
introducing a further source of measurement uncertainty [64].
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3.5

Discussion

This chapter has addressed the problem of analyzing and evaluating uncertainty in measurement systems endowed with LFE modules. First the basic
theory of LFEAs has been presented, with a focus on the different phases
of the algorithm design. Then a customary way of evaluating uncertainty
in LFEAs (i.e. empirical tests based on examples) has been discussed. In
particular, algorithm uncertainty is evaluated during the design phase by
applying statistical (type A) methods. The obtained results enable the
evaluation of algorithm uncertainty by means of type B methods in the
case of a single measurement. Thus, when a single measurement is of concern, the LFEA and the feature vector uncertainties can be combined to
evaluate the accuracy of the whole measurement system. Moreover, when
repeated measurements of different input signals are performed, also type
A evaluation methods should be applied.
On the whole, we have shown that the evaluation of the uncertainty
introduced by LFEAs is a complex and delicate task. One reason is that
the total number of examples available at design time plays a crucial role
both in measurement uncertainty and in the confidence of evaluated uncertainty itself. Another reason lies in the existence of several heterogeneous
uncertainty sources during the design phase.
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Chapter 4
Reducing the computational
complexity of LFEAs
In many smart measurement systems applications, the accuracy of the
machine learning module can not be regarded as the only design target,
since the limited resources that characterize the system impose severe constraints on the power consumption level, or on the memory usage, just
to mention two practically relevant issues. This has typically an impact
on the maximum computational complexity that can be exhibited by the
machine learning algorithm.
In this chapter we propose the adoption of a MOO paradigm as a key
design methodology, so to reduce the computational complexity of the classification or regression function that will be used in the operating phase,
while keeping the uncertainty level on satisfactory values. This approach
is motivated by the unusual resource scarcity conditions in which a machine learning algorithm has to operate. More in details, we focus on
the study of SVMs as a key example of learning-from-examples paradigm.
GAs can be employed in a multi-objective fashion in order to determine
the best configuration of the hyperparameters during the model selection
phase (Section 4.1).
Sub-optimal SVM-like techniques, such as the so called reduced-set
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methods, can also be considered, as an alternative and additional strategy to control the computational complexity (Section 4.2). This turns out
to be a promising approach especially when hardware implementation is a
fundamental issue, as we will see more thoroughly in Chapter 5.

4.1

Model selection in a MOO framework

In this section we face the problem of designing accurate learning-fromexamples modules in measurement systems that need to be implemented
on resource-constrained platforms. We propose a methodology based on
MOO and GAs for the analysis of SVMs solutions in the uncertainty–
complexity space. Specific criteria for the choice of optimal SVM classifiers
and experimental results on both real and synthetic data are also discussed.
Analogous considerations can of course be made in the case of regression,
although in this section we will restrict our analysis to classification tasks.
4.1.1

Proposed methodology

When implementing a classification function on simple devices such as lowpower, low-cost microcontrollers, the uncertainty, seen as the probability
of incorrect classification given by (3.1), is a quantity that can be traded
with the complexity of the hardware component: in many circumstances,
we may be happy with a less accurate classifier, provided that it can be
implemented on a resource-constrained platform.
In this respect, the optimality of hyperparameters does not consist exclusively in the minimization of the uncertainty (π̂), but also in the reduction of the computational complexity which in turn depends on the number
of SVs (nSV ). Obviously, the minimization of π̂ and the reduction of nSV
are contrasting objectives, which makes the problem naturally suited for a
MOO approach.
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In Table 4.1 we propose a pseudo-code of the strategy used to perform
SVM model selection by jointly minimizing classification uncertainty and
the number of SVs using GAs.
Step

Description

1.

fix range for ν and γ

2.

fix population dimension p

3.

fix crossover and mutation proportions

4.

fix number of iterations iend

5.

generate p random (ν, γ) points (initial
population) P0

6.

i=0

7.

do while i ≤ iend

8.

do foreach (ν, γ) ∈ Pi

9.

apply algorithm (2.6)

10.

compute and store π̂(ν, γ), nSV

11.

compute fitness

12.

enddo

13.

apply selection, crossover, and
mutation to generate new population Pi+1

14.

i = i+1

15.

enddo

16.

Output:

points (ν, γ) ∈ Piend and

objectives π̂(ν, γ), nSV of final population

Table 4.1: Genetic programming for SVMs model selection.

Notice that here the ν-SVM formulation (2.6) with a Gaussian kernel is
considered. However, a similar approach may be extended to other formulations of the SVM problem, including SVRs and reduced-set methods.
A suitable range for the hyperparameters is chosen first; crossover and
mutation proportions, population dimension and maximum number of iterations are then fixed. Finally, the initial population of points β = (ν, γ)
is randomly generated. For each member of the population the objective
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functions (π̂, nSV ) are calculated by applying the ν–SVM algorithm (2.6)
to the training set and employing n × k-fold cross validation. Fitness of
solutions is computed on the basis of the dominance concept. A new population is then generated by applying crossover and mutation operators,
and selecting the best solutions in terms of dominated points and diversity. At the last iteration (or when a convergence criterion is satisfied,
as for the case of NSGA-II) the final population of points (ν, γ) and the
corresponding objectives (π̂, nSV ) are returned.
4.1.2

Numerical simulations

A. Simulation settings
To test the performance of the proposed approach, four different binary
classification datasets have been used: “Ionosphere” and “Musk”, which
are real-world datasets, taken from the UCI machine learning database [14],
“Acoustic”, extracted from a vehicle tracking sensor network experiment
[34], and an artificial dataset generated from a typical channel equalization
problem [86].
For “Ionosphere” dataset the classification task is to determine which of
the radar data show evidence of some kind of structure in the ionosphere.
Data were collected by a system consisting of a phased array of 16 highfrequency antennas (see Table 4.2 for details).
“Musk” data represent a set of molecules which are judged by human
experts to be musks or non-musks. The decision is taken by considering a
number of features describing the shape and conformation of the molecules.
“Acoustic” data were collected during an experiment on wireless sensor
networks carried out at Twenty-nine Palms, CA, in 2001. The task is to
detect vehicles when they pass through a specific region, from the raw time
series data observed at each individual sensor node, and a set of acoustic
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feature vectors.
In the signal detection channel equalization problem one has to predict
– on the receiver side – which between two symbols yn ∈ {±1} of an independent sequence has been emitted from a given source [86]. The nonlinear
and memory effects of transmitter, channel and receiver are modeled as a
nonlinear FIR filter, and channel noise e is represented by means of an
additive white Gaussian distribution with zero mean and variance σe2:
x̃(n) =

N
X

hk y(n − k)

(4.1)

k=0
P
X

cp x̃p(n)

(4.2)

x(n) = x̂(n) + e(n)

(4.3)

x̂(n) =

p=0

where P is the order of the nonlinearity. The optimal Bayesian Maximum
Likelihood classifier gives an estimate ŷ(n − D) of y(n − D), by observing a
vector of received symbols xn = [x(n), x(n − 1), . . . , x(n − d + 1)]T . When
employing a SVM for channel equalization purposes, the classifier is built
based on a set of L samples
{(xn−L+1, y(n − L − D + 1)), . . . , (xn, y(n − D))} .

(4.4)

Our dataset has been generated according to equation (4.3), taking into
account a filter of length N = 2 and P = 3 with the following model:
h0 = 1, h1 = 0.5, h2 = 0, c1 = 1, c2 = 0, c3 = −0.9. We considered a value
of 7 dB for the signal-to-noise ratio, a delay D = 1 and d = 2.
For “Ionosphere” and “Musk” we considered a 70%–30% training and
test sets data splitting, while for the channel equalization problem, since
data are synthetic, it was feasible to generate a huge test set made of 105
patterns, on which an estimate of the uncertainty can be computed. For
“Acoustic” data we used the same approach to build training and test sets
as it was done in [15].
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In Table 4.2 the main characteristics of the datasets we worked on are
listed.
dataset
number of features
training samples
test samples

Ionosphere
33
253
98

Musk
166
333
143

Acoustic Channel
50
2
815
500
1222
105

Table 4.2: Characteristics of the datasets.

To perform ν–SVM algorithm we used LIBSVM (version 2.71) by Lin
et al. [22], which provides an efficient library for SVMs. Both NSGA-II
and SPEA were considered (see Section 2.3 for further details on these two
GAs). In Table 4.3 the set of parameters used for the GAs is summarized.
algorithm
range for ν
range for γ
number of iterations
population dimension
external population dimension
precision bits
crossover proportion
mutation proportion

NSGA-II SPEA
[10−4 ,0.3] [10−4 ,0.3]
[10−3 ,10]
[10−3 ,10]
100
100
100
100
not used
50
10
10
0.4
0.4
0.6
0.6

Table 4.3: Parameters of the considered GAs.

To check the effectiveness of MOO strategy all the results obtained by
means of the two GAs have been compared to solutions found employing
the traditional grid search approach. A comparison among the performance
of the three methods has been performed by imposing all of them require a
given computational effort. To this aim, we have considered the number of
different trainings needed for the computation of the two objectives. For
each point (ν, γ) in the hyperparameters space, when a n×k = 10×10-fold
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cross validation is employed, this quantity is equal to Ntr = nk + 1, since
nk trainings are required for the estimation of the uncertainty, and one
more training is necessary to compute the number of SVs. For NSGA-II,
the total amount of trainings is given by [31]:
c = 2Ntr · p · i∗end

(4.5)

where i∗end is the index of the iteration for which the algorithm converges
(in general of the order of few tens). The presence of factor 2 is due to the
fact that at each step the offspring population is merged with the parent
population, and therefore the population to be processed is twice as big.
For SPEA, we have instead [104]:
c = Ntr · p · (iend + 1)

(4.6)

where p is the population dimension and iend is the maximum number of
iterations of the algorithm. The grid search approach requires a computational effort equal to:
c = Ntr · gν · gγ

(4.7)

where gν and gγ are the number of chosen points for ν and γ on the grid.
Since for NSGA-II we have a specific convergence criterion (as explained
in Section 2.3.2), according to which the number of iterations i∗end needed
to approximate the Pareto front is determined, we decided to exploit this
information in order to fix the computational effort for SPEA and the grid
method. We first fix the population dimension p (the same for both NSGAII and SPEA) and run NSGA-II; once it has converged we compute the
complexity c of the algorithm by using Eq. (4.5) and find the maximum
number iend of iterations for SPEA according to (4.6). For the grid search
approach, we fix the number of points on the ν axis and on the γ axis so
that their product is equal to 2 · p · i∗end.
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B. Simulation results
In Fig. 4.1 a comparison between sets of solutions obtained with the three
different approaches is reported for each dataset. As a general trend, we
observe that for the considered problems GAs approximate well the Pareto
front. In particular, NSGA-II seems to provide the best results, especially
for regions of the objectives space corresponding to low values of the number of SVs. We should also notice how in some cases (see Fig. 4.1(b) for
an example) the grid search method finds only a small number of nondominated points.
Another interesting aspect to be taken into consideration is related to
the computation of the accuracy associated to the 10 × 10-fold cross validation estimate of the classifier’s uncertainty. Following the result proposed in [54], we have evaluated the variance of the estimator as var(π̂) ≈
π̂(1 − π̂)/L, where L is the number of patterns in the training set (see
Section 3.3). Although this estimate of the variance is actually valid only
for k-fold cross validation, we decided to exploit it also in the case of
n × k-fold cross validation. In fact, for the latter an exact expression of
the variance can not be found, to our knowledge, in the literature, and
the above mentioned var(π̂) can be considered as an upper bound on the
true value. In Fig. 4.2 some results for NSGA-II and SPEA are depicted.
10×10-fold cross validation estimates for non-dominated solutions are provided together with the associated ±1 standard deviation bars. Moreover,
in order to provide a comparison, the test set estimate π̂ is reported for
each point. We observe that in all cases the two different estimators lead
to very similar results.
In the design of a learning-from-examples module, once a set of Paretooptimal solutions in the classification uncertainty–complexity space is determined, one has to choose, among all different points, the one which
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best fits the requirements of the specific problem at hand. As an example, here we apply the “one-standard deviation” rule, thus selecting, as the
optimal classifier, the SVM characterised by the least nSV , for which the
estimate π̂ is not greater than the minimum possible uncertainty plus one
standard deviation [45]. For solutions obtained with NSGA-II (datasets
“Ionosphere” and “Musk”) and SPEA (dataset “Acoustic”), this criterion
is illustrated in Fig. 4.2, where the best classifier is individuated by two
orthogonal dashed lines.
The proposed criterion allows us to select, as best model, an SVM classifier with an uncertainty which is compatible with the minimum one, but
characterised by a significantly reduced number of SVs, i.e. we are choosing
a much less complex machine, without really losing in terms of classification
accuracy.
All the details of the optimal solutions obtained with the different approaches are reported in Table 4.4. From these results we observe that
GAs lead to slightly better, or at least compatible, results respect to those
obtained with the grid search. For dataset “Ionosphere” the grid method
provide a solution with a very large number of SVs (117) with respect to
the optimal SVMs determined by NSGA-II and SPEA (35 SVs). This is
probably due to the fact that in this case the grid approach is able to find
only a small number of non-dominated points.
As a final remark, we consider the effects of changing the initial parameters of GAs on the obtained set of solutions. First of all, we have
tried several values for crossover and mutation coefficients in the range
[0.2, 1], without observing striking differences in the final approximations
of the Pareto front for all the considered datasets. Moreover, we have
repeated the experiments with different choices of the initial random population, and also in this case the representation of the Pareto front does
not seem to vary significantly. Finally, we have modified the population
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size (p = 30, 100, 300) in order to study the differences in the obtained sets
of solutions. Changes in the population size have of course a big impact
on the computational complexity of the algorithm, but when considering
p = 100 and p = 300 we did not notice variations in the number of nondominated points, nor in their spread on the front; however, fixing p = 30
did not always lead to a good representation of the front. We have chosen
p = 100 as a fair compromise between a good approximation of the Pareto
front and an acceptable computational effort.
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Figure 4.1: Sets of solutions for datasets “Channel” (a), “Ionosphere” (b), “Musk” (c)
and “Acoustic” (d). Pareto fronts obtained with NSGA-II (black squares), SPEA (white
squares) and grid search (crosses) are compared.
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Figure 4.2: Sets of solutions for datasets “Ionosphere” (a), “Musk” (b) obtained with
NSGA-II and “Acoustic” (c) obtained with SPEA. For solutions on the front the uncertainty is estimated using 10 × 10-fold cross validation, and ±1 standard deviation error
bars are reported. For each point a test set estimate of the uncertainty has also been
computed (black dots). Optimal solutions (identified by two orthogonal dashed lines) are
determined according to the “one-standard deviation” rule.

4.1.3

Variability-aware Pareto fronts

Although we have not exploited it here, we would like to present briefly an
interesting modification of the proposed MOO-based approach for model
selection, as reported in [40]. In that work, a simple strategy was proposed aimed at enriching the Pareto front (in the uncertainty-complexity
space) with solutions that are likely to be as interesting as the ones already
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dataset
Channel NSGA-II
Channel SPEA
Channel Grid
Ionosphere NSGA-II
Ionosphere SPEA
Ionosphere Grid
Musk NSGA-II
Musk SPEA
Musk Grid
Acoustic NSGA-II
Acoustic SPEA
Acoustic Grid

ν
0.1317
0.1373
0.1368
0.0004
0.0004
0.0078
0.0016
0.0013
0.1724
0.0267
0.1502
0.0810

γ
nSV
0.627
80
0.167
71
0.102
72
0.079
35
0.079
35
0.228 117
0.030 142
0.040 139
0.001 135
0.324 211
0.196 188
0.254 204

π̂% CV
5.2
5.3
5.3
6.0
6.0
5.4
10.2
10.5
13.2
6.3
6.0
6.1

std(π̂)% CV
0.9
1.0
1.0
1.3
1.3
1.0
1.3
1.4
1.7
0.8
0.8
0.8

π̂% test set
5.6
6.0
6.0
9.2
9.2
5.1
9.8
11.2
14.0
8.8
7.7
7.4

Table 4.4: Optimal SVM solutions according to the “one-standard deviation” rule.

displayed on the front.
The basic idea was to exploit the variability that is inevitably associated to the uncertainty estimation (e.g. performed through cross validation
techniques), expressed as in (3.3), that we have also considered in this section. The variability-aware heuristic suggests to add to the Pareto front all
solutions characterized by a π̂ value differing at most σ̂π̂ from the points
on the original Pareto front having the same complexity values. Notice
that solutions to be included in this variability-aware Pareto front can be
taken from the set of points visited with a simple grid search approach,
or by considering points found in previous generations, if a GA-based approach is used. This results in an increased number of possible solutions
whose quality, in terms of accuracy in the estimation of the uncertainty,
is comparable with the one obtained by employing expensive resampling
techniques. In this sense, the advantages provided by n × k-fold cross validation estimates seem quite moderate, if compared to the ones achieved
by adopting such variability-aware techniques for improving Pareto fronts
54

4.1. MODEL SELECTION IN A MOO FRAMEWORK

obtained with k-fold cross validation estimates.
In more general terms, what we would like to stress here is that whenever
analyzing solutions in the uncertainty-complexity space, both during the
model selection procedure and in the final step when one “optimal” solution
needs to be chosen among a set of candidates, variability associated to the
uncertainty estimation has to be taken into account. This means that if the
uncertainty values of two candidate solutions differ less than the variability
term σ̂π̂ , they are considered to be equivalent in terms of accuracy.
4.1.4

Discussion

In this section, we have considered the design of automatic learning-fromexamples modules for resource-constrained measurement systems. We have
focused on SVMs, a powerful tool used to build classification paradigms
based on measurement data. More specifically, we have proposed a multiobjective methodology for the analysis of SVMs solutions in the hyperparameters space. Taking complexity (number of SVs) of the SVM architecture as a factor to be minimized along with the usual model uncertainty,
we are able to provide useful criteria to identify optimal solutions, that can
then be used in the operating phase.
While the ingredients of multi-objective analysis and GAs are well established, the merit of the proposed methodology lies in having shown
their applicability in the selection of optimal SVM models. In fact, the
introduction of full-fledged multi-objective analysis allows us to explore
combinations of hyperparameters that may not be accessible to more traditional uncertainty first – complexity second analyses. Secondly, application of state-of-art GAs makes the full analysis affordable with ordinary
computational means.
Finally, the proposed methodology is open and other parameters of interest in the implementation of resource constrained decision making sys55
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tems (such as memory resources, clock frequency, cost) can be naturally
taken into account.

4.2

Reduced-set methods: ERSVM vs. RSVM

In the previous section some methodological criteria for the analysis of
SVM solutions in the uncertainty-complexity space have been proposed.
The described approach for model selection helps in controlling the complexity of the LFEA in the operating phase, while preserving its accuracy. Another way of achieving this is to employ the so called reduced-set
methods, i.e. LFEAs which are specifically designed to lower the computational burden required by the classification (or regression) function. In
Section 2.2 we have provided a brief overview of the state of the art on
reduced-set methods, and we have described in details a low-complexity
SVM-like paradigm, the ERSVM approach, which will be used in this
section for solving a classification task, and in Chapter 5 for sensor compensation.
4.2.1

Methodology

Here in particular we will employ the ERSVM approach and the RSVM
by Lee and Mangasarian [57], and we will compare their performances, in
terms of accuracy and complexity, with the results obtained by a standard
ν-SVM on an example of classification task. As already seen in Section 2.2,
the RSVM algorithm selects randomly from the original training set a
(typically small) number of samples which are considered as the “support
vectors” and which define a sparse approximating function to be implemented during the operating phase. The ERSVM instead considers this
randomly chosen set of “support vectors” only in a preliminary step, and
then performs a further optimization procedure based on gradient descent
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method to generate the so called “expansion vectors”, which do not necessarily belong to the original training set. In both approaches the number of
“support vectors” Nsv (which defines the complexity of the approximating
function) is fixed a priori, by means of a parameter ν̄ ∈ [0, 1] that represents the fraction of the training set size corresponding to Nsv , and that
needs to be determined through model selection. Notice that here we will
always refer to Nsv , meaning number of “support vectors” or “expansion
vectors” depending on the particular situation.
Similarly to what done in Section 4.1, we exploit a GA-based strategy for
the model selection procedure. Our approach will therefore be to combine
the use of reduced-set methods with a MOO technique to analyze solutions
during the model selection phase.
4.2.2

Simulation results and comments

We consider a classification problem, “Heart”, taken from the UCI database
[14]. The dataset represents a classification task in which heart diseases
in patients have to be recognized, given a set of characterizing attributes.
The details about the considered dataset are summarized in Table 4.5.
dataset
number of features
training samples
test samples

Heart
13
170
100

Table 4.5: Characteristics of dataset “Heart”.

NSGA-II was chosen as search engine in order to explore the solution
space during model selection. To evaluate the classification uncertainty,
10-fold cross validation has been employed.
Pareto fronts of solutions obtained for ERSVM, RSVM and ν-SVM
approaches are compared in Figure 4.3.
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Figure 4.3: Sets of solutions for datasets “Heart”. Pareto fronts obtained with ERSVM
(black squares), RSVM (white squares), and ν-SVM (crosses) are compared. On the x
axis Nsv is reported, while y axis represents the uncertainty percentage π̂.

As we can see, both the ERSVM and the RSVM approach are able to
significantly reduce the complexity of the approximating function, while
keeping the uncertainty level almost unchanged. In particular, although
the obtained Pareto front is made of only one solution, the ERSVM provides more or less the same uncertainty value achieved by the other two
algorithms, but with only 2 “expansion vectors”. In this sense it is not
reasonable to expect more points on the Pareto front, since it would be
difficult to further reduce the uncertainty, even for a larger Nsv .
The same behavior was also observed when dealing with other classification problems: while the traditional ν-SVM usually provides lower uncertainty values, the complexity is drastically reduced by employing RSVM
and ERSVM, the latter achieving impressing accuracy results with just a
few “expansion vectors”. In general, the price paid in terms of accuracy for
this reduction in the complexity is not so relevant, as shown in the “Heart”
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example above.
In the next chapter we continue the discussion on reduced-complexity
LFEAs, by applying both standard SVM approaches and ERSVM to a
sensor compensation task, and by considering the implementation of such
algorithms on a resource-constrained device, namely a simple PIC microcontroller.
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Chapter 5
SVM-based sensor compensation

In Section 2.5.1 we have shown how sensor compensation techniques based
on learning-from-examples paradigms have recently received great attention in the literature. In this chapter we first address the problem of designing suitable SVR-based methodologies for compensating sensors nonidealities, by studying two different nonlinear sensor models. As a further
step, we discuss the implementation of such kind of algorithms on resourceconstrained devices like simple 8-bits microcontrollers that usually equip
WSNs. In this context a modification of the original SVR, namely the
ERSVR, is proposed in order to reduce the complexity of the model to be
implemented in the operating phase, thus fitting the hardware constraints
given by the available platform.
In Section 5.1 we briefly describe the proposed methodology. Several
microcontroller implementation issues closely related to limits of the fixedpoint representation are discussed in Section 5.2, while experimental settings and results are provided in Section 5.3. Some final comments are
summarized in Section 5.4.
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5.1

Proposed methodology

The aim of this chapter is to develop a learning-from-examples methodology aimed at reconstructing the input signal of a sensor based on the observation of its output. While guaranteeing a satisfactory level of accuracy, we
try to reduce the computational complexity of the proposed compensation
algorithm as much as possible, given that we have in mind the implementation of such a function on a resource-constrained device, namely a PIC
microcontroller. Although, as was pointed out in Section 2.5.1, NNs represent perhaps the most widely employed learning-from-examples approach
for this kind of application, here we focus on SVRs, which have proven to
provide good efficiency, and are not hampered by local minima problems.
Figure 5.1 depicts how SVRs can be effectively employed for compensating sensor distortions.

Figure 5.1: General scheme of the proposed SVR-based approach for sensor compensation.

The idea of sensor compensation based on a learning-from-examples
approach is to derive, on the basis of a set of available measurement samples
(v i , ui), an estimating function û of the original input signal.
Here we consider different formulations of the SVR that can be exploited
to compensate the dynamic characteristics of sensors, namely standard εSVR and ν-SVR, and a novel sub-optimal reduced-set method, ERSVR.
For a detailed description of these algorithms, please refer to Sections 2.1
and 2.2, where they have been thoroughly discussed. However, notice
that, to be consistent with the notation here introduced, one should keep
in mind that the usual feature vector x must be here substituted with v,
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and labels y correspond to u, since we are solving an inverse problem, and
we are trying to reconstruct an estimating function û.

5.2

Microcontroller implementation

The above mentioned SVR algorithms have been implemented on a very
simple 8-bits microcontroller, namely the PIC16F877 produced by Microchip. The application scenario is the design of a distributed-intelligence
WSN, where each node of the network, equipped with decisional capabilities, senses the environment and sends appropriate information to a
base-station which collects and processes data [15]. In this context, the
SVR training phase, which consists in solving problems (2.7), (2.11) or
(2.17), is performed offline, while equations (2.10) and (2.24) need to be
implemented on each node in order to compensate sensor transfer function.
Our implementation is a partial modification of the architecture proposed
in [16], where a fixed-point module-based core is proposed to solve a classification task. The main difficulty of such a kind of design consists in
using a very low-performance device to implement a quite complex function, thus several problems have to be faced: memory constraints, lack of
floating point units and multipliers, and so on.
An important aspect to be considered is, as we have already mentioned,
the computational burden required for the implementation of the regression
function on the microcontroller. This complexity term can be evaluated
by taking into account the number of clock cycles needed for computing
equations (2.10) and (2.24), and can be expressed as follows:
Nclk = Nsv · (c1 + d · c2 )

(5.1)

where d is the dimension of the feature vector, and Nsv represents either
the number of SVs (for ε-SVR and ν-SVR) or the number of so called “ex63
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Figure 5.2: Implementation flow of an SVR-based compensation function on a simple
8-bits microcontroller.

pansion vectors” (in the case of ERSVR). For the specific microcontroller
chosen for the implementation, we have c1 = 3500 and c2 = 500.
A general scheme of the SVR implementation on an 8-bits microcontroller is depicted in Fig.5.2.
We based our design on the use of look-up tables and iterative algorithms, such as the CORDIC method [5], for the computation of the Gaussian kernel function. All variables (data features vi, labels ui , kernel parameters and αi coefficients) have been coded by using 16-bits fixed-point
words. The optimal number of bits for integer and fractional parts was
determined by taking into account the range of variation of each variable,
exploiting a worst-case analysis. This approach allows to avoid overflow
problems in the computation of the estimating function.
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In order to obtain the estimating values û, a first PRE KERNEL module is used to compute the argument of the kernel function k(·, ·). Then
the CORDIC algorithm is employed for the computation of the Gaussian
kernel, and finally the OUT MAC block implements equation (2.10) or
(2.24).
To be able to deal with different problems without having to change the
implementation code each time, we developed a framework in which the
code needed to program the microcontroller is automatically generated, on
the basis of the parameters that characterize the obtained SVR solution
and the set of SVs.

5.3

Simulations and results

In this section we report some results that show the effectiveness of the
proposed SVR-based approach for nonlinear sensor dynamic compensation.
5.3.1

Simulation settings

We consider two different nonlinear sensor models. The first one represents
a simple case in which nonlinearity and memory effects are represented by
the following equation:
v(n) = u(n) + 0.2u3(n) + 0.5v(n − 1)

(5.2)

in which u(·) and v(·) represent the sensor input and output respectively.
The second example is taken from the work presented in [36], that is:
v(n) = 0.5v 3(n − 1) − 0.5v(n − 2) + 0.3u(n) − 0.2u(n − 1)

(5.3)

In this case we deal with a more complex model, for which memory effects
are present on both the input and the output signals.
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The sensor model (5.2) is stimulated by a uniformly distributed white
noise signal, since it allows to evenly cover the frequency range of the sensor
input [69]. In particular, we considered signals of amplitude equal to the
full scale of the device and generated a training set L = {(v i , ui)}Li=1 of
size 128 samples. The length of feature vectors v i has been chosen equal
to d = 2, that is v i = [vi(n), vi(n − 1)]. In order to select the most accurate
SVR model, we also generated a test set and a validation set, both made
of 256 samples, on which the SVR accuracy can be evaluated.
For the sensor model (5.3), we generated a Gaussian distributed input
sequence u(n) with zero mean and unit standard deviation, following what
done in [36]. In this case, the training set L was made of 400 samples,
while the test set and validation set sizes were equal to 100 and 1000 respectively. Due to the presence of memory effects both on the input and
output signals, it is quite understandable that the number of past samples needed to reconstruct signal u(n) accurately should be high enough.
Therefore, the feature vector size d was let varying from 2 to 16. Then, we
selected d = 11 as the best trade-off value, by means of a MOO procedure
based on GAs, aimed at finding a fair compromise between accuracy performance and computational complexity [62], here expressed as in equation
(5.1). To do this we followed a similar approach to the one described in
Section 4.1; however here the feature vector size d has been added to the
hyperparameter space β.
5.3.2

Numerical simulations

We performed many simulations using the three considered SVR algorithms. Simulation results showed that the ε-SVR provides good accuracy
usually only for large numbers of SVs, thus making the implementation of
the algorithm on simple microcontrollers not feasible. Tables 5.0(a) and
5.1(a) show the results obtained with the ε-SVR for different values of ε in
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the two examples.
The accuracy improvement is evaluated in terms of the distortion error
reduction (DER), given by:
DER = 20 log10
where
RMSEIN =

RMSEIN
RMSEOU T

v
u
u1 X
L
u
t
(v(n)
L n=1

and
RMSEOU T =

− u(n))2

v
u
u1 X
L
u
t
(û(n)
L n=1

− u(n))2

(5.4)

(5.5)

(5.6)

represent the root mean square errors before and after the compensation.
Notice that in equation (5.5) we are comparing the output v of the sensor
with the output of an ideal sensor without memory, whose values will be
equal to the input values, and that here for simplicity is referred to as u.
To control the complexity, for the ν-SVR we considered several values
of ν, in order to let the number of SVs vary. Instead, for the ERSVR,
the fraction of expansion vectors is fixed a priori. In Tables 5.0(b), 5.1(b),
5.0(c) and 5.1(c) some of the results achieved for ν-SVR and ERSVR in
the two considered examples are reported.
As a general trend, we can observe an accuracy improvement when increasing the number of SVs, both for the ν-SVR and the ERSVR approach.
However, that accuracy tends to remain constant for higher values of the
number of SVs. Notice that ν-SVR generally provides better results than
ERSVR; this is essentially due to the fact that ERSVR is a sub-optimal
approach, leading only to approximating solutions. On the other hand,
the ERSVR provides very good accuracy when the number of expansion
vectors is very small, a feature of great interest when implementing on
resource-constrained platforms. Thus, we can conclude that the proposed
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SVR-based methodology can efficiently and effectively compensate both
sensor nonlinear distortion and memory effects. In the remainder of this
section, we discuss the results obtained during the microcontroller implementation phase, with emphasis on the performance of the fixed-point
version of the SVR algorithms for sensor compensation.
5.3.3

Microcontroller implementation

As a first step, we evaluated the fixed-point behavior of the ν-SVR and the
ERSVR algorithms for problems (5.2) and (5.3) through software simulations, and then we moved to the hardware implementation on a PIC16F877.
As far as the ν-SVR algorithm is concerned, although the tuning of
parameter ν plays a role in controlling the fraction of SVs, the resulting
regression function is often still computationally too expensive for the implementation on devices characterized by severe constraints, especially on
memory occupation. Moreover, we observed that in some cases the αi coefficients could take very large values (in the order of several hundreds),
thus affecting significantly the precision of the fixed-point representation,
leading to high values of the final RMSE. However, this problem was not
encountered when dealing with the fixed-point version of the ERSVR algorithm. In fact, from our simulations we observed that, since the expansion
vectors are considered as variables to be optimized, the αi coefficients associated to them assume values in a much more limited range. Therefore,
all variables can be represented in fixed-point with sufficient precision.
Accuracy results in terms of DER of the implemented ERSVR-based compensation function for the two examples are presented in Tables 5.2(a)
and 5.2(b). As we can see, the introduced fixed-point approximation does
not significantly affect the achievable performance. More in detail, the
DER values differ at most for 5 dB from the floating-point version of the
algorithm in both problems, except for the model (5.3) using 100 expan68
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sion vectors, a solution of little practical interest. This attests that the
proposed ERSVR algorithm for sensor compensation can be successfully
implemented on resource-constrained platforms for sensor networks applications.

5.4

Discussion

In this chapter we have presented a learning-from-examples technique for
dynamic compensation of nonlinear sensors suitable for the implementation on simple 8-bits microcontrollers, that usually equip modern WSNs.
Simulation results have shown both the effectiveness and the efficiency of
the proposed approach. In particular, the novel ERSVR algorithm seems
a good candidate for resource-constrained platforms, since it permits to
achieve satisfactory results in terms of accuracy performance, while keeping the complexity of the compensating function quite low.
Finally, the implementation of the compensation algorithms on a 8bits microcontroller has also been discussed, along with an analysis of the
accuracy results thereby obtained.
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(a) ε-SVR

10
# SVs
122
DER [dB] 58
ε

10−4
94
58

−5

3 · 10−4
117
61

5 · 10−4
67
59

(b) ν-SVR

ν

# SVs
DER [dB]

0.005 0.01 0.05 0.1
24
32
70
80
42
46
53
55
(c) ERSVR

# SVs
4 10
DER [dB] 33 42

20 30
42 42

Table 5.1: Accuracy improvement provided by SVR approach for problem (5.2).

(a) ε-SVR

ε

5 · 10
136
25

−2

# SVs
DER [dB]

10−2
263
29

3 · 10−3
357
30

5 · 10−4
394
30

(b) ν-SVR

0.01 0.07 0.1 0.3
33
198 219 329
20
28
29 30

ν

# SVs
DER [dB]

(c) ERSVR

# SVs
DER [dB]

20 30 50 100
25 26 27 28

Table 5.2: Accuracy improvement provided by SVR approach for problem (5.3).
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(a) Problem (5.2)

# SVs
DER [dB]

4 10 20
31 37 37

30
37

(b) Problem (5.3)

# SVs
20
DER [dB] 21

30 50 100
21 22 18

Table 5.3: Accuracy improvement provided by microcontroller implementation of ERSVR
approach.
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Chapter 6
SVMs for system identification
System identification represents an essential tool in engineering, since it
permits to describe the behavior of real-life systems, both for control applications and for extracting a model that can be used to simulate the
system under test.
Black-box modelling techniques are an important branch of system identification, since they allow to give a description of the considered system
in all those situations when no specific knowledge on the system or on the
model structure to be used is available a priori. Many possible approaches
have been proposed in the literature, including methods for identifying linear and nonlinear systems in the time [61] and in the frequency domain
[78].
Beside these classical approaches, LFEAs can also be employed, since
they are specifically designed to reconstruct the behavior of the system
under test only based on a set of input-output measurement data. In
Section 2.5.2 we tried to summarize the most interesting recent examples
of LFEA-based approaches for system identification.
In this chapter we discuss the application of SVRs to the problem of
identifying linear and nonlinear systems. As a first step, in Section 6.1 we
deal with the problem of designing suitable excitation signals to be given
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as input to the considered system. In Section 6.2, we study in details the
linear case, analyzing the effect on the performance of modifying design
choices and parameters, such as kernel functions and training set sizes.
Finally, Section 6.3 deals with the identification of nonlinear systems, in
particular characterized by Wiener and Wiener-Hammerstein structures,
including a specific example of real benchmark data.

6.1
6.1.1

Choice of excitation signals
Introduction

In this section we start to analyze the problem of system identification
based on SVRs, by studying the sensitivity of the SVR function to the nature of the excitation signal. We consider here a specific class of systems,
namely Wiener-Hammerstein systems, as an interesting case study for our
discussion. Wiener-Hammerstein systems are nonlinear systems characterized by a well defined structure: a cascade of two linear dynamic blocks
G1 and G2 with a static nonlinearity sandwiched in between, as depicted
in Fig. 6.1
u

q

p
G1

NL

G2

y

Figure 6.1: General block structure of a Wiener-Hammerstein system.

The problem of identifying Wiener-Hammerstein systems has already
been addressed in the literature, for example in [11] and [17]. Here instead
we deal with the application of a well-known example of LFEA, namely
SVRs, which provide a sound theoretical background, and have already
shown very good performance in many applications [95], [85]. An important aspect that needs to be thoroughly discussed concerns the choice of
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the excitations in input to the system: we will show how the performance
of an SVR model can be dependent on the specific kind of excitation signal. In particular, we will consider several datasets, built employing input
signals of different nature, in order to study the sensitivity of SVR models
to relevant properties of the chosen excitations.
6.1.2

Setup

In order to restrict our analysis to a specific class of nonlinear systems,
we consider a simulated example of nonlinear system with a Wiener-Hammerstein structure, as illustrated in Fig. 6.1. In particular, the two linear
dynamic blocks G1 and G2 have been designed as two third order Chebyshev low-pass filters, with cut-off frequency equal to 0.11, and 1 dB of
peak-to-peak ripple in the passband. The static nonlinear block NL has
been defined as follows:
q = p + c · p3
where the value of coefficient c is tuned in order to have 90% of the power
on the linear term and 10% on the nonlinear term. Notice here that in
order to identify the system, only information about input values u and
observed output values y is used, with no need of having direct access to
signals p and q.
6.1.3

SVM-based system identification

SVRs, as we have already seen in Section 2.1.2, are based on a very simple principle: once you have collected a set of input-output measurements
L = {(ui , yi)}Li=1 a training phase is performed aimed at extracting all
useful information from the available data. Thus, an estimating function
f (ui ) is built that approximates the input-output relationship. Following
the standard ε-SVR approach, errors are penalized, in a linear way, only
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outside a so called insensitive zone, whose width is indicated by ε, while
deviations smaller than ε are considered to be negligible [95]. To deal with
the nonlinear case, suitable kernel functions are introduced. Here we will
2
consider the Gaussian kernel, expressed as K(ui, u) = e−γkui−uk [85].
The performance of the SVR function depends on a number of hyperparameters that need to be tuned in order to get the best possible model.
Examples of these hyperparameters are the width ε of the insensitive zone,
and parameter γ characterizing the Gaussian kernel function. Here, as optimality criterion, we will consider an accuracy index, namely the RMSE
of the model with respect to the true output value. The optimal model is
then chosen as the one giving the smallest RMSE in the model selection
phase, and can then be validated on a set of previously unseen samples. To
explore the hyperparameters space during the model selection phase, we
decided to exploit a technique based on GAs, which provide a faster and
more efficient search tool when compared with the traditional grid search
approach, as we have shown in Section 4.1 [63].
In general the data are formed by a vector of features u that characterize
the samples, and a label y that represents the output value. Here we
consider, as features, the current value of the input signal of the WienerHammerstein system, together with a number of past input values. This of
course does not need to be the only choice: recursive models can be built
by introducing also past output values in the feature vector. However, here
we will deal only with the simple (non-recursive) case.
6.1.4

Excitation signals

A. Training phase
As excitations, for the training and model selection phases, we have decided to restrict ourselves to the class of Gaussian excitation signals. We
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took care to stimulate all frequencies in the considered range. In particular,
both a filtered Gaussian noise and a Random Phase Multisine signal (both
made of N = 4096 samples) have been used. This choice is motivated by
the idea of employing two signals belonging to the class of Gaussian excitations, but with different properties in the frequency domain. As depicted
in Figure 6.2, when considering the power spectrum of a filtered Gaussian
noise sequence, a transition band is present between passband and stopband, while for a Random Phase Multisine no transitions are observed.
Suu(f)

f

Figure 6.2: Power spectrum representation of filtered Gaussian noise (dashed line) and
Random Phase Multisine (solid line) signals in the frequency domain.

• The first two excitation signals that we have considered are two examples of Random Phase Multisine, characterized by the following
equation:
u(t) =

F
X

Ak cos(2πf0 kt + ϕk )

k=1

where f0 = 1/N , t = 1, . . . , N and ϕk is independently uniformly
random distributed in [0, 2π) [78]. We have decided to consider both
F = F1 = 500 (excited frequencies up to F1 · f0 = 500 · 1/4096 = 0.12)
and F = F2 = 2048 (full multisine, excited frequencies up to F2 · f0 =
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2048 · 1/4096 = 0.5). Amplitudes Ak have been normalized in order
to have a RMS value of the signals equal to 1.
• The third kind of excitation has been generated by filtering a white
Gaussian noise sequence by means of a Butterworth filter with cutoff frequency equal to 0.7 · fmax, where fmax = F1 · f0 indicates the
maximum frequency excited by the first multisine considered above.
The signal has then been normalized in order to have the same power
of the multisines.
In all cases the feature vector u is built as u(t), u(t − 1), . . . , u(t − d + 1)
with d = 64, given that, after 64 samples, the impulse response of the
system as a whole is 1/1000 of the maximum value.

B. Test phase
For the final test of the three SVR models (obtained with the three excitations described above), we have employed several examples of excitation
signals, characterized by different properties, as illustrated in the following.

B.1 Root mean square value
To check the impact of changing the RMS value of the input signal we have
considered the following excitations:
• Random Phase Multisines characterized by RMS values equal to 0.5,
0.8, 1, 1.2, 2;
• Uniform noise sequences characterized by RMS values equal to 1 or
1.73.
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B.2 Frequency band
Another aspect which is worth studying is the influence on the performances of changes in the frequency band of the signal. We have considered:
• Random Phase Multisines characterized by excited lines up to 0.12,
0.3 or 0.5;
• Gaussian noise characterized by excited lines up to 0.09.
B.3 Spectrum shape
In our simulations, filtered sequences of Gaussian noise and uniform noise
have been used. Different orders of the filter result in different shapes of
the transition band, a characteristic that may alter the performances of
the considered model. We have employed:
• Gaussian noise filtered with Butterworth filters of order 2 or 10;
• Uniform noise filtered with Butterworth filters of order 2 or 10.
B.4 Amplitude distribution
In addition to Random Phase Multisines and Gaussian noise sequences
(both belonging to the class of Gaussian excitations), we have considered
the use of uniform noise sequences to verify the effect of changing the
amplitude distribution of the excitation signal.
In the remainder of this section we discuss the obtained simulation results, considering each case separately. Notice that when modifying one
of the characteristics mentioned above, the other parameters are kept unchanged, for a better comparison of the results.
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VALIDATION
Type
RMS RMSE

Multisine

1

0.0218

Type
Multisine
Multisine
Multisine
Multisine
Multisine

RMS
0.5
0.8
1
1.2
2

TEST
RMSE RMSE/RMSY
0.0043
0.0100
0.0073
0.0101
0.0154
0.0164
0.0357
0.0301
0.4265
0.1638

Table 6.1: RMSE and relative RMSE results for multisine excitations characterized by
different RMS values (normalized band-width equal to 0.12).

6.1.5

Simulation results and comments

As already mentioned, we have performed several simulations using different SVR models, and different test sets. What we can observe from
the results is a general trend that helps in pointing out examples of sensitivity to specific properties of the excitation signals. In the following we
analyze the influence on the performance of changes in RMS values, frequency band, spectrum shape or amplitude distribution of the considered
excitations. We also try to provide hints of a possible explanation for the
observed phenomena.
A. Root mean square value
Let us consider a model obtained by training an SVR with a multisine
of RMS value equal to 1 (and frequency range up to 0.12) as excitation
signal. We validate this model on several datasets, built using different
RMS values for the multisine excitations. Results in terms of the RMSE
and of the relative RMSE (RMSE/RMSY) are given in Table 6.1.
The difference in the test results for the multisine with RMS equal to 1
with respect to what obtained during the validation phase may be related to
variations in the RMSE value due to different realizations of the employed
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dataset.
Notice that, for a fair comparison of the accuracy performance, also
results in terms of the relative RMSE are provided, since we are dealing
with differences in the RMS value of the inputs (and therefore also of
the outputs). However, the difference in the performance (very good for
small RMS values and very bad for big RMS values) is clearly due to
something more than just a scale factor related to different RMS values.
A similar trend is observed when looking at the results in all those cases
where uniform noise excitations (with different RMS values) are used for
the test phase, as shown in Table 6.2 (further comments on the influence
of changes in the amplitude distribution on the results are given in the
last part of this section). A reasonable explanation for this behavior can
be found by having a closer look at the three SVR models obtained in the
training phase. They are all characterized by a very small value (around
0.001) of coefficient γ of the Gaussian kernel, resulting in an estimating
function which is almost linear. Since the considered nonlinear block shows
an approximatively linear behavior for input values less than 1 in absolute
value (see Figure 6.3 for a plot of the considered nonlinearity), this kind
of model will approximate well the behavior of excitations in this range,
while it will difficultly follow excitations with RMS values larger than 1.
B. Frequency band
To check the influence of frequency band properties on the performance of
the SVR models, we have taken into account several examples of Random
Phase Multisines, with excited lines covering increasing frequency ranges,
and an example of filtered Gaussian noise (with frequency band approximatively as for the first multisine). We have used these excitation signals
during validation and test phases, keeping the RMS values of the inputs
equal to 1. Some of the results are shown in Table 6.3.
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VALIDATION
Type
RMS BW RMSE
Multisine

1

0.12

0.0218

Multisine

1

0.5

0.0121

Gaussian

1

0.09

0.0240

Type
Uniform
Uniform
Uniform
Uniform
Uniform
Uniform

RMS
1
1.73
1
1.73
1
1.73

TEST
RMSE RMSE/RMSY
0.0425
0.0992
0.1310
0.1678
0.0105
0.0245
0.1350
0.1729
0.0307
0.0716
0.1280
0.1640

Table 6.2: RMSE and relative RMSE results for uniform noise excitations characterized
by different RMS values, for the three SVR models (normalized band-width for uniform
noise equal to 0.5). For filtered Gaussian noise, the normalized band-width is the cut-off
frequency of the Butterworth filter.

6

4

Signal q

2

0

−2

−4

−6
−4

−3

−2

−1

0
Signal p

1

2

3

4

Figure 6.3: Plot of the behavior of the nonlinear block NL.

Here the first aspect to be noticed is that best results are obtained when
using the same kind of excitation for both validation and test. Furthermore,
the first example of multisine (with band-width equal to 0.12) and Gaussian
noise give more or less the same RMSE values. Finally, we observe that, in
the considered example, when training an SVR model with an excitation
characterized by frequencies in a limited range (multisine with band-width
equal to 0.12), test results for signals with a wider band (multisines with
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VALIDATION
Type
BW RMSE

Multisine

0.12

0.0218

Multisine

0.5

0.0121

TEST
Type
BW RMSE
Multisine 0.12 0.0154
Multisine 0.3
0.0472
Multisine 0.5
0.0424
Gaussian 0.09 0.0252
Multisine 0.12 0.1143
Multisine 0.3
0.0248
Multisine 0.5
0.0126
Gaussian 0.09 0.1217

Table 6.3: RMSE results for excitations characterized by different frequency band, for
two different SVR models (all considered signals have RMS value equal to 1). For filtered
Gaussian noise, the normalized band-width is the cut-off frequency of the Butterworth
filter.

band-width equal to 0.3 and 0.5) are worse, but still reasonable. However,
a model trained using a signal with large frequency band gives very poor
results when validated on excitations with frequencies in a limited range.
This phenomenon can be interpreted as follows: when the input signals
are characterized by the same RMS value, a wide band signal will result
in a corresponding smaller RMS value of the p signal (that affects directly
the influence of the nonlinearity, see Figure 6.1), since system G1 has a
low-pass behavior. A model trained on such a wide band signal will not
be able to properly cover the nonlinearity, and will therefore fail when
tested on narrower band signals, characterized by larger RMS value of
the p signal. Clearly, these considerations are dependent on the bandwidth of the chosen filter G1 ; a deeper analysis of this behavior needs
to be performed before we can state that these conclusions have general
validity. On the other hand, the user should make sure to put enough
power everywhere in frequency band of interest in order to cover all system
dynamics. We will discuss this issue again later on, when we will comment
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VALIDATION
Type
BW RMSE
Multisine

0.12

0.0218

Multisine

0.5

0.0121

Gaussian

0.09

0.0240

TEST
Type
RMSE
Multisine 0.0424
Uniform
0.0425
Multisine 0.0126
Uniform
0.0105
Multisine 0.0307
Uniform
0.0307

Table 6.4: RMSE results for excitations characterized by same band-width (equal to 0.5)
but different distribution, for the three SVR models (all considered signals have RMS
value equal to 1). For filtered Gaussian noise, the normalized band-width is the cut-off
frequency of the Butterworth filter.

the behavior shown in Figure 6.11.
As a final remark, we would like to underline the fact that in all cases,
a uniform noise excitation with the same RMS value, and excited lines in
the whole range up to 0.5, gives the same RMSE results as a multisine
with band-width equal to 0.5, as shown in Table 6.4 (see subsection D for
a further discussion).
C. Spectrum shape
As introduced in Section 6.1.4 we have decided to use, as test sets, data obtained by employing Gaussian noise sequences and uniform noise sequences
as excitation signals, filtered with Butterworth filters of two different orders: a second order filter, which of course gives contributions at higher
frequencies, and a tenth order filter characterized by a much steeper spectrum. Table 6.5 summarizes the obtained results. As usual, excitation
signals with the same RMS values are compared. Here we see that differences in the shape of the spectrum do not influence much the performance
(results corresponding to filter order 2 and 10 are very close). Moreover,
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Type

VALIDATION
BW filter order RMSE

Multisine

0.12

-

0.0218

Gaussian

0.09

2

0.0240

Type
Gaussian
Gaussian
Uniform
Uniform
Gaussian
Gaussian
Uniform
Uniform

TEST
filter order
2
10
2
10
2
10
2
10

RMSE
0.0252
0.0203
0.0231
0.0181
0.0262
0.0269
0.0235
0.0251

Table 6.5: RMSE results for excitations characterized by different spectrum shape (i.e.
filters of different order), for two different SVR models (all considered signals have RMS
value equal to 1). For filtered Gaussian noise, the normalized band-width is the cut-off
frequency of the Butterworth filter.

excitation signals characterized by different amplitude distributions, but
with identical spectrum shape, lead to very similar error values.

D. Amplitude distribution
As a last aspect to be taken into consideration, we have tried excitation
signals characterized by different amplitude distributions. In particular, we
have generated test sets taking uniform noise data as input signal, in addition to multisines and Gaussian noise sequences (belonging, as we know, to
the same kind of signals, namely the class of Gaussian excitations). Hence,
as mentioned in the previous parts, we can compare the results obtained
with uniform and multisine/Gaussian excitations, already shown in Tables 6.4 and 6.5. What really seems to matter, apart from aspects related
to changes in the RMS values (discussed in the first part of this section),
is the frequency band of the chosen excitation signal. Differences in the
amplitude distribution of the input do not influence significantly the ac85
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curacy performance. In fact, due to the Central Limit Theorem, since G1
has a long impulse response, its output p will become Gaussian, even for
non-Gaussian (uniform in our case) inputs. Figure 6.4 shows the histogram
plots of signals u and p (input and output of block G1 , respectively) for a
Random Phase Multisine (belonging to the class of Gaussian excitations)
and for a uniform noise (non-Gaussian) sequence. We can see how signal
p turns out to be Gaussian even in the uniform case.
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Figure 6.4: Histogram plots of signals u and p for a Random Phase Multisine (a,b) and
for a uniform noise sequence (c,d).

In our simulations, as far as Random Phase Multisines excitations are
concerned, phase variations (due to different realizations of the multisines)
do not affect much the results. Finally, despite the differences discussed
here, in all the considered examples our approach based on SVRs outperforms the estimate given by the Best Linear Approximation (BLA) [78],
something that we had expected since the BLA is purely linear, and does
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VALIDATION
filter
Type
BW
RMSE
order
Multisine

0.12

-

0.0218

Gaussian

0.09

2

0.0240

Type

BW

Multisine
Gaussian
Gaussian
Multisine
Gaussian
Gaussian

0.12
0.09
0.09
0.12
0.09
0.09

TEST
filter
order
2
10
2
10

RMSE
(SVR)
0.0154
0.0252
0.0203
0.0326
0.0262
0.0269

RMSE
(BLA)
0.0831
0.0762
0.0839
0.0831
0.0762
0.0839

Table 6.6: RMSE results for different excitations obtained by the SVR-based approach
and by the BLA, for two different SVR models.

Root mean square value
Frequency band*
Spectrum shape
Amplitude distribution

very low sensitivity if RMS < RMStraining
high sensitivity if RMS > RMStraining
low sensitivity if B > Btraining
high sensitivity if B < Btraining
low sensitivity
very low sensitivity

Table 6.7: Sensitivity of SVR accuracy performance to some properties of the excitation
signals. *Considerations about the frequency band of the excitations depend on the choice
of filter G1 .

not allow to reproduce nonlinearities. Some details about the compared
test performance are provided in Table 6.6, while Table 6.7 summarizes
the main results discussed in this section.
6.1.6

Discussion

In this section we have started the discussion about the application of
SVRs for system identification. We have focused in particular on the critical task of choosing suitable input signals, for an interesting example of
nonlinear systems, showing the impact of changes in specific properties of
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the excitations on the performance of SVR models. The obtained results
confirmed our intuition that care needs to be taken in order to design an
appropriate excitation signal. More in details, test results in the example
of the considered Wiener-Hammerstein system seem to be quite sensitive
to changes in RMS values (for RMS values bigger than in training) and frequency band (especially for signals with a band narrower than in training).
Instead, variations of spectrum shape, amplitude distribution and phase of
the signal do not affect the performance significantly. The lesson learned
can be summarized as follows: when designing an excitation to be used for
training a nonlinear SVR model, it is better to keep the RMS value not
too small. As far as the frequency band is concerned, the user should try
to cover all systems dynamics, while paying attention also to the effects
caused by a reduction in the RMS value of the p signal, discussed above.
The difficulty for the user lies in understanding in the different situations
what is the best choice. Of course, if any information about the test data
is available a priori, it should be used in order to design an appropriate
excitation.

6.2

Linear case

In this section we deal with the application of ε-SVRs to the problem of
identifying linear dynamic systems. Three different examples of simple
linear systems will be considered, taking into account both non-recursive
and recursive models. When defining the SVR estimating function, several
examples of kernels will be employed, with emphasis on the ones that may
be more appropriate for describing linear models. As a further step, the
exact parameters of the model will be directly estimated from the SV values
resulting from the SVR training phase.
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6.2.1

Considered examples of linear systems and models

A. Systems
The first linear system that we consider here is a first order discrete time
system given by:
z −1
y(t) = G0 (z)u(t) with G0 (z) =
1 − 0.5z −1

(6.1)

resulting in the following expression:
y(t) = a · u(t − 1) + b · y(t − 1) = u(t − 1) + 0.5y(t − 1)

(6.2)

that can be rewritten, introducing d as the number of past input samples,
as:
y(t) =

d
X

0.5k−1u(t − k) + 0.5dy(t − d − 1)

(6.3)

k=1

Notice that equations (6.1), (6.2) and (6.3) are different formulations of
the same system (System A).
A third example is given by another simple discrete time system, obtained considering the following transfer function:
G0 (z) = z −1 + 0.5z −2

(6.4)

The resulting linear system is formulated as follows (System B):
y(t) = a1 · u(t − 1) + a2 · u(t − 2) = u(t − 1) + 0.5u(t − 2)

(6.5)

Figures 6.5 and 6.6 depict the Frequency Response Function (FRF) of
systems (6.1) and (6.4).
B. Models
Having a look at the impulse response of system (6.1), we notice that after
8 samples it takes a value which is already less than 1/100 of the initial
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Figure 6.5: Frequency Response Function (FRF) of system (6.1) in the normalized frequency domain.
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Figure 6.6: Frequency Response Function (FRF) of system (6.4) in the normalized frequency domain.

value. Therefore, we can choose to describe the system by means of a FIR
model, by taking into consideration 8 delayed input values as features,
meaning that x is built as [u(t − 1), . . . , u(t − 8)]. Of course it will be
necessary to accept a small error, since the system cannot be completely
described in a non-recursive way. Alternatively, a recursive model can be
employed, building the feature vector x as [u(t − 1), y(t − 1)].
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Instead, system (6.4) can be perfectly described by 2 delayed input
values, u(t − 1), u(t − 2).
Notice that, theoretically, in these simple cases, “Setup A-rec” and
“Setup B” can be reconstructed knowing only 2 features.
Table 6.8 reports the different systems and models that will be used.
Setup
A
A-rec
B

System

Model
d
ŷ(t) = f (u(t − 1), . . . , u(t − 8))
P
y(t) =
0.5k−1u(t − k) + 0.5d y(t − d − 1)
ŷ(t) = f (u(t − 1), y(t − 1))
k=1
y(t) = u(t − 1) + 0.5u(t − 2)
ŷ(t) = f (u(t − 1), u(t − 2))

Table 6.8: The considered linear systems and the corresponding models used to describe
their behavior.

In the following, when discussing the results obtained on these three
different examples, we will address each case separately.
6.2.2

Excitation signals and characteristics of datasets

As excitations, we have decided to use, for all the considered examples, a
Random Phase Multisine signal, characterized by the following equation:
u(t) =

F
X

Ak cos(2πf0 kt + ϕk )

k=1

where f0 = 1/N , t = 1, . . . , N and ϕk is uniformly random distributed
in [0, 2π) [78]. For the training phase, the excitation signal is made of
N = L = 1024 samples, and F = 125 (excited frequencies up to F · f0 =
125 · 1/1024 = 0.12). Notice that the maximum excited frequency of the
considered multisines is approximately equal to the cut-off frequency of
system (6.1), and nearly half the cut-off frequency of system (6.4). Amplitudes Ak are normalized in order to have a RMS value of the signal equal
to 1. To select the best model during the training phase, two different
datasets need to be generated, a training set for building the SVR model
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and a validation set on which the performance can be evaluated. Here we
chose training and validation sets both of size L = V = 1024. Once the
best configuration of the hyperparameters is determined, the selected SVR
model can be validated on a final test set, usually made of a very large
number of samples in order to allow a more reliable estimate of the error.
In this work, T = 105 (the value of F is adjusted in order to obtain a
multisine with the same frequency band as in the training). Although this
is clearly not a realistic value to be used in practice, in our simulations the
test set size is chosen to be very large in order to get rid of the variability
that is intrinsically associated to the error estimate.
6.2.3

Choice of the kernel function

In the SVR problem, so called kernel functions are usually introduced, in
a more general (nonlinear) framework, in order to express (in terms of
inner products) the mapping from the original input space into another
dot product space with much higher dimensionality. A widely common
choice in many applications is the use of a Gaussian kernel function [85],
expressed as:
K(xi , x) = e−γkxi −xk

2

(6.6)

This kernel (along with other radial basis function kernels) is considered
the most appropriate solution in all those cases when no further knowledge
on the problem is available [24]. Notice here that parameter γ needs to
be tuned in the model selection phase, since the choice of its value will
heavily affect the performance of the SVR model. Although the Gaussian
kernel can be employed (with very good results, as we will see further on)
also when reconstructing a linear relationship between the input and the
output, a linear SVR estimating function seems, at least from a theoretical
point of view, the most natural choice. To this aim, simple linear kernels
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are introduced [85]:
K(xi , x) = xiT · x

(6.7)

An appealing property of the linear kernel is that its formulation does not
depend upon any parameter, making model selection a much simpler (and
faster) procedure. Another example of (piecewise) linear function that can
be employed as kernel for SVR is the so called triangular kernel [84]:
K(xi , x) = − kxi − xk

(6.8)

It has been shown that the triangular kernel has the following interesting
property: it makes the SVR function invariant to any scale of the data.
Moreover, no tuning of extra parameters is needed [37]. In the following,
the Gaussian, linear and triangular kernels will be employed in the formulation of SVR to reconstruct the input-output relationship of the considered
linear dynamic systems.
6.2.4

Choice of the features

The number of features will of course vary, depending on the specific model
taken into consideration, as already explained in Section 6.2.1. In particular, for the FIR model used for “Setup A”, we have
x = [u(t − 1), . . . , u(t − 8)]
For “Setup A-rec”, a recursive model is used by defining
x = [u(t − 1), y(t − 1)]
Finally, for “Setup B”, we consider
x = [u(t − 1), u(t − 2)]
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6.2.5

Simulation results and comments

All simulations have been run exploiting the LIBSVM software by Lin et al.
[22], which have been modified in order to add the triangular kernel, since
it was not included in the original version. In the following paragraphs
simulation results are discussed for the three different systems presented
in Section 6.2.1.
A. Accuracy achieved using different kernel functions
Tables 6.9-6.11 summarize the RMSE results obtained with the SVR approach on validation and final test sets for “Setup A”, “Setup A-rec” and
“Setup B”, using the different kernel functions, together with the number
of SVs characterizing the SVR model. Notice that for the recursive example “Setup A-rec”, both prediction and simulation errors are considered in
the test phase. More specifically, the prediction error is the RMSE value
evaluated on the test set, taking the two features u(t − 1), y(t − 1) as they
are, i.e. the known measured values. The simulation error, instead, is
computed by introducing recursively, as the second feature of the current
test sample, the output value estimated in the previous step, as follows:
ŷ(t) = f (u(t − 1), ŷ(t − 1))

(6.9)

Thus, for the simulation case the accuracy is expected to get worse than
for prediction, since model errors propagate through the procedure.
Kernel function
Gaussian
Linear
Triangular

#SVs
98
104
765

Validation
Test
8.09·10−4
7.44·10−4
1.11·10−3
1.09·10−3
2.02·10−2
4.15·10−2

Table 6.9: “Setup A”: number of SVs and RMSE results for different kernel functions.
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Kernel function #SVs

Validation

Gaussian

46

2.8·10−4

Linear

10

1.1·10−4

Triangular

221

5.4·10−3

Test
pred 3.3·10−4
sim 4.9·10−4
pred 1.1·10−4
sim 1.9·10−4
pred 2.6·10−2
sim 2.7·10−2

Table 6.10: “Setup A-rec”: number of SVs and RMSE results for different kernel functions;
both prediction (pred) and simulation (sim) errors are reported.

Kernel function
Gaussian
Linear
Triangular

#SVs
136
8
208

Validation
Test
1.6·10−4
4.1·10−4
7.8·10−5
8.1·10−5
1.5·10−3
2.0·10−2

Table 6.11: “Setup B”: number of SVs and RMSE results for different kernel functions.

As already mentioned in Section 6.2.1, the best results in terms of RMSE
are obtained for “Setup A-rec” and “Setup B”, since by using the features
defined in those two cases it is possible to reconstruct perfectly the behavior
of the considered system, while for “Setup A” a bigger error needs to be
accepted.
In all the considered examples, very good results are obtained employing a Gaussian kernel function. However, having a look at the value of
parameter γ that characterize the width of the Gaussian kernel (optimized
in the model selection procedure), we can observe that it takes a very small
value (around 0.001) in all cases. This results in a SVR estimating function
which is approximately linear, something which is not surprising, since we
are modelling the input-output relationship of linear systems. Similarly,
we observe that the choice of using linear kernels leads to satisfactory accuracy performance (very close to or even better than the Gaussian case). In
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particular, the linear kernel provides the best results for “Setup A-rec” and
“Setup B”, while for “Setup A”, namely the case where the input-output
behavior can not be perfectly reproduced by means of the defined feature
vector, the linear kernel results are outperformed by the ones obtained
with the Gaussian kernel function, which may be more suited to reduce
the model error in general situations.
Moreover, it can be noticed that for “Setup A-rec” and “Setup B” (two
examples where theoretically only two features are needed to describe the
system) the number of SVs is greatly reduced when using a linear kernel
function.
In all the considered examples, the triangular kernel, instead, does not
allow to obtain good results, both in terms of RMSE, and of complexity of
the SVR function (very high number of SVs). In particular, it seems that
an overfitting problem is present in this case, given the big difference in
the RMSE values between validation and test phases.
The parameter ε (that represents the width of the sensitivity zone) takes
in all cases a value around 0.001.
B. Linear kernel case: effect of reducing training set size
In the remaining part of this section, we focus on the linear kernel case,
analyzing the effect of reducing the size of the training set (i.e. the number
of examples used for building the SVR estimating function), both on the
RMSE results, and on the estimation of model parameters. Some examples
of plots in the frequency domain will also be shown. Tables 6.12-6.14
report the number of SVs and the RMSE values obtained for the three
considered systems, for a decreasing training set size (1024, 100, 50, 10
training samples). Notice that the number of validation and test data is
kept unchanged (1024 and 105 respectively).
A considerable reduction of the training set size does not seem to affect
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L
#SVs
1024
104
100
58
50
47
10
9

Validation
1.11·10−3
1.27·10−3
1.69·10−3
2.25·10−2

Test
1.09·10−3
1.26·10−3
1.70·10−3
2.32·10−2

Table 6.12: “Setup A” with linear kernel: number of SVs and RMSE results for different
training set sizes.

L

#SVs

Validation

1024

10

1.1·10−4

100

4

1.2·10−4

50

5

1.2·10−4

10

7

1.2·10−4

Test
pred 1.1·10−4
sim 1.9·10−4
pred 1.2·10−4
sim 1.8·10−4
pred 1.2·10−4
sim 1.9·10−4
pred 1.2·10−4
sim 2.2·10−4

Table 6.13: “Setup A-rec” with linear kernel: number of SVs and RMSE results for
different training set sizes; both prediction (pred) and simulation (sim) errors are reported.

the accuracy performance of the SVR function, except for “Setup A” where
only for L = 10 the RMSE value gets worse by a factor 10 (although the
reduction from L = 1024 to L = 50 has a small effect on the accuracy). In
all other cases, even the results obtained for L = 10 are still satisfactory.
It is however still to be understood why the number of SVs does not decrease further towards the theoretically minimum number of only two SVs.
We have also tried to decrease further the ε value towards zero, without
achieving any improvement in this sense.
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L
#SVs
1024
8
100
8
50
4
10
5

Validation
7.8·10−5
3.8·10−5
5.3·10−5
6.7·10−5

Test
8.1·10−5
3.8·10−5
5.4·10−5
6.7·10−5

Table 6.14: “Setup B” with linear kernel: number of SVs and RMSE results for different
training set sizes.

C. Linear kernel case: estimation of model parameters
For the linear kernel example it is possible to derive an analytical expression
for the parameters of the model, as a function of the SV values and the
corresponding coefficients α̃i = (αi∗ −αi ) of equation (2.10). More in details,
the values of parameters a and b of “Setup A” and “Setup A-rec”, and of
parameters a1 and a2 of “Setup B can be obtained by substituting the
definition of the linear kernel in the expression for the SVR estimating
function:
ŷ = f (x, α̃) =
=
=

X

i∈SV
X

i∈SV
X

i∈SV


= x1 

α̃i · K(xi, x) + q
α̃i xiT · x + q
α̃i (xi1x1 + xi2x2 + . . . + xid xd ) + q
X

i∈SV





α̃i xi1 + x2 


. . . + xd 

X

i∈SV



X

i∈SV

α̃i xid + q



α̃i xi2 +
(6.10)

where d is the length of the feature vector x, and x1 , . . . , xd represent the
single feature values. Thus, for “Setup A” d = 8 and x1 = u(t − 1), x2 =
u(t − 2), . . . , x8 = u(t − 8); for “Setup A-rec” d = 2 and x1 = u(t − 1), x2 =
y(t − 1); for “Setup B” d = 2 and x1 = u(t − 1), x2 = u(t − 2). As a result
of the SVR training phase, the set of SVs xi , the corresponding coefficients
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L
1024
100
50
10

a1
0.980
1.003
1.011
0.995

a2
0.578
0.500
0.477
0.497

a3
0.147
0.238
0.260
0.248

a4
0.126
0.132
0.130
0.121

a5
a6
a7
a8
q=0
0.190 -0.077 0.020 0.036 -1.01·10−5
0.074 0.035 -0.020 0.038 -8.38·10−4
0.066 0.035 -0.015 0.036 -2.14·10−4
0.058 0.028 0.013 0.003 3.23·10−4

Table 6.15: “Setup A” with linear kernel: values of the model parameters obtained for
different training set sizes. Notice that ai = 0.5i−1 .

L
1024
100
50
10

a = 1 b = 0.5
0.9993 0.5003
0.9992 0.5003
0.9990 0.5001
0.9991 0.5004

q=0
-9.89·10−6
2.63·10−4
-2.54·10−4
2.15·10−4

Table 6.16: “Setup A-rec” with linear kernel: values of the model parameters obtained
for different training set sizes.

α̃i , and the bias term q are obtained. Based on this information, the values
of the model parameters can be easily computed as in the equation above.
Tables 6.15-6.17 report the obtained values compared with the true model
parameters in the three examples, for different training set sizes.
Once again, we can see that for “Setup A-rec” and “Setup B”, two features are sufficient to estimate correctly all the parameters of the model
(with very good approximation), even when the number of samples used
for training the SVR is reduced to 10. For “Setup A”, a reasonable estimation is given for the first parameters, while, for parameters with true
values around 10−2 it is more difficult to obtain an accurate approximation,
especially for L = 1024 (higher number of SVs). A possible reason for this
is that, while two parameters (the bias term is equal to 0) are sufficient to
characterize “Setup A-rec” and “Setup B”, parameters a1 , . . . , a8 do not
give a complete description of “Setup A” (additional term 0.5dy(t − d − 1)
99

CHAPTER 6. SVMS FOR SYSTEM IDENTIFICATION
L
a1 = 1
1024 1.0000
100 0.9993
50
0.9989
10
0.9990

a2 = 0.5
0.5000
0.5004
0.5009
0.5004

q=0
1.43·10−5
1.14·10−4
-3.27·10−4
2.11·10−4

Table 6.17: “Setup B” with linear kernel: values of the model parameters obtained for
different training set sizes.

should also be included), and need therefore to be adjusted a little with respect to their theoretical value, in order to reconstruct the true relationship
between u(t) and y(t).

D. Linear kernel case: frequency domain plots
In order to have an idea of the behavior of the SVR approach also in the
frequency domain, a plot is shown that depicts the trend of the error of
the SVR estimate.
The amplitude in dB of the error of the SVR frequency response function
(with respect to the true frequency response of the system, also plotted in
the figure) is shown as a function of the (normalized) frequency:
|G0 (k) − GSV R (k)|dB = G0 (k) −

YSV R (k)
U (k)

(6.11)
dB

where U (k) represents the FFT values of the test input data, and YSV R (k)
is the FFT value of the SVR estimate of the output. The plot is shown
in Figure 6.7 for “Setup B” with the linear kernel function. As we can
see, the behavior of the system is very well reconstructed (values below -80
dB correspond to the RMSE results shown above). Similar figures can be
obtained also for the two other cases, “Setup A” and “Setup A-rec”.
100

6.3. NONLINEAR CASE

20

Amplitude [dB]

0

−20

−40

−60

−80

−100
0

0.05

0.1

0.15

0.2
0.25
0.3
Normalized frequency

0.35

0.4

0.45

0.5

Figure 6.7: “Setup B” with linear kernel: frequency response function of the system (solid
line) and error plot (dashed line) of the SVR estimate, as a function of the normalized
frequencies.

6.3

Nonlinear case

In this section we discuss the application of SVRs to the identification of
nonlinear systems, in three different situations: Wiener systems, WienerHammerstein systems, and a Wiener-Hammerstein benchmark based on
experimental data.
6.3.1

Wiener systems

Before facing the problem of identifying nonlinear systems with a full
Wiener-Hammerstein structure in Sections 6.3.2 and 6.3.3, we start the
analysis of nonlinear systems by considering a weakly nonlinear block NL
following a linear dynamic system, as a natural bridge between the linear
case and the Wiener-Hammerstein case. This results in the generation of a
so called Wiener system, whose general block scheme structure is depicted
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in Figure 6.8.

u

p
G1

NL

y

Figure 6.8: General block structure of a Wiener system.

A. Methodology
We start from the definition of one of the examples of linear systems introduced in Section 6.2, namely “Setup B”:
p(t) = u(t − 1) + 0.5u(t − 2)

(6.12)

and consider a nonlinear block expressed as:
y(t) = p(t) + c · p3(t)

(6.13)

where coefficient c is chosen in order to have 90% of the power on the linear
term and 10% on the nonlinear term. A Random Phase Multisine as in
(6.1.4) is used to excite the considered Wiener system. Both training set
size L and validation set size V are set equal to 1024, and frequencies are
excited in the normalized range [0, 0.12] (F = 125). The RMS value of the
multisine signal is set equal to 1. For the final validation of the SVR model
a large test set made of T = 105 samples is generated in order to allow a
more reliable estimate of the model error [43] (in this case the value of F
is adjusted to obtain a multisine with the same frequency band as for the
training phase).
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B. Model
The model that we consider here in order to describe the input-output
relationship of system (6.12), (6.13) can be expressed as follows:
ŷ(t) = f (u(t − 1), u(t − 2))

(6.14)

where f (·) is a suitable nonlinear function.
C. Simulation results and comments
In a general nonlinear case, when no information on the data is available
a priori, the use of a Gaussian kernel function is usually considered as the
best choice to build an accurate SVM model. Therefore we have decided
to employ the Gaussian kernel (6.6) as a first step in our analysis, and to
modify, if necessary, our decision in a second moment.
Table 6.18 reports the results for the Gaussian kernel case in terms of
RMSE and number of SVs, for different values of the training set size L.
For a comparison, the RMSE of the BLA estimate is also shown.
L
1024
300
100
50

#SVs
1024
259
97
50

Validation
4.40·10−4
5.72·10−4
3.94·10−3
1.72·10−3

BLA

Test
2.02·10−3
3.42·10−3
9.35·10−3
8.29·10−3
1.2·10−1

Table 6.18: Nonlinear Wiener system with Gaussian kernel: number of SVs and RMSE
results for different training set sizes.

We observe that, even when the amount of training data is greatly
reduced, good accuracy levels are achieved, and that the BLA estimate
is always outperformed by the SVR approach. However, results on test
data and the large number of SVs seem to suggest that an overfitting is
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present during the training phase. To better understand this behavior we
have plotted the histograms of the SV coefficients in the different situations
(Figure 6.9).
L=50

L=100

40

45

35

40
35
30

25

Frequency %

Frequency %

30

20
15

25
20
15

10

10

5

5

0
−10.000 −8.000 −6.000 −4.000 −2.000

0
2.000
Amplitude

4.000

6.000

0
−10.000 −8.000 −6.000 −4.000 −2.000

8.000 10.000

(a)

0
2.000
Amplitude

4.000

6.000

8.000 10.000

(b)

L=300

L=1024

40

50
45

35

40
30
Frequency %

Frequency %

35
25
20
15

30
25
20
15

10
10
5
0
−6000

5
−4000

−2000

0
Amplitude

2000

4000

0
−4000

6000

−3000

−2000

(c)

−1000

0
Amplitude

1000

2000

3000

4000

(d)

Figure 6.9: Histogram plots of the SV coefficients for the Gaussian kernel case for different
training set sizes: L = 50 (a), L = 100 (b), L = 300 (c), L = 1024 (d).

For almost all SVs, the coefficients take very high values (all corresponding to C, which is, as we know from the definition of problem (2.7), (2.8),
(2.9), the upper bound on the SV values). This might be a further indication on the presence of some overfitting, or at least of a pathological
behavior of the obtained SVR models.
In order to try to increase the accuracy of the SVR estimation function,
we have considered polynomial kernel functions
K (xi, x) = (1 + xi · x)p
characterized by different choices for degree p, namely p = 2, 3, 4, 5. A nice
property of the polynomial kernel when compared to the Gaussian kernel
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is that no extra hyperparameters are introduced, and therefore need to be
tuned by the user, something that clearly simplifies the model selection
procedure. Notice that here we have chosen to deal with the standard
definition of the polynomial kernel [95]. A more general choice, that is not
considered in this work, would be to use the inhomogeneous polynomial
kernel K (xi, x) = (c̃ + xi · x)p [85], at the price of introducing an extra
hyperparameter to be tuned in the model selection phase.
While for p = 2 the obtained RMSE results are really poor (around
9 · 10−2) since it is not possible to describe a third degree nonlinearity
with a second degree polynomial function, in the other cases the picture
is different, and results can be considered satisfactory, as reported in Tables 6.19-6.21.
L
#SVs
1024
193
300
142
100
61
50
42

Validation
2.70·10−4
2.73·10−4
4.53·10−4
3.96·10−4

Test
2.70·10−4
3.24·10−4
5.35·10−4
4.95·10−4

Table 6.19: Nonlinear Wiener system with polynomial kernel of degree p = 3: number of
SVs and RMSE results for different training set sizes.

L
#SVs
1024
373
300
195
100
62
50
42

Validation
2.87·10−4
3.49·10−4
6.69·10−4
7.58·10−4

Test
2.96·10−4
5.63·10−4
9.21·10−4
1.17·10−3

Table 6.20: Nonlinear Wiener system with polynomial kernel of degree p = 4: number of
SVs and RMSE results for different training set sizes.

In particular, we notice that the lowest RMSE values are achieved when
p = 3, that is exactly the degree of the introduced nonlinearity, and that
105

CHAPTER 6. SVMS FOR SYSTEM IDENTIFICATION
L
#SVs
1024
241
300
194
100
77
50
44

Validation
8.32·10−4
3.70·10−4
9.58·10−4
1.20·10−3

Test
8.99·10−4
9.72·10−4
1.80·10−3
3.97·10−3

Table 6.21: Nonlinear Wiener system with polynomial kernel of degree p = 5: number of
SVs and RMSE results for different training set sizes.

the number of SVs increases for p = 4 and p = 5.
Figure 6.10 shows the histogram plots of the SV coefficients for the
polynomial kernel case when p = 3. Please notice the difference in the
scale for the x axis, compared to the previous plots. Here clearly the
dysfunctional behavior observed above is not present anymore, and the
sparseness of the solution can be recognized.
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Figure 6.10: Histogram plots of the SV coefficients for the polynomial kernel case with
p = 3 for different training set sizes: L = 50 (a), L = 100 (b), L = 300 (c), L = 1024 (d).
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For completeness sake, although we expected poor results in terms of
RMSE, we have run some simulations employing the linear kernel function
(6.7), achieving a RMSE value around 8 · 10−2.
6.3.2

Wiener-Hammerstein systems

In this subsection, we continue the analysis started in Section 6.1, where
the issue of designing suitable excitation signals for the identification of
nonlinear systems with a Wiener-Hammerstein structure was discussed in
details. Here we provide further results, taking into consideration different
examples of Wiener-Hammerstein systems, starting form a simple case,
and then extending the approach to more complex examples.
A. Systems
A general block scheme description of a nonlinear system characterized by
a Wiener-Hammerstein structure has been shown in Fig. 6.1.
In this section, similarly to what done in Section 6.1, the nonlinearity
is set as follows:
N L = p + c · p3
and the value of c is tuned in order to have 90% of the power on the linear
term and 10% on the nonlinear term. Dynamic systems G1 and G2 are
initially chosen to be simple first order low-pass Butterworth filters, with
normalized cut-off frequency equal to 0.1 and 0.15 of Nyquist frequency
respectively. We will refer to this first example by WH1.
More complex Wiener-Hammerstein systems have also been taken into
account, replacing blocks G1 and G2 with higher order dynamic systems,
while keeping block N L unchanged. In particular, we have dealt with the
three following situations:
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• WH2: G1 is a third order Chebyshev filter, with normalized passband
edge frequency equal to 0.20 (in order to have more or less the same
passband as in the previous case), and 1 dB of peak-to-peak ripple in
the passband (enough to have a longer impulse response); G2 as for
WH1.
• WH3: G1 as for WH1; G2 is a third order Chebyshev filter, with
normalized passband edge frequency equal to 0.20 and 1 dB of peakto-peak ripple in the passband.
• WH4: both G1 and G2 are third order Chebyshev filters, with normalized passband edge frequency equal to 0.20 and 1 dB of peak-to-peak
ripple in the passband.

B. Models
The idea here is to simulate the behavior of the Wiener-Hammerstein system following a SVR-based approach, by estimating the output signal y,
on the basis of feature vectors u characterizing the input signal.
At first, by looking at the impulse response of system WH1, we have
decided to build the feature vector by taking into account the current input
value, u(t), and 31 previous input samples, u(t − 1), · · · , u(t − 31). As a
second step, for the WH1 case, we have reduced the number of features to
20 (u(t), u(t − 1), · · · , u(t − 19)), since for this value we observe a decrease
of 40 dB in the impulse response.
Instead, for systems WH2, WH3 and WH4, as a consequence of the
change in the system impulse response, the considered number of features
of the input patterns has been increased to 64. For problems WH2 and
WH3, feature vectors of length 32 have also been considered.
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C. Excitation signals
As excitation signal, we use a Random Phase Multisine (6.1.4) made of
4096 samples, with 500 excited frequencies (normalized band-width equal
to 0.12) and RMS value equal to 1. To meet the constraint on the power
of the linear and nonlinear contributions of block N L, the value of c in the
nonlinear block is chosen to be 0.05.
The training set is built as follows:
L = {(ui , yi)}Li=1
Here L is approximately 4000, and the input samples ui are vectors of d
features, with d = 20, d = 32 or d = 64, depending on the situation.
The validation set V used to select the optimal SVR model, and the test
set T are generated following the same procedure, starting from different
realizations of the input Random Phase Multisine (V = T = 4000).
In the ε-SVR (with a Gaussian kernel function) model selection phase,
here performed exploiting a GA approach, three parameters need to be
tuned, namely ε, C, γ. Once the best model, in terms of minimum RMSE
on the validation set, has been determined, and the performance on the
test set is evaluated, we have checked the model error on larger test sets
(T = 105 samples), generated by taking into account filtered Gaussian
noise as input signal. More in details, a first test set (Gaussian1) has been
built by filtering Gaussian noise by means of a second order Butterworth
filter with normalized cut-off frequency equal to 0.7 · fmax, where fmax
indicates the maximum frequency of the multisine considered before. A
second test set (Gaussian2) has been generated by employing as input
signal a multisine again with random phase, but with amplitude values
given by the filtered Gaussian noise power spectrum of the previous case.
The basic idea behind this choice is to be able to check the validity of the
obtained model on a more “general” dataset, corresponding to two different
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cases, which should behave quite similarly.
D. Simulation results and comments
All the obtained results are compared to the ones given by the BLA estimate, which is, as shown in Section 6.1, a useful tool for characterizing
the behavior of nonlinear systems [78]. Notice however that the BLA is a
linear function, so it does not allow to properly describe nonlinearities.
In the following tables, the results obtained for all the considered examples are presented.
Estimate

Validation

SVR (32 features, 576 SVs)

3.82·10−3

SVR (20 features, 439 SVs)

4.23·10−3

Test
Multisine 3.54·10−3
Gaussian1 8.88·10−3
Gaussian2 8.93·10−3
Multisine 4.04·10−3
Gaussian1 1.75·10−2
Gaussian2 1.76·10−2
Multisine
Gaussian1
Gaussian2

BLA

4.11·10−2
3.96·10−2
4.16·10−2

Table 6.22: RMSE for problem WH1: SVR results and BLA estimate.

By looking at the results, a first comment that can be made is about
the general increase in the RMSE values when evaluating the performance
of the SVR model on test sets Gaussian1 and Gaussian2, compared to the
value obtained on the first test set (Random Phase Multisine), something
that we also pointed out in Section 6.1, where we observed that the best
results are usually obtained when the same kind of excitation is used for
both validation and test. Figure 6.11 shows the FRF obtained by the SVR
model, trained using the Random Phase Multisine and tested on filtered
Gaussian noise, compared with the FRF of the true system. What we
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Estimate

Validation

SVR (64 features, 2112 SVs)

2.21·10−2

SVR (32 features, 1164 SVs)

4.70·10−3

Test
Multisine 1.96·10−2
Gaussian1 2.80·10−2
Gaussian2 2.74·10−2
Multisine 4.15·10−3
Gaussian1 5.75·10−2
Gaussian2 5.78·10−2
Multisine
Gaussian1
Gaussian2

BLA

7.67·10−2
7.12·10−2
6.78·10−2

Table 6.23: RMSE for problem WH2: SVR results and BLA estimate.

Estimate

Validation

SVR (64 features, 2057 SVs)

1.18·10−2

SVR (32 features, 1159 SVs)

3.93·10−3

Test
Multisine 1.23·10−2
Gaussian1 2.28·10−2
Gaussian2 2.31·10−2
Multisine 4.23·10−3
Gaussian1 2.72·10−2
Gaussian2 2.72·10−2
Multisine
Gaussian1
Gaussian2

BLA

3.45·10−2
4.25·10−2
4.38·10−2

Table 6.24: RMSE for problem WH3: SVR results and BLA estimate.

see clearly here is that the extrapolation in the frequency domain fails
completely in the frequency range that was not excited during the training
phase. This behavior can be explained by observing that while for the
multisine only frequency lines in a limited range are excited during the
training, for the filtered Gaussian noise some contributions are present at
higher frequencies, due to the transition band shown in Figure 6.2.
We can easily notice that, as expected, the results obtained on data
Gaussian1 and Gaussian2 are almost identical in all examples.
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Estimate

Validation

SVR (64 features, 2882 SVs)

2.18·10−2

BLA

Test
Multisine 1.45·10−2
Gaussian1 2.52·10−2
Gaussian2 2.52·10−2
Multisine 8.50·10−2
Gaussian1 7.62·10−2
Gaussian2 7.57·10−2

Table 6.25: RMSE for problem WH4: SVR results and BLA estimate.
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Figure 6.11: Frequency domain behavior of the SVR model (grey) compared with the FRF
of the true system (black). The SVR model was trained using a Random Phase Multisine
and tested on a filtered Gaussian noise sequence characterized by small amplitude values,
in order to be able to reproduce the linear dynamics of the system.

Moreover, and again not surprisingly, we observe a general increase of
the performance when more features (read: past samples) are employed
to build the model. Notice that, although the results for the multisine
give a different indication, here the reference test sets are Gaussian1 and
Gaussian2, since they represent more general datasets, and are made of a
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lot more patterns (more stable results).
Furthermore, notice how the number of SVs needed to build the SVR
model increases as the system to be identified gets more complex.
Finally, despite the increase of the RMSE for a reduced number of features, we notice that the SVR approach in all cases outperforms, as expected, the results given by the BLA estimate.
6.3.3

Real Wiener-Hammerstein benchmark data

In this subsection we discuss the application of SVRs [95] to the problem
of identifying an example of Wiener-Hammerstein systems, given a set of
benchmark data.
In particular, we exploit an SVR model selection procedure based on
GAs in a multi-objective framework and we study the impact on the accuracy performance of using training sets of reduced size.
A. Proposed methodology
We consider the standard ε-SVR approach and we focus on the Gaussian
kernel function. As features, we will consider only present input and a
number of past input values, i.e. u = (u(t), u(t − 1), . . . , u(t − d + 1)).
Along with the width ε of the insensitive zone, and parameter γ characterizing the Gaussian kernel, we need also to fix the number of past input
values that we want to include in the feature vector u, to better characterize the input-output relationship of the system. As a first choice, we let
the number of past input values vary from 1 to 32. Thus, the “optimal”
number d of features should also be determined during model selection.
Several optimality criteria can be defined, depending on the particular
application, and in many cases it might be appealing to choose a number of
performance indices to be optimized simultaneously. In Chapter 4 we have
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proposed a technique based on multi-objective GAs as an efficient model
selection procedure for classification tasks, where the estimation error and
the complexity of the model were jointly minimized. Here we will exploit
a similar strategy, aimed at determining the hyperparameters values that
minimize both the RMSE of the model with respect to the system output
value, and the number of SVs. Since these two objectives are often in
conflict, trade-off solutions are required, meaning that in order to obtain
a reduced-complexity model, we might need to accept a (small) increase
in the RMSE value. To explore the hyperparameters space, we employ an
example of multi-objective GA, namely NSGA-II [30], which provides a
faster and more efficient search tool when compared with the traditional
grid search approach [63].
Notice that, in order to evaluate the accuracy of a given SVR model,
we need to hold out a part of the estimation data on which the RMSE can
be computed for the considered hyperparameters configuration, meaning
that a subset of the estimation data is used as training set, and a further
set is used for model validation. The test data, instead, will be employed
in the final stage to obtain the RMSE value of the model chosen during
the model selection phase.
B. Benchmark data and simulation results
The benchmark data that we consider in this section are generated from a
nonlinear electronic system characterized by a Wiener-Hammerstein structure, depicted in Fig. 6.12. See [94] for more details about how the system
was built.
The dataset is split in two distinct parts: an estimation set made of
100000 input-output data (to be used to build and validate the model,
including the model selection phase), and a test set made of the remaining
88000 u(t), y(t) pairs.
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Figure 6.12: Characteristic of the Wiener-Hammerstein system used for generating the
benchmark data.

In order to analyze the impact on the accuracy performance of reducing
the amount of data used for building the SVR model, we decided to consider
three different training sets of size L = 1000, L = 300, L = 100 respectively.
In all cases, the same validation set made of 5000 data was employed to
evaluate the RMSE during the model selection. Although a very large
number of samples was at our disposal for the training and validation
phases, reduced training set sizes were fixed in order to control the required
computation time and the memory usage. Moreover, remember that a
general motivation for the work presented in this dissertation is the design
of techniques based on LFEAs that may also be implemented on resourceconstrained devices. As already mentioned, we let the number of past input
values in the feature vector u vary from 1 to 32 (implying d = 2, . . . , 33).
Table 6.26 shows validation and test results for different training set
sizes, together with the number of SVs and number d of features needed
to build the model. The RMSE test result obtained by the BLA is also
reported for a comparison. In this case, the BLA estimate is computed
by building a linear parametric model of order 6 (for both numerator and
denominator), refer to [56] for further details.
We can observe that despite a small increase in the validation RMSE
value when the number of training data is reduced from 1000 to 100, the
latter case provides the best results when looking at the final test RMSE,
and 52 SVs are sufficient to build an accurate model. We notice that also
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L
1000
300
100

#SVs
671
112
52

Validation
2.5·10−2
3.3·10−2
4.7·10−2

BLA

Test
5.2·10−2
5.4·10−2
4.7·10−2

d
33
33
25

5.6·10−2

Table 6.26: Number of SVs, RMSE and number d of features for different training set
sizes. Test result for BLA is also shown.

Data
Estimation
Test

µ
1.81·10−2
1.82·10−2

σ
4.38·10−2
4.35·10−2

RM S
4.71·10−2
4.74·10−2

Table 6.27: Mean value, standard deviation, RMS value of the error for estimation and
test data for the SVR model obtained with L = 100.

the number of past inputs decreases to 24 (i.e. 25 features). However, we
notice that these RMSE results are of the same order of magnitude of the
ones obtained by the BLA, meaning that the SVR models do not seem
able to reproduce the nonlinear behavior which is intrinsically present in
the data.
Table 6.27 reports further results obtained by the SVR model characterized by L = 100. In particular, the mean value µ, the standard deviation σ
and the RMS value of the simulation error are shown, both for estimation
(t = 1001, . . . , 100000) and for test data (t = 101001, . . . , 188000).
Here we can see that there is no substantial difference between the
results obtained on the two different datasets, meaning that the SVR model
(built with a very small training set) achieves good generalization ability.
To have a better idea of the resulting simulation error we plot the modelled
output and the error in the time domain for estimation and test sets in
Fig. 6.13 and 6.14 respectively.
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Figure 6.13: Modelled output (black) and simulation error (grey) as a function of time
for the SVR model obtained with L = 100 (estimation data).

C. Discussion
In this last part of the chapter we have discussed the application of SVRs
for modelling a nonlinear system with a Wiener-Hammerstein structure.
Real-life benchmark data have been used to build and validate an SVR
estimating function, exploiting a model selection strategy based on multiobjective GAs. The performance of the resulting models has then been
evaluated on a separate set of test data. Training sets of different size
have been considered, and accurate models have been obtained also for
a reduced amount of training data. However, it is still to be understood
why, for this kind of nonlinear system, difficulties are encountered when
reproducing nonlinearities by means of SVR models.

117

CHAPTER 6. SVMS FOR SYSTEM IDENTIFICATION

0.6
0.4

Amplitude

0.2
0
−0.2
−0.4
−0.6
−0.8
−1
0

1

2

3

4
5
Samples

6

7

8

9
4

x 10

Figure 6.14: Modelled output (black) and simulation error (grey) as a function of time
for the SVR model obtained with L = 100 (test data).
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Chapter 7
Conclusions
7.1

Achieved results

In this dissertation we have studied in depth the problem of designing accurate and resource-aware Learning-From-Examples Algorithms (LFEAs) for
smart measurement systems. Several issues have been dealt with, including
the definition of the different steps in the LFEA process in a metrological framework, the development of strategies to control the computational
complexity of LFEAs in the operating phase, and the application of the
proposed methodologies to sensor compensation and system identification
tasks.
In the following we summarize the main innovative contributions of our
research.
As a first step we have provided a detailed description of LFEA modules
in the context of smart measurement systems, explaining the functioning
principle of LFEAs from a metrological point of view.
Moreover, we have focused on the definition of uncertainty in this kind
of systems, analyzing the sources of such uncertainty and providing details
on how it can be evaluated.
Regarding Support Vector Machines (SVMs) as a key LFEA paradigm,
we have designed a methodology based on Genetic Algorithms (GAs) in a
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multi-objective fashion for the analysis of SVM solutions in the uncertaintycomplexity space during the model selection phase, in order to build accurate and resource-aware decision functions to be implemented in the
operating phase.
Criteria for selecting an “optimal” SVM solution, taking into account
the variability associated to the uncertainty estimation, have also been
proposed.
Furthermore, SVM-like reduced-set methods have been used in combination with the above mentioned multi-objective model selection procedure
in order to decrease further the computational complexity of the approximating function in the operating phase.
These methodologies have been applied, in the second part of this dissertation, to solve two interesting problems: sensor compensation and system
identification.
A sensor compensation task has been studied by applying the Support
Vector Machine for Regression (SVR) resource-aware approach to the problem of reconstructing the input signal of a sensor based on the observation
of its output.
In this context, the implementation of the SVR-based compensation
function on a simple 8-bits microcontroller has also been thoroughly discussed, taking into consideration several issues related to the fixed-point
representation.
SVRs have then been applied to the identification of linear and nonlinear systems. The critical issue of choosing suitable excitations has been
discussed by considering a particular example of nonlinear system characterized by a Wiener-Hammerstein structure. The effect on the performance
of changing several design choices has been studied, in the linear, Wiener,
and Wiener-Hammerstein cases. Real benchmark data have also been employed to validate the proposed SVR-based identification approach.
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7.2

Discussion and future work

In order to extend and further improve the results discussed in this thesis,
possible directions for future work are listed in the following.
Some effort is still required in order to complete the analysis of the results provided by the so called reduced-set methods. In this direction, a
novel sub-optimal SVM-like algorithm was developed in the last part of the
PhD program. This technique represents an improvement of the RSVM
approach, and exploits a GA-based search strategy to determine the set
of “support vectors”. More in details, a string of bits (of length equal to
the training set size) is employed as an additional parameter in the model
selection phase in order to choose, among the training samples, candidate
“support vectors” (i.e. a sample is selected if the corresponding bit in the
string is equal to 1). The “optimal” choice of the set of “support vectors” is then returned by the GA after a number of successive iterations,
along with the values of the other hyperparameters. Though quite promising, the obtained preliminary results could not be considered meaningful
enough to be included in this dissertation. In the author’s opinion it would
be very interesting to extend the application of this algorithm to various
classification and regression problems.
The proposed approach for the analysis of SVM solutions in a multiobjective framework has been applied in our work aimed at reducing both
the uncertainty of the LFEA and its computational complexity, in terms of
number of Support Vectors (SVs). Of course this should not necessarily be
considered as the only possible choice. The methodology can naturally be
extended to more complex situations, by taking into consideration other
parameters of interest, and by defining a number of additional objective
functions to be optimized, e.g. memory resources, power consumption,
cost, and so on. A further remark should be made on the use of multi121
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objective GAs: they have surely proven to be an efficient tool for exploring
the space of design solutions, especially when the dimension of the parameter space increases and a search with traditional methods such as the grid
approach is not feasible. However, as other stochastic local search techniques, their behavior is sometimes difficult to interpret (and to predict),
meaning that a full explanation of the achieved results is in some cases a
critical task.
System identification has offered an insightful example of challenging
application for SVRs. The considered linear and nonlinear tasks has given
some hints also on the difficulties that may arise when studying specific
problems. In particular, we have observed the importance of choosing
suitable excitations, since the performance of the SVR-based identification
approach has shown to be significantly dependent on the nature of the
particular signal in input to the system. In the frequency domain we have
seen how the SVR model is not able to reproduce the behavior of the
true system for those frequencies that were not excited during the training
phase. This is an aspect that should be improved in future research.
Another challenging issue worth considering, but that was not covered
in this work, concerns the analysis of noise sensitivity for the system identification case. What we expect, in presence of noise, is a decrease in the
performance, both in terms of accuracy, and computational complexity
(i.e. an increase in the number of SVs). In the case of real benchmark
data with a Wiener-Hammerstein structure, the results obtained with the
SVR approach were comparable with the ones given by the Best Linear
Approximation (BLA) estimate, meaning that the SVR model was clearly
not able to capture the nonlinearity intrinsically present in the data. This
could be due to difficulties in the definition of a kernel able to reproduce
correctly the nonlinearity, or to noise sensitivity effects that make the task
of identification based on real data particularly difficult. In future develop122
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ments of the research, this is an issue that should definitely be addressed.
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