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Preface
Living on the planet as we know it, interaction of structures and fluids make up
part of daily life. If not below ground, the entire built environment is exposed
to wind, or to flowing water. Interaction implies that there exists an energy
transfer between the structure and the fluid. This energy transfer can be both
desired or undesired, e.g. while work is needed in order to move an object into
the oncoming wind, energy can also be harvested from the air flow, as is done
by wind turbines. If structures with a certain degree of freedom are exposed to
a flowing continuum, more complex regimes of energy transfer exist.
When the fluid loading acts in positive feedback on the deflection of the
structure, a dynamical instability with potential destructive consequences arrises.
This particular interaction is known as flutter and is for obvious reasons of crucial
importance in aeronautic applications [124].
Depending on the shape of the afterbody, a low frequency oscillation referred
to as galloping can occur. A common example are oscillating transmission lines
following from ice formation on the cables. The ice deposit on the surface may
reshape the cylindrical form into what resembles an aerfoil, generating lift and
a dynamic instability condition, also known as ice-galloping, is observed [41].
When dealing with blu↵ bodies, another form of flow-induced vibration is
encountered. An instability in the wake causes the shear layers to interact,
leading to alternating vortex shedding, accompanied by fluctuating forces. The
fluctuating forces excite the structure and induce vibrations, hence they are
known as vortex-induced vibrations (VIV). The latter class of fluid-structure
interactions will be the subject of this dissertation.
The kinematics of oscillating blu↵ bodies in a fluid flow have been a hot research topic for decades. Classical examples of VIV are the vibration of chimney
stacks exposed to wind, pipelines on the sea-bed excited by the ocean currents
or tubes in heat exchangers [120].
For this kind of fluid-structure interaction, typically an analytical solution
cannot be found. Accurate predictions of the kinematics and the resulting dyxv

xvi
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namics are however vital, for instance in the design process of a structure, in
monitoring applications or for control. To obtain predictions with high fidelity, so
far only two possibilities existed: solving the governing Navier-Stokes equations
via computation fluid dynamic (CFD) simulations or performing experiments.
Both approaches are time-consuming, expensive, and require dedicated lab or
computing facilities. These drawbacks make the current methods too expensive
for many intended applications, where only limited time and resources might be
available.
To be of practical use, low-order models of VIV have been developed [35].
Di↵erent types exist, the most noteworthy can be classified as force decomposition models [101], single degree-of-freedom (sdof) models [108] or wake oscillator
models, where the wake oscillation is generally formulated as a Van der Pol-type
of equation [86, 42, 32].
Although capable of qualitatively describing the characteristic behaviour of
VIV, an efficient and powerful model, flexible enough to span a wide domain in
parameter space with a single set of parameters has yet to be obtained. In recent
years, powerful system identification tools have found their way to a variety of
engineering practices with successful applications in electrical and mechanical
systems, but also in chemical and biological systems. Lately, also fluid systems
have been modelled using system identification tools. The use of linear system
identification techniques for modelling VIV has shown some promising results,
e.g. in [97] the best linear approximation was calculated and in [127] an inputoutput relationship was built using delayed values of the input and the output
(ARX model).
Nevertheless, the challenges in modelling VIV are substantial. Fluid-structure
interactions are, for one, inherently nonlinear [10]. This is strongly pronounced
by the fact that VIV is a selfexcited yet self-limited oscillation, resulting in a
stable limit cycle [87]. In addition, it has been shown that the vortex shedding
behaviour is hysteretic [38]. Nonlinear modelling of VIV is currently a very active
research topic with interesting developments published in [118] where in an iterative manner higher harmonics are introduced into the nonlinear fluid model and
in [123] a NARX model able to describe the loading on an oscillating submerged
body was constructed.
A general framework is, however, not yet in place when it comes to nonlinear
identification of complex dynamical systems. A lot can still be gained in terms
of quality and applicability of the model but also in terms of insight into the
nonlinear behaviour of VIV.
In this work, we propose a novel approach to model flow problems by applying
state-of-the-art nonlinear identification techniques. The powerful framework of
nonlinear state-space models is explored and put to the test. Nonlinear statespace models have proven to be very rich and flexible, providing solutions to a

xvii
variety of nonlinear problems, including hysteresis [119, 79]. The objective is to
arrive at a model which is able to accurately and efficiently simulate the fluid
loading on an oscillating blu↵ body in cross-flow using only a limited amount of
computing time and resources.
The layout of the dissertation is as follows: we start o↵ by covering the basics
of the phenomenon of vortex shedding and its implications on an elastically
mounted cylinder. The mutual interaction between the fluid and the structure is
discussed. Additionally the relevancy of studying the flow field encountered for
imposed oscillation experiments is pointed out. In Chapter 2 a brief introduction
to computational fluid dynamics is provided. The governing conservation laws
are introduced and a general solving strategy is discussed. Chapter 3 provides
an overview of the most well known approaches for modelling VIV which have
been reported in literature. In Chapter 4 the polynomial nonlinear state-space
(PNLSS) identification approach is introduced. Special attention is devoted to
a specific nonlinear optimisation strategy, especially useful when dealing with
a large number of parameters and non-convex cost functions. In Chapter 5
the details regarding the CFD configuration used to generate the required data
are discussed. A validation of the CFD models is performed on the basis of
reported quantities in literature. Chapter 6 provides insight into the nonlinear
fluid system by applying a variety of excitation signals and studying the response.
Key concepts of the vortex shedding phenomenon such as synchronisation and
hysteresis are examined. To familiarise with the PNLSS model structure, the
identification procedure is first applied to data of a known nonlinear ODE, called
the Van der Pol equation in Chapter 7. In Chapter 8 the procedure is repeated
on data acquired from CFD simulations in order to meet the prime objective of
obtaining a nonlinear model describing the fluid loading on an oscillating circular
cylinder in cross-flow. Chapter 9 comprises the conclusions and provides starting
points for potential future work.

Part I

Prerequisites

1

1

Vortex-induced vibrations: physical
concepts
In this chapter the physics behind vortex shedding and the origin of vortex-induced
vibrations are presented in an intuitive way. The fundamental concepts of flow
about a circular cylinder and some related quantities are defined. It is furthermore brought to the attention that besides studying fluid-induced motion, also
motion-induced forces are a relevant concept in understanding and studying VIV.
To conclude, the research goal is formulated.
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The basics of vortex formation

The main topic of this dissertation deals with the flow about blu↵ bodies. In
many studies, including this one, the focus is on circular cylinders. The preoccupation with the circular cylinder is easily justified given the fact that it is one
of the most prominent structural forms. Despite its apparent simplicity, the circular cylinder presents a challenging fundamental problem for fluid dynamicists
[72].
Before tackling the complex fluid-structure interaction which arises when a
blu↵ body is allowed some degree of freedom while submerged in a fluid flow, it
is essential to study the flow about a stationary circular cylinder (from hereon
‘circular’ will be omitted). What is especially of concern are the forces which
act on the body, induced by the flow. Since these forces act on the face of the
cylinder, exposed to the fluid, they are called surface forces. The total force is
composed out of two elements, one part resulting from a pressure distribution
along the surface and a second part attributed to viscous interaction between
the cylinder surface and the fluid layers directly adjacent to it.
Let us start by considering the pressure distribution on a submerged cylinder
in an inviscid (also known as potential) uniform flow (Figure 1.1). On the leading
edge of the cylinder (the side facing the oncoming flow) there will exist a point
at which the flow comes to a complete stand still. Consequently such a point
is called a stagnation point. From hereon the flow symmetrically separates,
travelling along both halves of the cylinder, towards the trailing edge, where the
flow meets again, another stagnation point of zero velocity is encountered [14]. In
the case of the cylinder, we have that the velocity is zero in the stagnation points
and attains a maximum value (elevated with respect to the unperturbed flow)
at both the top and the bottom. If we can assume the flow to be incompressible
we have that the velocity and the pressure along a streamline are coupled by
Bernoulli’s equation [6]:
1
p + ⇢U 2 + ⇢gh = constant,
2

(1.1)
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U∞

+

+

Figure 1.1: Pressure distribution on a stationary cylinder immersed in an inviscid
uniform flow. High pressure zones are indicated in red, low pressure zones in blue.
U1 denotes the unperturbed flow speed.

where p denotes static pressure, U is the velocity, ⇢ the density, g the gravitational constant and h the height at which the cylinder is submerged. If gravitational e↵ects are not at play we have that the sum of the static pressure and
the dynamic pressure is conserved. Hence we can directly relate a static pressure distribution along the surface of the cylinder to the changing velocity. The
stagnation points are associated with high pressure regions and conversely low
pressure is found at the top and bottom of the cylinder, where the velocity is
high. An illustration is shown in Figure 1.1.
Notice that the flow is facing an adverse pressure gradient when traveling
from the top and bottom of the cylinder to the rear. In fact, Eq. (1.1) describes
the conservation of energy (first law of thermodynamics) under strict conditions.
Since there are no losses in an incompressible inviscid flow, the transformation of
potential energy, stored under the form of pressure, to kinetic energy is identically
reversed while flowing against the adverse pressure gradient. This results in a
symmetric pressure distribution along the cylinder surface. Since it’s symmetric,
the net force acting on the cylinder will be zero. The fact that there is no force
acting on a submerged cylinder in an inviscid flow is known as D’ Alembert’s
paradox [14].
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Figure 1.2: (a) Velocity profile on the surface of a stationary cylinder immersed
in a viscid uniform flow. Point 1 is the leading edge stagnation point, 2 indicates
the separation point. In point 3 the pressure does not return to the high pressure
of point 1. (b) Streamlines of the flow field forming a recirculation region. (c)
Pressure distribution over the surface.
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Real fluids are however never inviscid. Cohesive forces between particles
will provide resistance to relative motion amongst them. The viscosity, denoted
⌫ (kinematic viscosity), is a measure which quantifies this resistance. Due to
viscosity, the fluid layers close to the surface will decelerate, approaching towards
a zero velocity at the cylinder surface. The region where the velocity gradient is
perceivable is called the boundary layer. If the velocity is plotted as a function
of the distance normal to the cylinder surface one obtains what is called the
velocity profile.
Whenever viscosity is present, the balance which was observed for the inviscid
case of Figure 1.1 will be disturbed. In this case there will be losses following
from the work done against the viscous stresses. Due to the losses their will be
an energy deficit as the kinetic energy is transferred back to potential energy
while flowing against the adverse pressure gradient. Hence the velocity attains
zero before reaching the rear end. From this point on, moving towards the high
pressure rear region, an inverted velocity is present. The region of inverted
velocity is called the recirculation zone [77]. At the point where the flows of
opposite direction collide, the flow is pushed outwards. This point is referred to
as the separation point and the boundary layer is said to be detached. In Fig.
1.2a the velocity profile is drawn along the cylinder surface. By tracking the
streamlines we’re able to visualise the zone of recirculating fluid, i.e. the vortex.
From the pressure distribution depicted in Fig. 1.2c it is clear that the net
force is no longer zero. Integrating the pressure over the cylinder surface one
obtains a net force pointing downstream. In addition, also the viscous forces
induce a shear loading on the surface of the cylinder. The net contribution
is also directed downstream, but it is two orders of magnitude smaller than the
pressure loading [86]. The total force, parallel to the oncoming flow and pointing
downstream is generally known as the drag force.
A useful quantity to characterise the flow regime is given by the Reynolds
number. Re is defined as [109],
Re =

UD
,
⌫

(1.2)

where U is the free stream velocity, ⌫ is the kinematic viscosity and D is the
cylinder diameter (2 dimensional scenario). The Reynolds number can be interpreted as the ratio of the inertial forces (the momentum of the fluid) and the
viscous forces. Depending on Re, di↵erent wake geometries are formed.
At very low Re, the wake is symmetric and there exists an upper and a lower
recirculation zone, as depicted in Fig. 1.3. The onset of the boundary layer
separation has been studied using computational fluid dynamic simulations in
[104]. They were able to observe separation from Re = 6.29. Notice that if the

8
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fluid is viscous, no matter how small the viscosity provided that it is not zero,
there will be an energy deficit and hence some zone of recirculation [14].

Figure 1.3: Symmetric separation bubble in the wake behind a stationary circular
cylinder at Re = 15. Figure was taken from [104].

From above a critical Reynolds number Re = Rec ⇡ 47, the wake becomes
unstable and the symmetry of the recirculation regions is broken [92]. Although
there is no complete solution to the problem of vortex shedding, reasonably
clear insight into the mechanism of vortex formation was obtained over the past
decades [7]. Essential to vortex formation is the mutual interaction between the
two separating shear layers from the top and the bottom of the cylinder. In [36]
it was postulated that a vortex continues to grow, fed by circulation from its
connected shear layer, until it has gained enough strength to pull the opposing
shear layer across the near wake. When sufficient flow of opposite signed vorticity
has approached, further supply of the growing vortex is cut o↵, the vortex is shed
and propagates downstream.
After transients, a periodically stable regime is obtained where 2 vortices
of opposite spin direction are shed per cycle. The sequence of vortices which
propagate trough the wake are known as the Von Kármán vortex street [117].
Fig. 1.4 shows the vortex formation observed in an experimental environment.
The onset of vortex shedding is characterised as a supercritical Hopf bifurcation [80, 120]. A supercritical Hopf bifurcation is known as a critical point
from where small changes in parameters cause the loss of stability of the trivial
equilibrium and a stable limit cycle is obtained [47]. Here supercritical indicates
that the limit cycle is orbitally stable.
Given the asymmetry of the recirculation zones with respect to the top and
bottom of the cylinder there will in this case also exist an instantaneous net
force, perpendicular to the oncoming flow. This is in addition to the previously
discussed drag force. This transverse force component is often referred to as
the lift force. Since vortices are shed periodically, also the forces associated to
the shedding fluctuate periodically. In pioneering work by V. Strouhal [111] a
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Figure 1.4: Periodic vortex shedding in the wake behind a stationary blu↵ body,
also known as the Von Kármán vortex street. Figure was taken from [122].

relationship was found between the flow speed, the cylinder diameter and the
frequency at which vortices are shed,
St =

fSt D
,
U

(1.3)

with St denoting the Strouhal number. The Strouhal number was found to be
a mild function of Re. In the case of a stationary cylinder we have that the lift
force generated by vortex shedding fluctuates at fSt while the drag force varies
at twice fSt since it is irrespective of whether the vortex is shed from the top or
the bottom of the cylinder.
In Fig. 1.5 the transition of the wake is depicted as a function of Re. Briefly
said, up to stage c, both the boundary layer and the wake are laminar, allowing
vortices to propagate far downstream. As Re is increased a laminar to turbulent
transition occurs in the wake of the cylinder (stage d) causing vortices to vanish
faster downstream (vortices up to 48 diameters). A large spread on the upper
limit of stage c is found in literature although recent experiments now place the
critical Reynolds number closer to 194 [120]. An important consequence of the
presence of turbulence is that it is inherently 3 dimensional. Hence from approximately Re = 200 the spanwise correlation length drops and 3 dimensional
patterns will form. At stage e, the boundary layer becomes turbulent as well.
We can no longer speak of the vortex shedding frequency, instead the dominant
frequency component of the spectrum is reported. Finally, in stage f the turbulent boundary layer reattaches to the body, first asymmetrically on a single side
of the body and later symmetrically. The turbulence injects energy from higher
fluid layers into the layers close to the surface, causing separation to occur much
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a.

Re < 5

b.

5 to 15 ≤ Re < 40

c.

40 ≤ Re < 150

d.

150 ≤ Re ≲ 3 x 105

e.

3 x 105 ≲ Re < 3.5 x 106

f.

3.5 x 106 ≤ Re < …

Figure 1.5: Transition of the wake behind a stationary blu↵ body as a function
of the Reynolds number. Figure was taken from [67].

further downstream. This results in a narrow wake compared to the laminar
regime.
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A fluid-structure interaction based on positive work

From the previous we know that blu↵ bodies will be subjected to fluctuating
forces when submerged in a fluid stream. If the body is flexible, it will deform
and possibly vibrate. Moving away from the stationary cylinder proves to greatly
complexify the observed phenomenon. A strong mutual interaction between
the driving force and the resulting displacement results in a highly nonlinear
system. Therefore, to keep the problem tractable, the degrees of freedom are
often reduced to a single degree by considering a rigid body, elastically suspended,
free to oscillate only in the cross-flow direction.

1.2.1

System description of freely vibrating cylinders

For simplicity we will discuss a 2 dimensional cut along the span of a circular
cylinder. In Fig. 1.6a the set up is shown in the selected coordinate system. If we
consider a system with a single degree of freedom in the y-direction, transverse
to the oncoming flow, with linear springs and damping, the equation of motion
of the body can be written as:
mÿ + cẏ + ky =

1
cy (y)⇢DU 2 ,
2

(1.4)

with m the mass of the cylinder per unit span, cẏ a viscous like damping force
per unit span, k the linear spring constant per unit span, ⇢ the fluid density, D
the diameter and U the steady ambient velocity. In Eq (1.4), cy (y) is the nondimensional transverse force coefficient which combines all of the fluid loading
in the y-direction. From hereon the dependency of cy on y will no longer be
explicitly mentioned. Many studies have focussed on finding an appropriate
form for the transverse force coefficient. The prime goal of this dissertation is to
model this relationship using state-of-the-art system identification tools.
Often Eq. (1.4)
of
p is written in terms of the undamped natural frequency
p
the body fn = k/m/2⇡ and the fraction of critical damping ⇠ = c/(2 mk) in
vacuum. Introducing these terms in Eq. (1.4) one obtains:
mÿ + 4⇡⇠fn mẏ + 4⇡ 2 fn2 my =

1
cy ⇢DU 2 ,
2

(1.5)

From experiments we know that cy depends nonlinearly on the amplitude of
y [86]. Given the mutual interaction between cy and y, the system is considered
to have a feedback loop. A schematic representation is provided in Fig. 1.6b.
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mÿ + cẏ + ky
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Figure 1.6: (a) Set up of a 2-dimensional cylinder undergoing vortex induced
vibrations. (b) Schematic system representation of the VIV system, visualising
the feedback loop. Here Fy = 12 cy ⇢U 2 and all structural parameters are defined
per unit span.
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The frequency of cy

For the special case of the stationary cylinders we saw that the vortex shedding
frequency satisfies Strouhal’s relationship. For oscillating cylinders the shedding
frequency will still depend on U , D and St but in this case also on the amplitude
and frequency of the cylinder motion. We will denote the vortex shedding frequency by fv such that for a stationary cylinder fv = fSt . The frequency of the
cylinder motion is denoted by fex , in order to make it applicable for the study of
imposed motions as well, which will be discussed in Section 1.4.4. The maximum
amplitude of the motion is denoted by A.
From experiments it is known that during the regime where large amplitude
vortex-induced vibrations are present, the force acting on the cylinder and the
displacement are nearly sinusoidal functions with the same frequency and with
little amplitude modulation [86]. If we denote the phase angle between force and
displacement by , we have that
y = A sin(2⇡fex t),

(1.6)

cy = cL sin(2⇡fex t + ).

(1.7)

with cL the amplitude of cy . Introducing Eq. (1.6) and Eq. (1.7) into the equation
of motion (Eq. (1.5)) and equating the coefficients of the sine and cosine terms
to zero, the following expressions for the oscillation amplitude and frequency are
obtained [7]:
"
fn
= 1
fex

cL
cos
4⇡ 2

A
cL
=
sin
D
8⇡ 2

✓

⇢D2
2m
✓

◆✓

⇢D2
2m⇠

U
fn D

◆✓

◆2 ✓

U
fn D

◆2

A
D

◆

fn
.
fex

1

#

1/2

,

(1.8)

(1.9)

In [86] the order of magnitude of the di↵erent terms was studied. Typically A/D
and cL are O(1). For a mass-spring-damper system to exhibit large oscillation
amplitudes, the excitation must act at a frequency near its natural frequency.
The excitation in this regime is provided by the shedding of vortices, hence we
expect that fv ⇡ fn . Since fv is O(fSt ), we have that
✓ ◆
U
1
=O
⇡ O(1).
(1.10)
fn D
St
For oscillations in air the term ⇢D2 /(2m) is typically O(10 3 ). In that case the
oscillation frequency (fex ) will be close to the natural frequency of the structure.
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In denser fluids such as water, ⇢D2 /(2m) might be O(1), rendering an oscillation
frequency considerably di↵erent from fn . Often the non-dimensional mass ratio
of the body to the displaced fluid, m⇤ = 4m/(⇡⇢D2 ), is used to characterise the
fluid [54]. Then ⇢D2 /(2m) of Eqs. (1.8) and (1.9) becomes inversely proportional
to m⇤ .
In practice it is observed that the vortex shedding frequency, fv , and the
body oscillation frequency, fex , synchronise to a common frequency which for
oscillations in air will be close to fn (Eq (1.8)). Given that fn is not necessarily
close to fSt , the vortex shedding frequency is observed to deviate considerably
from fSt present for a stationary cylinder under the same flow conditions. The
departure of fv from fSt , to arrive at a common frequency with fex , is known
as frequency synchronisation or frequency entrainment [100]. The region of parameter space for which this synchronisation is observed is called the lock-in
region. In Section 1.4.2 a rigorous definition of lock is introduced which will be
consistently applied throughout the dissertation.
For clarity, the above introduced frequencies are listed here:
• fv : the vortex shedding frequency,
• fex : the body oscillation frequency,
• fn : the undamped natural frequency of the mass-spring-damper in vacuum,
• fSt : the natural vortex shedding frequency for a stationary cylinder.
In the lock-in region, where the large oscillation amplitudes are observed, we
have that,
• fv 6= fSt ,
• fv and fex synchronise to a common frequency,
•

fv

/fn = fex/fn ⇡ 1 for experiments in air.

From Fig. 1.7b we learn that there exists a wide range of flow conditions
for which the oscillation and the wake synchronise. As independent variable
the normalised (or reduced) velocity, U ⇤ = fnUD is used. Moving along the
velocity axis corresponds to sweeping fSt . In the accompanying figure, Fig. 1.7a,
the amplitude response branches are shown. It can be seen that the shedding
frequency, depending on U ⇤ , must be close enough to fn in order for noticeable
oscillation amplitudes to occur. For increasing U ⇤ we observe an increasing
amplitude. The apparent increase in D following from the increase in amplitude
is compensated by the real increase in U , hence allowing the vortex shedding to
depart from fSt [101].
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In the review from Bearman [7] it is said that if the mass ratio is large
(m⇤
1) and if it can be assumed that the maximum response amplitude is
observed for the reduced velocity where fSt = fn , the maximum of the response,
(A/D)max , becomes a function of the product of mass and damping only. Hence
much research has been devoted into obtaining an appropriate expression for the
mass-damping parameter to best describe the data and to study its influence.
In the study by Khalak et al. [54] a combined mass-damping parameter (m⇤ ⇣)
was used. Here ⇣ denotes the damping ratio with respect to the critical damping
in the fluid as opposed to ⇠ which was obtained in vacuum. In Fig. 1.7a both his
results and the early experiments of Feng are reported. Khalak used an m⇤ ⇣ of
only 4% of the value used by Feng. The response has shown to behave considerably di↵erent depending on m⇤ ⇣. Low m⇤ ⇣ especially influences (A/D)max by
introducing a high amplitude response branch which does not exist otherwise.
The width of the lock-in range, on the other hand, considerably changes with m⇤ .
Moreover, the switching between the initial branch and the upper branch was
found to behave hysteretically while an intermittent switching occurs between
the lower and the upper branch.
For an in depth discussion on the amplitude response branches of freely
oscillating cylinders, the reader is referred to the extensive reviews available
[7, 54, 101, 122].

1.2.3

Sustained induced cylinder oscillations

For sustained oscillations to occur, there must be a positive energy transfer from
the fluid to the cylinder. The energy transfer can be quantified by calculating
the so called energy transfer coefficient, cE [59],
cE =

ˆ

T

cy (t)ẏ ⇤ (t)dt,

(1.11)

0

with T the period of oscillation and y ⇤ = y/D. Positive values of cE imply a net
energy transfer from the flow to the cylinder. To have work done by cy onto the
cylinder, the angle between ẏ and cy , \(cy , ẏ), must lie within the 90 to 90
interval. Since = \(cy , y), must lie in the range 0 180 . It is therefore also
common to indicate regimes of positive work by referring to a value of within
0 180 .

1.2.4

Force decomposition

To describe and understand VIV, it is insightful to decompose cy into force
components. Two methods are common, a decomposition in terms of phase,
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Figure 1.7: Response of the freely oscillating cylinder. (a) Amplitude response
branches as a function of U ⇤ . In the study of Khalak et al. (1999) an m⇤ = 10.1
was used. The combined mass-damping parameter (m⇤ ⇣) was about 4% of the
value used in the experiments by Feng. A⇤ denotes non-dimensional amplitude
A/D. (b) Frequency synchronisation over a wide range of reduced velocities
for two mass ratios. The synchronisation is observed for values of f ⇤ ⇡ 1 with
f ⇤ = ffex
. Figures were taken from [54].
n
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or decomposing cy in terms of potential and vortex forces. Considering the
decomposed parts of cy will facilitate the interpretation of data when the response
of the fluid system is studied in detail in Chapter 6.
In VIV, the angle between the force and the displacement will play a key
role in defining the response. Sarpkaya is credited for proposing a model on
the basis of a phase decomposition of cy [99]. The idea is to decompose cy into
a component out of phase with the body velocity and one in phase with the
velocity. A basic formulation is obtained by expanding Eq.(1.7) into
cy = (cL cos ) sin(2⇡fex t) + (cL sin ) cos(2⇡fex t),

(1.12)

here the first term indicates the portion out of phase with the velocity (or equivalently in phase with the acceleration) and the second term is in phase with the
velocity. We have already seen these coefficients pop up in Eq. (1.9) from which
we notice that the obtained A/D in lock-in is proportional (only) to the part of
the transverse force component in phase with the body velocity.
The force component in phase with the acceleration acts as an inertia force
while forces in phase with the velocity are often referred to as drag (not to be
confused with the force coefficient in the x-direction).
Notice that if the contribution in phase with the velocity is zero,
will
either be 0 or 180 and the net energy transfer will be zero. In the above
decomposition, Eq. (1.12), vortex-related force contributions will be present in
both terms. This stems from the fact that the vortex shedding is not necessarily
in phase with the velocity, nor is it necessarily exactly out of phase, it will thus
contribute to both terms.
It can, however, also be insightful to decompose the force into an inertiaonly related part, or potential force and a viscous counter part. In [48] Lighthill
discussed his decomposition of the total fluid force into vortex-flow forces and
potential-flow forces. Similarly in [107] cy was decomposed into an acceleration
related term and a “wake” term:
cy (t) = cya (t) + cyw (t).

(1.13)

In this case, the potential force contributions, which depend on acceleration
only, are e↵ectively isolated and represent what is called the ideal added mass.
A definition of the ideal added mass was given in [63]: “The added mass is equal
to the reactive force which the body exerts on the fluid in which it is immersed,
divided by the acceleration. Alternatively, it is equal to the impulse given to the
fluid during an incremental change of body velocity divided by that incremental
velocity.”
The wake term cyw (t), then encompasses all the frictional forces as well as the
altered pressure forces following from viscosity, i.e. the boundary layer separation
in the unsteady wake.
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In [38] the force decomposition is directly applied to measured data. They
report insightful results from studying the so called “vortex force” separately
from the total force. Correspondingly also separate phase angles TOTAL and
VORTEX are introduced (see Section 1.3).
To conclude, notice that a decomposition on the basis of phase, as was done by
Sarpkaya (Eq. (1.12)) is only meaningful when there is indeed a single prevailing
frequency, i.e. within lock-in, while a decomposition on the basis of potential and
viscous forces is applicable for all flow regimes.

1.3

Vortex-shedding modes

In Section 1.1 we saw that vortex shedding in the wake of a stationary cylinder
formed distinct patterns also known as Von Kármán streets. If the body oscillates, the interaction with the wake will give rise to a variety of new patterns,
briefly illustrated in this Section.

1.3.1

Vorticity versus circulation

Before studying the characteristic vortex patters associated with VIV, two fluid
properties are introduced: vorticity and circulation. Vorticity is a microscopic
measure of rotation of a fluid element about its axis. It is a vector field, calculated
~ ⇥U
~ , with U
~ the velocity field.
as the curl of the velocity field: !
~ =r
The macroscopic form of rotation in a fluid, is given by the circulation, which
is a scalar defined over a closed area of the flow field. Vortex patterns are associated with macroscopic fluid rotation. The di↵erence between !
~ and circulation
is illustrated in Fig. 1.8.
Obviously the circulation and the curl of a fluid field are related. For a two
dimensional vector field, this relationship is given by Green’s theorem. Green’s
theorem states that given a continuously di↵erentiable vector field, here denoted
~ , the integral over the region S inside a simple closed curve C is equal to the
U
~ around C [14]:
total circulation of U
Circulation =

˛

C

~ =
~ · ds
U

ˆ

S

~ ⇥U
~ ) · ~n dA,
(r

(1.14)

hence it can be seen that for S going to zero, the circulation approaches the local
vorticity. It is however possible to locally have a ! 6= 0 while the circulation
is zero around a closed curve. On the other hand, if the flow is irrotational,
the circulation will generally be zero except when the closed curve includes a
singularity.
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Figure 1.8: Illustration of the circulation around a closed curve in a two dimensional vector field. Small blue circles illustrate the local vorticity (rotation of the
field).

1.3.2

Recognising vortex patterns

In Fig. 1.9a the response branches for di↵erent mass-damping configurations are
again shown as a function of reduced velocity U ⇤ . In addition the expected
wake pattern is indicated, with S for a single vortex and P for a pair of opposite
spinning vortices. Hence the following wake patterns can be observed:
• 2S mode: two opposite spinning vortices are shed per oscillation cycle.
• 2P mode: two pairs of opposite spinning vortices are shed per oscillation
cycle.
• P+S: an asymmetric mode where a pair and a single vortex are shed per
cycle.
• 2P+2S: two pairs and additionally two single vortices are shed per cycle.
Notice that to be able to span the depicted amplitude range for the given
reduced velocities, the motion of the cylinder has to be forced. It is for instance
known that the P+S mode will not generate a cE > 0 and will hence never occur
in free oscillations [122]. Section 1.4.4 deals with the response to forced cylinder
oscillations.
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It is clear that there exists a mapping between the jumps in the response
branches and the changing of vortex shedding mode (Fig. 1.9b). Moreover, the
jumps occur precisely at the crossing of fn . Two natural frequencies can be
defined, either measured in vacuum or measured in the fluid at rest. Each crossing is, besides a jump in amplitude, also associated with a jump in VORTEX or
TOTAL .

1.4

Forced vibrations

To make the equation of motion (Eq. 1.4) useful to solve any real industrial
problem, cy needs to be determined. To determine cy , analytical approximations,
numerical simulations or experiments can be used. As it turns out, it is much
easier to quantify cy using forced cylinder oscillations, i.e. where the motion of
the cylinder is imposed instead of induced by the fluid, than from measurements
of the self-excited case. This is due to the constancy of the desired frequency
and amplitude of the motion. In fact, the force coefficients used in designs come
almost always from forced oscillation experiments [101]. Of course questions arise
concerning the transferability of results obtained from forced and free oscillation
experiments. In this section some similarities and some di↵erences will be pointed
out. It is however not within the scope of this work to give an in depth analysis
on the comparison between both approaches since the complexity of the matter
invokes a large number of yet unanswered questions in itself.
The study of the forces acting on forced oscillating cylinders has become
common practice with pioneering work in [10] and later also in [4, 17, 19, 73].
The most obvious di↵erence is of course that now the frequency and amplitude
of oscillation can be chosen independent of the vortex shedding and the acting fluid forces. Where it was common for self-excited experiments to select a
set of structural parameters (m, k, c) and sweep Re by sweeping U , it is more
common for forced oscillation experiments to fix Re and sweep the amplitude
and frequency of oscillation. In that sense forced oscillation experiments can
be interpreted as a study of the forces acting on the cylinder for a given flow
condition where di↵erent sets of structural parameters could be associated with
the applied amplitude and frequency for a given force. Conversely, self-excited
experiments provide insight in the frequency and amplitude response of typically
a single structural system over a wide range of flow conditions.
In this work the focus will be on the forces encountered when using forced
cylinder oscillations. In this regard it is handy to use the frequency-amplitude,
f A-plane, of the oscillations as a reference frame and link the observed behaviour
to regions within an area of this f A-plane.
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(a)

(b)

Figure 1.9: Response of the freely vibrating cylinder. (a) Amplitude response
branches as a function of U ⇤ . The wider the lock-in region the lower the m⇤
used in the study. The combination of oscillation frequency and amplitude can
interact with the wake giving rise to other vortex modes than the Von Kármán
street. (b) There exists a mapping of the response branches to the vortex mode.
Figures were taken from [38, 122].
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The system description

In case of forced cylinder oscillations, it is no longer needed (or even possible)
to define the mass, nor to restrain the cylinder by a spring and a damper. The
only remaining structural parameter is D. In Fig. 1.10 the set-up is depicted.
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Figure 1.10: Set up of a 2-dimensional cylinder undergoing forced vibrations..

From a system identification perspective one likes to think of some variables,
of the total set of variables regulating the overall system, as being an input to
the system, and others to be the output. Since in this work, the displacement is
imposed, this is considered the input to the system. The output is related to the
flow. To quantify the behaviour of the flow one could consider any of the classical
fluid variables: velocity, vorticity or pressure in some points downstream in the
wake. Although not all variables are equally informative [25], they have also
been used for identification (see e.g. [97, 22]). In [81] the fluctuating lift was
identified as the most likely quantifier of the combined e↵ect of the influencing
parameters. An additional advantage is that it is observable in a single point,
the cylinder, contrary to local measurements of the flow field.
From an application point of view, a displacement-force relationship is the
most straightforward choice. In Section 1.4.5 we will describe a potential application which requires a force-displacement coupling. Using the imposed motion,
y, as input and cy as the output, the system can be considered as a single inputsingle output system.
To generalise the findings, as is customary, both the input and the output
are made dimensionless. The input is given by A/D with A the amplitude of the
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displacement and D the diameter of the cylinder. The output is given by the
force coefficient cy .

1.4.2

The autonomous oscillation of cy

In light of constructing a model for cy , it is useful to discuss one of its key features,
i.e. its so called autonomous nature. Loosely said, if a system, characterised by
an input and an output, produces an oscillating output in the absence of an
applied input signal, it is known to behave autonomously. In this regard, also
the wake of a cylinder in a flow can be considered as an autonomous oscillator
since when the body is stationary (no input), there can be an oscillating wake
and thus an oscillating output cy . The concept of an autonomous oscillator
together with its property to synchronise in frequency under specific conditions,
has been encountered in many fields, apart from VIV.
One of the first scientist to report on the synchronisation of oscillators was
Christiaan Huygens. Huygens was a Dutch scientist, famous for the invention
and design of pendulum clocks. The story goes that he watched the pendula
of two clocks, imbedded in the same wooden beam, synchronise while he was
lying in bed recovering from illness. The explanation follows from a (small yet
sufficient) energy transfer from one clock to another, via the common beam.
In the case of clocks, both entities can be seen as autonomous oscillators, i.e.
a system with an internal source of energy that is transformed into a steady
oscillation.
Besides clocks, synchronisation has also been observed in nature, e.g. where
an entire population of glowworms can synchronise when to hide their light with
a remarkable accuracy [87].
In the context of vortex shedding, it is the energy from the oncoming flow
that is transformed into an alternating wake structure. Even in the absence of an
imposed displacement, the alternating wake will manifest itself as an autonomous
oscillation of the fluid variables and thus of cy . In this regard, an imposed
displacement will act as a disturbance of the existing oscillation of cy . Similar
to the clocks of Huygens, there exists a mutual interaction between the wake
and the cylinder in the case of freely oscillating cylinders (although only one of
both oscillators is autonomous in this case). This implies that, only one sided
synchronisation can be present when the displacement is imposed. In Chapter 7
we will study in more detail a mathematical representation often used to describe
autonomous oscillators based on the Van der Pol equation. For now, it suffices
to consider the forced vibration cylinder in a flow as a system with y as the input
and cy as the output, as is shown in Fig. 1.11, where to emphasise the intricate
dependence of the output on the wake, a feedback loop is added.
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Figure 1.11: Schematic representation of the forced vibrating system. The feedback loop emphasises the intricate coupling between the force cy and the displacement through the wake.

1.4.3

Frequency and phase of cy for forced oscillations

Similarly to the free vibrations, there will again exist a regime in which the
oscillation frequency of the body and the wake are synchronised. Contrary to the
free vibrations, given that there is only one sided interaction, the synchronisation
will occur at the frequency of imposed motion. In this setting we can again use fex
to denote the body oscillation frequency and hence within lock-in fv = fex . When
synchronised, the observed transverse force can be approximated reasonably well
by a sine and we have that:
y = A sin(2⇡fex t),

(1.6)

cy = cL sin(2⇡fex t + ).

(1.7)

Since the oscillation is imposed, there is in this case no restriction on and the
force can either lead or follow the displacement.
In order for the wake to synchronise in frequency with the excitation, and
thus for the vortex shedding to depart from fSt , the excitation must remain
in the neighbourhood of the natural vortex shedding frequency. The range of
displacement and fluid parameters for which this synchronisation is observed
is again known as the lock-in range. Since the boundaries of lock-in depend
strongly on the Reynolds number, it is common to describe the lock-in region in
terms of frequency and amplitude of imposed motion, in a plane of constant Re
(f A-plane of imposed motions).
For the free oscillations we saw that considerable amplitudes could only occur
when under locked configuration, where a single frequency prevails. Given the
freedom of excitation frequency and amplitude for the forced oscillation, this is
no longer the case, hence an appropriate detection tool for lock-in is required.
In [59] it was found that a non-unique definition of synchronisation lead to
significant deviations in the boundaries of lock-in. Therefore a rigorous definition
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was introduced. In this work, conform with [59], we will consider the wake to
be locked whenever the following two conditions are satisfied: (a) the dominant
frequency in the power spectrum of cy matches the cylinder oscillation frequency
(fex ) and (b) other peaks in the power spectrum, if any, are present only at
integer multiples of fex . The region where only (a) holds is called the transition
regime. In Chapter 5 and 6 the shape of the lock-in range will be studied in detail
for the considered Reynolds number in this dissertation, Re = 100. In Chapter
5 the selection of Re = 100 is motivated. In general, the lock-in range will be
v-shaped, widening towards higher amplitudes of excitation and concentrated
around fSt . In jargon terms, the v-shaped regions are also known as Arnolt’s
tongues [87].
To study the frequency content of cy it is insightful to refer to the force
decomposition of [107] where cy was decomposed in an inertia-only (potential)
force term and a viscous counterpart encompassing al vortex-related contributions (first introduced in Section 1.2.4),
cy (t) = cya (t) + cyw (t).

(1.13)

From Eq. (1.13) we know that cy will at all times have a contribution acting
at fex , i.e. the potential force induced by acceleration. The wake contribution
is more complex. It will have viscous resistive forces, associated with the body
velocity (acting at fex ) together with vortex forces, which may also be at fex
when in lock-in or close to fSt when outside the lock-in range.
In Chapter 5 we will see that besides the fex and fSt , also harmonics and
subharmonics may be present in cy .
In [11] a study was carried out over a range of relative frequencies fex/fSt
and at a fixed Re = 500 and A/D = 0.25. They studied in detail the frequency
and amplitude of cy , and correlated it to the timing of vortex shedding for small
incremental changes of fex/fSt . In Fig. 1.12 the amplitude of cy and the angle
between the force and the displacement ( calculated at the excitation frequency)
is shown.
In Fig. 1.12, the frequency ratios for aperiodic regimes are hatched. In the
range before synchronisation the flows were observed to be quasi-periodic, and
above synchronisation they found chaotic flows. The hatched region in the middle
(starting from approximately F = 0.9) was associated with weakly chaotic flow.
In their study, two sets of frequency traverses were conducted, with frequencies
both increasing and decreasing. As starting points they selected fex/fSt = 0.875
and fex/fSt = 0.975. They observed that there exists an hysteretic switching
between solution branches over a narrow frequency range in the synchronisation
region. The solution was expressed in terms of the energy coefficient, which
they denoted E. They also found that the higher branch is associated with an
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asymmetric flow, contrary to the Von Kármán streets which are observed in the
other branches.
The multiple solution can also be observed in the branching of in Fig. 1.12a.
As was noted in Section 1.2.3 we observe a positive sign in E (which is similar
to cE from Eq. (1.11)) for values of in the range 180
0 .
In [10] and later in i.a. [18, 98] the centre hatched region of Fig. 1.12a was
associated with a sharp jump in phase together with a steep increase in cy . In
[101] as well as in [18], this change in has been used to distinguish between a
so called “low-frequency” and a “high-frequency” state. In Chapter 6, cy , and
cE are studied for Re = 100, which is the considered regime in this dissertation.

1.4.4

On the relevance of studying forced cylinder oscillations

An important consideration to be made is to what extent the observations of
forced oscillations compare to the phenomenon of vortex-induced vibrations.
Since the forced vibrations live in an infinite space but the space of free vibrating cylinders is limited, it would be insightful to known where both spaces
intersect.
To facilitate the comparison between forced and free vibrations, Hover et al.
designed an apparatus which allowed them to easily cover an entire range of
structural parameters [43, 44]. Instead of mechanically suspending the cylinder
by springs and a damper, they artificially introduced sti↵ness and damping with
an actuator. The actuator is imbedded in a control loop linking the measured
fluid force and displacement of the cylinder. It is then possible to calculate
and enforce (in real time) the appropriate response of the cylinder using the
actuator, as if the cylinder was vibrating freely. This ingenious set-up allowed
them to study very low equivalent system damping conditions and provides the
means to impose oscillations under identical flow conditions.
Similar to Eq. (1.12), they decomposed cy into a contribution in phase with
the velocity (denoted Clv in their work) and a contribution in phase with the acceleration (Cla ). In general both contributions are calculated as an inner product
of the total force coefficient with respectively the velocity and the acceleration.
Their results are comprehensively summarised by plotting both force coefficients in the frequency-amplitude space of cylinder displacement. In their study,
as is common in many, they preferred to work with the “true reduced” velocity:
Ur =

U
.
fex D

(1.15)

Briefly recapitulating, as independent variable for free vibrations one can use
U, U ⇤ or Ur . The dependent variables are A/D and cy . In the study of Hover et
al. Re was fixed to 3800, hence U is fixed assuming that D and ⌫ are unaltered.

1.4. FORCED VIBRATIONS

27

(a)

(b)

Figure 1.12: Phase and energy transfer during forced cylinder vibrations. (a)
Top: Ĉl /Ĉl0 , peak lift coefficient normalised by result for fixed cylinder. Bottom:
, phase angle between lift force and cylinder displacement. (b) Energy transfer
coefficient E as a function of F = fex/fSt for periodic wake flows. Frequency ratios
for aperiodic regimes are hatched. Symbols: ⌃ and ⇤ 2S mode, asymmetric
two-cycle mode, 4 asymmetric synchronised mode. Data was acquired at Re =
500. Figures were taken from [11].
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To be able to compare their results with the free vibration results of Khalak and
Williamson [53], the mass-damping parameter was also fixed to m⇤ ⇣ = 0.013.
Hence, in order to span a range of reduced velocities, Ur , and thus to change
fex (the common frequency of body and wake oscillation for free oscillations)
they only varied the sti↵ness parameter. The resulting amplitude of oscillation
combined with the amplitude of cy then represents a curvilinear path in the
{Ur , A/D} space. It is important to notice that the obtained response branch of
the freely oscillating cylinder is obtained at a single Re, contrary to the previously
shown response branches (Fig. 1.7a, 1.9) where a range in U was studied.
Keeping the Reynolds number constant allows to easily map the results with
forced oscillation experiments. In this case Ur and A/D are both independent
variables. Moreover, Ur is directly set by imposing fex and the dependent variable cy is measured. In this fashion cy forms a surface covering the desired area
of the {Ur , A/D} space.
The force coefficients Clv and Cla are shown for both the free oscillation
and the forced oscillation in Fig. 1.13. Good agreement is observed between
the results obtained from free and forced vibrations (i.e. the curvilinear path
accurately follows the surface created using forced oscillations). For Cla even
excellent agreement is reported.
Additionally, they found that the response of the freely oscillating cylinder
followed closely the Clv = 0 contour line. Recall that from studying Eq. (1.12) it
was noticed that there exists no net energy transfer when the force coefficient in
phase with the velocity equals to zero. Given the low mass-damping parameter of
their study, energy dissipation is low and the zero contour line is closely matched.
A similar approach was followed in [59]. They created a map of cE at Re =
100 using CFD simulations. From the simulation of a free oscillation with m⇤ =
10, Re fixed to 100, no damping and scanning a range of reduced velocities,
the response was found to match closely to the cE = 0 contour line (Fig. 1.14).
Only in the desynchronisation regions a small mismatch was observed. This
was attributed to the fact that within this region the assumption of sinusoidal
oscillation was no longer valid.
Similar results were obtained in [17]. They state that many of the features of
the flow-induced motion are replicated by forced purely sinusoidal oscillations,
although they can result in a negative energy transfer for flow and oscillation
parameters where free oscillations are known to occur.
In Morse and Williamson [73] it was pointed out that the fluid forces resulting
from forced oscillation were in very good agreement over the entire response plot,
as long as the flow conditions were carefully matched. They also found that
contours of the force coefficient presented discontinuous changes throughout the
f A-plane. They were able to relate these changes to changes in vortex mode, in
agreement with the modes observed for free oscillating cylinders.
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(a)

Cla

(b)

Figure 1.13: Comparison of force coefficients obtained during free and forced
vibrations. (a) Force coefficient in phase with the velocity. (b) Force coefficient
in phase with the acceleration. Stars denote the curvilinear path obtained from
free vibration at a low mass-damping parameter. The surface is obtained from
forced vibration measurements. Figures were taken from [44].

30

CHAPTER 1. VIV: PHYSICAL CONCEPTS

Figure 1.14: Top: Response branch of a freely oscillating cylinder without damping as a function of reduced velocity. Bottom: Map of cE obtained from forced
oscillation simulations. Green lines indicate the boundaries of the synchronisation region. Figures were taken from [59].
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Apart from the remarkable resemblance between the force coefficients obtained from free and forced oscillations, some inherent di↵erences are unavoidable. If the motion is forced, the lack of feedback will prohibit that harmonics
of cy enter the displacement. Excluding the harmonics e↵ectively changes the
wake.

1.4.5

Towards a coupled fluid-structure model for VIV

In the previous Sections we have discussed 3 approaches to study the forces
acting on an oscillating cylinder in a transverse uniform flow. The approaches
di↵er from one another on the basis of the selection of groups of independent
and dependent variables. To summarise:
1. The classical VIV set-up: suspended cylinder free to vibrate, subjected
to a range of flow conditions. Independent variables {Re} or equivalently
{U, U ⇤ , Ur } provided that {D, ⌫} are fixed. Dependent variables {cy , y}.
Generally fixed parameters {m, c, k} of equivalently {fn , ⇠, m}.
2. Forced oscillation set-up: an imposed motion is applied to the cylinder in
a uniform flow. Independent variable is {y}. The dependent variable {cy }.
Generally fixed parameters {Re} or equivalently {U } but not {Ur } since
the body oscillation frequency does change (U ⇤ is not meaningfully defined
in this context).
3. Free vibration response at a given flow condition: independent variables
{Ur } or equivalently {fn , U ⇤ } but not {U } provided that {D, ⌫} are fixed.
Dependent variables {cy , y}. {Re} is the parameter to fix in this case.
A special case of the third set-up was used by Hover et al. [43] and by Kumar
et al. [59] (discussed in Section 1.4.4) where fn was changed only by changing k
and setting damping to zero. They found that cy obtained with the third set-up
matched well with the surface of cy constructed using forced oscillations (set-up
2).
In the light of these findings it becomes apparent that the third set-up can
be regarded as a special case of the second one, where the coupling is provided
by a set of structural parameters {m, c, k}.
This coupling is represented schematically in Fig. 1.15. Since the feedback is
provided by a linear second order system of which the parameters can be tuned
as desired, the challenge lies in obtaining an accurate model, able to describe the
nonlinear relationship between cy , or equivalently Fy , and the imposed motion
y.
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y

-

NL model

Fy

mÿ + cẏ + ky
Figure 1.15: Schematic representation of the coupled fluid-structure model with
Fy = 12 cy ⇢U 2 and all structural parameters defined per unit span.

1.5

The research goal

The prime objective of this dissertation is to construct a mathematical model
relating the transverse force coefficient, cy , observed for an oscillating circular
cylinder in a uniform flow to the corresponding displacement y. As was shown in
Section 1.4.4 and 1.4.5, this relationship is key in understanding and describing
the kinematics of VIV. Strong motivation can be found in industry where a good
model, which is powerful yet computationally inexpensive, opens possibilities in
e.g.
• control applications where the objective might be to reduce the instantaneous loads on a structure,
• to speed up the design process where generally multiple iterations of simulate and adapt are required.
The innovation exists in the nonlinear data-driven modelling technique used,
which was adopted from the system identification community (Chapter 4). Data
is acquired from computational fluid dynamic simulations (Chapter 5). In terms
of performance the following is requested of the model:
• A wide range of parameter space (frequency and amplitude of oscillation)
must be covered by a single set of identified parameters (a single model).
• Go beyond the phenomenological models, i.e. the model is required to
generate time series accurately. Time series are requested to potentially
allow simulation based control strategies (model predictive control).
• The validity of the model is to be tested over the entire considered area of
the frequency-amplitude plane with a special focus on the response to single
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harmonic sine oscillations. The preoccupation with the single harmonic
sine stems from the high practical significance when compared to how VIV
are observed in real life.
• When compared to CFD, a considerable reduction in computing time is
required for the model to become of any practical use.
In Chapter 3 an overview of previous attempts at modelling the coupled
fluid-structure system is provided. In Chapter 8 the potential of the ultimately
obtained nonlinear model is displayed in a proof of concept.

1.6

Conclusion

In this Chapter a bird’s eye view is o↵ered on the phenomenon of vortex-induced
vibrations. The fundamental concepts contributing to fluid loading were gradually introduced. A distinction was made between potential forces, present in
inviscid flows and all viscous related force contributions, i.e. shear stresses and
uneven pressure distributions following from boundary layer separation.
Following an instability of the wake it was found that fluctuating forces can
arise. We saw that for stationary cylinders, the frequency of fluctuation is given
by Strouhal’s relationship. If under these conditions, the body is allowed some
degree of freedom, a displacement will be induced. The response amplitude
was observed to describe a set of isolated branches, some of which depicting
hysteretic switching. Of particular importance was the ratio between the natural
frequency of the body and the Strouhal frequency. Within a range of relative
frequencies, the body oscillation frequency and dominant wake frequency were
found to synchronise. The range of parameter space over which synchronisation
is observed was named the lock-in region. An important parameter defining the
response branches was found to be the combined mass-damping parameter.
Two force decomposition methods were discussed. One based on a phase
decomposition, resulting in an inertia force and a drag related counter part.
The other decomposition e↵ectively separated the potential forces from al viscosity related forces. The latter gave rise to the concept of a vortex force and
consequently a vortex phase angle.
It was brought to the attention that instead of studying the response of
freely oscillating cylinders, much insight could be gained from forced oscillation
experiments. In analogy with the free vibrations the concept of lock-in was
redefined and its manifestation in frequency and phase was studied.
An important finding was that if the flow conditions are carefully matched,
the forces arising in forced and free oscillations were in remarkable good agreement. It was hence suggested that free oscillation response may be predicted
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using the results of forced oscillation experiments. To that end a fluid-structure
coupled model was proposed.
Finally the research goal was formulated: construct a mathematical model
relating the transverse force coefficient, cy , observed for an oscillating circular
cylinder in a uniform flow to the corresponding displacement y.

2

Computational fluid dynamics of
unsteady laminar flows
In this chapter a high level description of computational fluid dynamics is given.
The aim is to highlight the main concepts rather than discuss technicalities and
specific algorithms. The chapter focusses on the needs of this dissertation and
does not reflect the entire scope of CFD methods available for solving all possible
flow regimes.
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Introduction to computational fluid dynamics

With the advance of computing power, computer aided engineering (CAE) software has become indispensable both in industry and for research. One such
tool is computational fluid dynamics (CFD). It is essentially a software package
which allows to solve the conservation equations governing all fluid dynamics
under user defined conditions.
It is a very powerful technique which spans a wide range of applications
and engineering branches, e.g. the aerodynamics of vehicles, wind loading on
buildings or obstacles but also heat transfer in combustion engines or cooling
facilities and even weather forecasting, to name just a few.
The software provides an algorithm to solve the governing multivariate dynamic equations, allowing the user to simulate data in the regimes of interest.
A necessary requirement will be to discretise the (partial) di↵erential equations
in terms of their independent variables, in order to transform them to a set of
algebraic equations, solvable as a matrix inversion problem.
In order to arrive at trustworthy results, one must have a decent understanding of the simulated regime. Whether the simulated flow is steady or
unsteady, laminar of turbulent, compressible or incompressible, Newtonian or
non-Newtonian will define the solving procedure. Additionally, the solution of
a dynamical system only becomes meaningful if appropriate boundary conditions are applied. Moreover, solving the governing equations is a numerically
challenging task, involving approximation and linearisation schemes.
Given the complexity of the procedure, CFD models need to be sufficiently
validated using trusted experimental results in order to guarantee that they
represent reality to an acceptable degree. On the other hand, if care is taken,
they provide the means to acquire data of regimes which may be very hard to
study in an experimental set up or which require dedicated labs.
This chapter makes extensive use of the following text books:
• The Finite Volume Method in Computational Fluid Dynamics,
F. Moukalled, L. Mangani and M. Darwish [74],
• An Introduction to Computational Fluid Dynamics, H. K. Versteeg and W.
Malalasekera [116],
• The OpenFOAM User Guide [39].
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The conservation laws applied to fluids

For the analysis of a fluid flow at macroscopic level (> 1µm), the fluid can be
regarded as a continuum and the molecular motion can be ignored. Hence we
can describe the behaviour in terms of macroscopic properties such as velocity,
pressure, density and temperature which may be seen as average quantities over
a suitably large number of molecules, referred to as a fluid parcel.
Unlike solids, fluids cannot resist an applied shear or tangential stress by
deforming. If a shear stress is applied to a fluid it will be put into motion.
Depending on the relationship between the resulting shear rate and the shear
stress, fluids are categorised as Newtonian, in which case the relationship is
linear and characterised by the molecular viscosity µ, or non-Newtonian where
the relationship is nonlinear. Only Newtonian fluids are considered here.
Fluid flows are governed by the Navier-Stokes (NS) equations. The NS equations formulate the conservation principle of certain measurable physical quantities for an isolated system over a local region. We have that:
• the mass of a fluid is conserved,
• the rate of change of momentum equals the sum of the forces on a fluid
particle (Newton’s second law: conservation of momentum),
• The rate of change of energy is equal to the sum of the rate of heat addition
to and the rate of work done on a fluid particle (first law of thermodynamics: conservation of energy).
This is a set of highly nonlinear partial di↵erential equations in terms of four
independent variables: time, since fluids can be unsteady, and tree spatial dimensions. The conservation law is an axiom that cannot be proven. It can,
however, be expressed by mathematical formulas.
An important choice to make is the viewpoint from which the flow is studied.
In some cases one might be interested in studying the evolution of the properties of a fluid element (parcel) while it moves downstream with the flow. This
approach is known as the Lagrangian approach. The fluid volume is referred to
as the material volume since it represents a constant amount of mass while the
shape of the volume can change and is determined by the laws of dynamics.
Alternatively, one can study the evolution of the fluid properties over a region
fixed in space as time passes. This is known as the Eulerian approach. In this
case mass can travel across the boundaries and the enclosed domain is referred
to as the control volume. In many cases it is more practical to study the fluid
at fixed locations, moreover since the focus will often only lie on certain fixed
regions, e.g. the forces acting on the surface of a submerged cylinder. On the
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Figure 2.1: Conservation of a fluid property from the Euler perspective. Figure
was taken from [74].

other hand, as will become clear, the Eulerian approach requires knowledge of
the local e↵ect of transport of fluid properties by the fluid. Both approaches
describe the same properties with the di↵erence being the reference frame which
is chosen. Therefore Lagrangian equations can be translated to Eulerian and vice
versa by applying a transformation of coordinate system. This transformation
is given by what is called the Reynolds transport theorem, discussed in the next
section.

2.2.1

Reynolds transport theorem

The Reynolds transport theorem is used to formulate equivalent expressions of
the Lagrangian conservation law in an Eulerian coordinate system. In Fig. 2.1, a
material volume (MV) is shown in an Eulerian coordinate system while it flows
through a control volume (CV) as time passes.
The theorem dictates that an instantaneous change of B, denoting any fluid
variable (mass, momentum, energy, etc.), in a material volume (MV) which
occurs while passing through a control volume (CV), see Fig. 2.1, is equal to the
net flow of B into and out of the control volume through its control surface (S)
plus the instantaneous local change of B inside the control volume (CV). The
theorem holds for any arbitrary and deformable control volume.
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If we define the following quantities: the intensive quantity b = dB/dm, the
~ and the
outward normal to the control surface by ~n, the velocity of the fluid U
~ s , such that the relative
velocity of the deforming control volume surface by U
~r = U
~
~ s , then the
velocity by which fluid enters/leaves CV is given by U
U
Reynolds transport theorem is given by,
! ˆ
✓
◆
ˆ
dB
d
~ r · ~n dS.
=
b⇢dV +
b⇢U
(2.1)
dt MV
dt
CV(t)
S(t)
~ s = 0, and CV and S are no
If we consider the control volume to be fixed, U
longer functions of time. Hence, using Leibniz rule, the first term on the right
hand side of Eq. (2.1) can be written as,
✓ˆ
◆ ˆ
d
@
b⇢ dV =
(b⇢)dV.
(2.2)
dt
CV
CV @t
Using the divergence theorem (Gauss’s theorem) we can translate the flux through
the closed surface, the second term of Eq. (2.1), into a volume integral over the
enclosed control volume,
ˆ
ˆ
~
~ · (⇢U
~ b)dV.
b⇢Ur · ~n dS =
r
(2.3)
S

CV

Combining Eq. (2.2) and Eq. (2.3) we have that
✓
◆
ˆ 
dB
@
~ · (⇢U
~ b) dV.
=
(b⇢) + r
dt MV
@t
CV

(2.4)

Eq. (2.4) can be used to derive the Eulerian form of the conservation equations
in a fixed reference framework.

2.2.2

General conservation equation

As was mentioned earlier, the conservation law can be formulated mathematically. This can be done starting from first principles, as is done in practically
any fluid dynamics text book [116, 74]. Rather, it was favoured to leap forward
and discuss a general mathematical formulation of conservation. Subsequently,
the appropriate conservation equations for control volumes in fluids are deduced
from the general conservation equation.
In the previous section we introduced the transport theorem that relates
instantaneous changes of a general property B of a material volume to instantaneous changes of B in a fixed control volume via the velocity field. In order now
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to express the conservation of the intensive property b in the system we need to
consider all possible ways in which b might enter or leave the control volume.
The options can be grouped under surfaces fluxes of b across the control surface
and sources or sinks of b within the control volume. Hence a general conservation
equation satisfies the following balance equation:
2

3 2
3 2
3
Change of b
non-convective flux
Source/sink of b
6
7 6
7 6
7
4 over time t 5 = 4 of b over time t 5 + 4 over time t 5
within the MV
across the CV
within the CV
Term I
Term II
Term III
Using the Reynolds transport theorem for a fixed control volume, Term I is given
by Eq. (2.4),
✓ˆ
◆ ˆ 
d
@
~ · (⇢U
~ b) dV.
Term I =
(⇢b)dV =
(b⇢) + r
(2.5)
dt
@t
MV
CV
~ b defines the convective flux and represents the transport of b by
The term ⇢U
the flow field,
~ b.
Jbconv. = ⇢U
(2.6)
Term II groups the physical phenomena that generate a flux of b across the
control volume surface, not driven by the flow field. We will consider di↵usion as
source of flux. Di↵usion is the mechanism where interaction on a molecular level
causes an influx or outflux of b. Di↵usion is distinctly di↵erent from convection
since it acts at a microscopic level there were convection is macroscopic transport
of mass across the surface of the CV. The di↵usion flux may be given by Fick’s
law
b~
Jbdi↵. =
rb,
(2.7)

with b the appropriate di↵usivity constant and the minus sign accounts for the
fact that the flux acts along the negative gradient (from high to low). The second
term can hence be written as,
ˆ
~ · ~n dS,
Term II =
( b rb)
(2.8)
S

where the additional minus stems from convention, the influx is given a positive
sign while the normal vector is defined pointing outwards. Again applying the
divergence theorem we have that,
ˆ
~ · ( b rb)dV.
~
Term II =
r
(2.9)
CV
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Term III comprises all the sources and sinks of b within the control volume,
ˆ
Term III =
Qb dV.
(2.10)
CV

Grouping all terms the general conservation equation for the intensive property
b is given by,
ˆ 
ˆ
ˆ
@
~ · (⇢U
~ b) dV =
~ · ( b rb)dV
~
(b⇢) + r
r
+
Qb dV,
(2.11)
CV @t
CV
CV
which can be rearranged into
ˆ 
@
~ · (⇢U
~ b)
(b⇢) + r
CV @t

~ ·(
r

b~

rb)

Qb dV = 0.

(2.12)

For the integral to be zero for an arbitrary control volume, the integrand must
be equal to zero, which yields the conservation equation in di↵erential form,
@
~ · (⇢U
~ b)
(b⇢) + r
@t

~ ·(
r

b~

rb)

Qb = 0,

(2.13)

or

@
~ · (⇢U
~ b) = r
~ · ( b rb)
~ + Qb ,
(b⇢) + r
(2.14)
@t
where from left to right we have the unsteady term plus the convection term
equals the di↵usion term plus the source term.

2.2.3

Conservation of mass

To deduce the conservation of mass equation it suffices to introduce the appropriate intensive property for b and appropriate di↵usivity constant for b into
the general conservation equation, Eq. (2.14). By definition b = 1 and hence also
~ = ~0). Since mass cannot be created nor
the di↵usion term becomes zero (r1
destroyed in this context, also the source term is zero. The conservation of mass
is therefore given by
@
~ · (⇢U
~ ) = 0.
⇢+r
(2.15)
@t
When no significant absolute pressure or temperature changes are present it is
acceptable to assume incompressible flow. Thus Eq. (2.15) boils down to
~ ·U
~ = 0.
r

(2.16)
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2.2.4

Conservation of momentum

Newton’s second law prescribes that in the absence of any external force acting
on a body, the total momentum is conserved. For the material volume of a
substance this withholds that the momentum of the specific volume can only
change in the presence of a net force acting on it. Since the intensive property
of momentum is velocity we have that,
@ ~
~ · (⇢U
~U
~ ) = f~net ,
(U ⇢) + r
@t

(2.17)

where f~net denotes the net force per unit of mass. The net forces can be divided
into body forces, e.g. gravitational force and surface forces. The surface forces
have two origins, i.e. pressure which acts normal to the surface and viscosity,
which is a stress tensor acting along the three dimensions on each orthonormal
face of the fluid volume. Using the general conservation equation, Eq. (2.14) as
a model we formulate the conservation of momentum equation as
@ ~
~ · (⇢U
~U
~) =
(U ⇢) + r
@t

~ +r
~ · (µr
~U
~)+Q
~ v.
rp

(2.18)

where the di↵usion term and the pressure forces are separated and all other viscosity related force contributions are grouped together with the body forces in
~ v . It must be noted that this is not trivial and may only follow
the source term Q
from first principles, which is not reported here. If additionally also incompressible fluid with a constant viscosity is assumed, the equation can be simplified
to
@ ~
~ · (⇢U
~U
~ ) = rp
~ + µr
~ 2U
~ + f~b ,
(U ⇢) + r
(2.19)
@t
~ 2 is the Laplacian operator and the source term reduces to the body
where r
forces.

2.2.5

Conservation of energy

The energy balance dictates that the rate of increase of energy in a fluid element
equals the sum of the net rate of heat transferred to the fluid element and the
net rate of work done on the fluid element.
The rate of work done by the forces acting on the fluid element is calculated
from the product of the forces (surface and body forces) times the velocity component in the direction of the force. The energy flux due to the heat transfer
is given by the net heat transferred over the faces of the element and may be
formulated as a di↵usion term following Fourier’s law.
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A concise form of the energy conservation equation in terms of temperature
is given by
@
~ · (⇢cp U
~ T) = r
~ · (k rT
~ ) + QT ,
(⇢cp T ) + r
(2.20)
@t
where cp is the thermal capacity of the substance and QT is the source term
which comprises the work done on the control volume and all sources and sinks
of energy. In this case the di↵usivity constant is given by the thermal conductivity constant k. Under the assumption of incompressible flow the source term
simplifies to
dcp
QT = q̇v + ⇢T
,
(2.21)
dt
where q̇v represents the rate of heat source or sink within the material volume
per unit of volume.
In this dissertation we will only be concerned with incompressible flows. Since
in that case there is no density variation, there is also no linkage between the
energy equation and the mass and momentum conservation equations. Hence
the flow field can be solved by considering the mass and momentum conservation
equations only and the energy equation needs only to be solved if the problem
involves heat transfer, which is not the case here.

2.3

Solving the system of PDEs

In order to numerically solve the set of governing PDEs, they must be approximated by algebraic equations. This is achieved by discretising the domain and
by applying an interrelationship between grid points, called a di↵erence scheme.
If the solution is time dependent (unsteady), the solving process will have to
march in time as well.
The solution is then obtained from solving the linear system of algebraic
equations, defined for every grid point and time step using matrix methods.

2.3.1

Discretisation

Discretisation requires dividing the computational domain in a grid of discrete
points. The volume attributed to every point is called a cell. The process
of discretising the domain is called meshing. Requirements on the size and
topology of the cells in order to obtain accurate results depend on the problem.
To avoid that the mesh topology influences the obtained solution it is general
practice to validate the solution by altering the mesh, in particular by increasing
the number of grid points. If the results remain within specified bounds, the
solution is mesh-independent or mesh-converged.
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The conservation equations need to be solved at the set of discrete grid points.
Hence the equations need to be discretised. Recasting the conservation equations
into discrete form can be achieved in multiple ways, e.g. using Taylor series
expansion (finite di↵erence method). More common, however, is to describe
the conservation of a property over the volume of every cell by integrating the
conservation equation over the control volume. Two general methods exist: the
finite-element (FE) and the finite-volume (FV) method. What method is used
is essentially decided when selecting a CFD software package. Very well known
commercial packages are ANSYS Fluent, NUMECA, COMSOL, etc. In this
dissertation we have opted for OpenFOAM. OpenFOAM is an open source CFD
package based on the finite-volume discretisation method. In the light of merging
techniques from the system identification community with fluid dynamics it was
a necessary requirement to have access to source codes in order to be able to
easily introduce highly specific excitation signals into the simulated domain. This
fact, along with the group’s previous experience with OpenFOAM has driven the
selection for the software package and hence the discretisation method (FV).
Obtaining the discretised conservation equations via the FV method involves
following steps:
1. Formulate the equation in integral form, integrating over the control volume. This yields the semi discretised form of the equation.
2. Use the divergence theorem, to transform the appropriate volume integrals
into surface integrals.
3. Replace the surface integrals by a summation over the control volume faces.
In this step, a first approximation is applied by approximating the fluxes
with the flux values at the centroid of the faces.
4. Obtain values for the fluxes at the centroid of the faces by approximating
the variation of the field variable between the cell centres neighbouring the
faces. This step introduces a second approximation of which the accuracy
depends on the number of neighbours used in the interpolation process.
Also the velocity field needs to be known in order to calculate the fluxes.
Obtaining the velocity field is discussed in section 2.3.3. For now we will assume
~ is known at the faces. Depending on what term of the conservation equathat U
tion needs to be solved, di↵erent interpolation schemes apply. For the di↵usion
term, the variation of the field variable is generally described using a central
di↵erence scheme, where neighbouring cells are weighted equally. For the convection term, however, the value at the upstream face will be dominated by the
upstream cell value. Therefore the upstream face value will be set equal to the
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upstream cell value instead of linearly interpolating in between cell values. The
resulting discretisation scheme is called the upwind di↵erencing scheme.
If the conservation equation is time-dependent, i.e. the unsteady term is
nonzero, a time marching scheme is applied. In this dissertation an Eulerian
(explicit) time discretisation with variable step size is applied. To ensure convergence, the maximum time step is bounded by the Courant condition:
Co =

u t
 Comax ,
x

(2.22)

with Co the Courant number, u the velocity component in the x-direction and
x the width of the cell (equation is written for a single dimension but can easily
be extended to 2D). Practically speaking, it provides an upper limit for t with
the limit case being Comax = 1 where the flow has crossed the entire cell within
one time step.
The final result of the discretisation process is an algebraic equation for each
cell in the domain.

2.3.2

Boundary conditions

In the previous Section we saw that using di↵erence schemes the PDEs can be
reformulated as a function of the values of the property in the neighbouring cells.
At the boundary of the domain, where no more neighbours can be consulted, the
system of equations is closed by introducing boundary conditions. Depending on
what boundary condition (BC) is satisfied, di↵erent solutions can be obtained,
even though the general equations remain the same. Proper selection of the
BC’s are therefore vital. For conduction/di↵usion problems, Dirichlet, Neumann,
mixed and symmetry boundary condition types are encountered.
To specify a boundary condition for a certain property b, either the unknown
value of b is defined at the boundary itself, or the gradient of b normal to the
bounding face is specified. If the value of b is specified, the boundary condition
is of the Dirichlet type. Specifying the normal gradient b is called a Neumann
boundary condition. The symmetry boundary condition of a scalar variable is
a special case of the Neumann BC where the value of the flux is set to zero.
Finally, the mixed BC refers to the situation where information at the boundary
is given via a convection transfer coefficient and a surrounding value of b.

2.3.3

Solving the discretised Navier-Stokes equations

Considering the conservation of momentum equation, Eq. (2.19), it can be seen
that both the velocity field and the pressure field appear in the equation. Yet,
both fields are initially unknown. In the case of incompressible flow, the density is
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constant and hence cannot be linked to pressure. In this case, coupling between
pressure and velocity in the momentum equation introduces a constraint on
the flow field, or in other words, if the correct pressure field is applied in the
momentum equation, the resulting velocity field should satisfy the continuity
equation. Hence the velocity and pressure field are found using an iterative
approach based on a guess-correct principle.
One such iterative algorithm is called SIMPLE (Semi Implicit Method for
Pressure Linked Equations). SIMPLE is an algorithm which can be used for
steady flows. An extension for unsteady flows is provided by the PISO (Pressure
Implicit with Splitting of Operator) algorithm. The SIMPLE solution proceeds
by providing an initial guess for the velocity and pressure field. At any iteration,
first the velocity field is solved, satisfying the momentum equation where the
pressure field is still based on values of the previous iteration. The computed
velocity field satisfies the momentum equation but not necessarily the continuity
equation since the pressure field used was not exact. To ensure that the velocity
and the pressure field satisfy the continuity equation, a correction is sought.
This is done by introducing the pressure in the continuity equation and deriving
a pressure correction equation. For details the reader is referred to [74].
In the PISO algorithm one iteration of the SIMPLE algorithm is followed
by a number of iterations in which the momentum equation is solved explicitly
and then corrected on the basis of the latest found coefficients. In the PIMPLE
algorithm, SIMPLE and PISO are merged into one.
Independent of the solving algorithm (PISO, SIMPLE, PIMPLE) that seeks
convergence of the field variables, the ultimate operation required in each step
is solving the system of algebraic equations obtained for every cell. This matrix
inversion problem can be solved by any matrix method, e.g. Gauss elimination
or Cramer’s rule. More advanced techniques have however been developed, significantly reducing memory usage. In Chapter 5 some specifics on the default
linear solver, which is also based on an iterative procedure (not to be confused
with the PIMPLE solver-level) of OpenFOAM are provided.
To summarise, solving the Navier-Stokes equations requires discretisation of
the domain. This process is called meshing. Additionally, also the governing
conservation equations need discretisation. A possible manner is by using the
finite volume discretisation approach. As a result, the PDEs are transformed into
algebraic equations for each cell of the domain. Since the field variables pressure
and velocity appear both in the momentum equation an iterative solving strategy
based on a guess and a correction step is used in order to converge to accurate
estimates of both. Finally, in every step of the solver, the linear system of
algebraic equations is solved by matrix methods.
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Residuals of the solution

Substituting the initial velocity field and the guess pressure field will generally
not satisfy the momentum equation. The mismatch between left and right hand
side is what is called the momentum residual. In the previous section it was
mentioned that solving the linear system of equations is an iterative process. If
the iteration sequence is convergent, the residual should decrease, indicating an
improvement of the solution. In practice, due to a finite precision, the residuals
will never approach zero. Instead, the iterative procedure is ended when the
residuals have fallen below a threshold, also called tolerance level. The total
residual, which is the monitored quantity, is calculated as the sum of absolute
values (to avoid cancelation between cells) of the residuals at every node. This
is done for all conserved quantities within a cell.
Monitoring the residuals is a necessary requirement to assure numerical convergence, but it does not guarantee that the solution represents reality. Therefore
a validation of the solution on the basis of some quantities of interest (comparing
to trusted literature) must always be conducted.

2.4

Conclusion

In this chapter, the general mathematical form of a conservation equation was
discussed. Next the conservation equations governing incompressible Newtonian
fluids were presented in Eulerian form. Solving the set of PDE’s requires a
discretised form. To that end the finite volume discretisation was briefly introduced. Following appropriate di↵erencing schemes, a linear system of algebraic
equations is obtained, solvable as a matrix inversion problem. Additionally, the
necessity of boundary conditions and the possibility of monitoring convergence
on the basis of the residuals was discussed.

3

State-of-the-art modelling of
vortex-induced vibrations and
motion-induced forces
In this chapter an overview of the most prominent modelling strategies for VIV is
provided. Attention is devoted to listing their strengths and weaknesses in order
to provide a reference for the present work. Finally, the current implementation
of VIV models in industry is explored.
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The classical models for VIV can be subdivided into 3 main categories:
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• wake-oscillator models
• single-degree-of-freedom models
• force decomposition models.
Two force decomposition models were already discussed in Section 1.2.4. Since
they are best suited to conceptually understand the relationship between vortex
shedding and corresponding forces, rather than applicable as predictive models
for VIV, they are not addressed in this chapter. Additionally, we will discuss
the models for VIV acquired using system identification techniques as a separate
category. We want to stress that this chapter does not provide an exhaustive list
of VIV models.
Because most models are constructed in an academic context, i.e. without
complying to explicit industrial-user requirements, there tends to be a large
spread on the applicability of the models. Models can range from being merely
phenomenological to highly accurate under precisely specified conditions. A
comprehensive review on VIV modelling is provided in [35].
In order to situate the work in the existing state of the art, the prime objective is repeated here: we want to build a model that accurately, i.e. not only
phenomenologically, describes the relationship between the displacement of an
oscillating circular cylinder in cross-flow and the corresponding fluid loading onto
the cylinder in the direction of displacement. Moreover we want the model to
span a reasonable part of parameter space covering an area both inside and
outside the lock-in region with a single set of identified parameters.

3.1

Wake-oscillator models

When wake-oscillator models are used to describe VIV they are usually represented by a structural and a fluid oscillator equation, acquired independently,
and used in a coupled configuration to predict the response of the combined
fluid-structure system. Notice that the objective of this dissertation is obtaining
a model for the fluid oscillator equation.
Bishop et al. [10] are credited for being the first to describe the fluid as a
nonlinear oscillator. In [86] a review of the wake-oscillator approach is provided.
Essentially, the nonlinear ODE is constructed in order to mimic the experimentally observed behaviour. Using data, the coefficients are tuned to obtain a
model which matches as well as possible with the observations.
Given that VIV are self-excited yet self-limited oscillations, it has been suggested to add both a positive and a negative (possibly nonlinear) damping term.
In early work of Hartlen et al. [42] the following coupled set of equations was
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proposed,
ÿ ⇤ +2⇣ ẏ ⇤ + y ⇤ = a⌦2St cy
c̈y

"⌦St ċy +

3

⌦St

(ċy ) +

⌦2St cy

(3.1a)
⇤

= bẏ ,

(3.1b)

with y ⇤ the normalised displacement given by y/D, ⇣ the fraction of critical
damping and ⌦St = 2⇡fSt . Here, overdots denote the derivative with respect to
non-dimensional time (2⇡fn t). Coefficient a is a known constant,
a=

⇢D2 L
,
8⇡ 2 St2 m

(3.2)

with L the length of the circular cylinder.
Eq. (3.1a) is the structural oscillator equation and Eq. (3.1b) is called the fluid
oscillator equation. In the present form, Eq (3.1b) is also known as Rayleigh’s
equation [76]. Combining the first and the last term of the left hand side of
Eq. (3.1b) results in a natural frequency of the fluid oscillator equal to fSt when
the displacement is zero,
c̈y + ⌦2St cy = 0.

(3.3)

Of the unknown parameters, ", and b, only two must be chosen to provide the
best fit since " and are related through the amplitude of cy observed for the
1
stationary cylinder, cy0 = (4"/3 ) 2 . The set of Eqs. (3.1a) and (3.1b) were found
to qualitatively describe the observed response during lock-in configuration.
In many studies ever since, a nonlinear oscillator, related to Eq. (3.1b), known
as the Van der Pol equation, has been the starting point of the wake-oscillator
models [29, 58, 60]. In more recent work the coupling term (right hand side of
Eq. (3.1b)) between both equations was studied [32]. It was suggested that the
fluid oscillator equation satisfied the Van der Pol equation given by,
c̈y + "⌦St (c2y

1)ċy + ⌦2St cy = F,

(3.4)

with the right hand side being a forcing or coupling term, related to the structural oscillation. Three options for F were studied: F = Ky ⇤ called the displacement coupling, F = Lẏ ⇤ , being the velocity coupling and F = M ÿ ⇤ , the
acceleration coupling. It was found that the displacement and velocity coupling
fail to predict the lift phase seen in experimental results. Additionally, the displacement coupling fails to predict the magnification of cy at lock-in. Moreover
both the displacement and the velocity coupling provided poor predictions at
low mass-damping parameters. The authors of [32] concluded that the acceleration coupling succeeded in qualitatively modelling the features of VIV. Despite
this fact, the velocity coupling appears to be most frequently used ([35] and the
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models presented therein). Eq. (3.4) with a velocity forcing term as right hand
side will form the subject of Chapter 7.
Although insightful, the wake oscillator models, as presented above, do not
fulfil the objectives put forward in this dissertation, i.e. they lack accuracy. As
illustration the obtained maximum oscillation amplitude and relative frequency
for the three coupling terms studied in [32] are compared to experimental results
in Fig. 3.1a and Fig. 3.1b. The frequency obtained from the acceleration coupling
provides a good match, the amplitude is however clearly o↵.
An excellent reference on nonlinear modelling of aeroealstic problems using
ODEs is provided by [28].

3.2

Single-degree-of-freedom models

Contrary to the wake-oscillator models, the single-degree of freedom (sdof) models are single equation models. In most general form one has
mÿ + cẏ + ky =

1 2
⇢U Dcy (y, ẏ, ÿ, fSt , t),
2

(3.5)

where the right hand side is an aeroelastic forcing function. Constructing a
meaningful sdof model will hence, similarly to the wake-oscillator models, come
down to obtaining an appropriate expression for the oscillatory force coefficient
cy .
In Section 1.2.2 one such sdof model was already studied. There a solution
to Eq. (3.5) was sought especially for locked configuration where both the displacement and cy can be reasonably well approximated by a sinusoidal form at
a common frequency, and with the force leading the displacement. Introducing
this solution into Eq. (3.5) yielded expressions for the prevailing frequency and
maximum amplitude in terms of the structural parameters and the fluid velocity (Eq. (1.8) and (1.9) respectively). A similar approach to approximating the
behaviour during lock-in was used by, amongst others, Khalak and Williamson
[54].
Christensen et al. [21] developed an sdof model able to describe the response
of a freely vibrating cylinder during lock-in events. They described a lock-in
event as the period of time during which unsteady (for instance turbulent) flow
induced a substantial increase in amplitude of oscillation. In a typical realisation (turbulent fluctuating wind), lock-in events will occur randomly. Due
to feedback, such an event can last for many cycles, during which there exists
synchronisation between the shedding frequency and the oscillation frequency.
Eq. (3.5) was presented in the following form,
ÿ + a1 ẏ + a2 ẏ 3 + a3 ẏ 5 + qy = 0,

(3.6)
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(a)

(b)

Figure 3.1: Validation results of the wake oscillator model of Facchinetti et al.
(a) Relative maximum amplitude y0 = ymax /D as a function of the reduced
velocity. (b) f ⇤ = f /fSt as function of the reduced velocity. Solid line is the
acceleration coupling, dashed line is the velocity coupling and dotted line is the
displacement coupling. Black dots are experimental data of [38]. Figure was
taken from [32].
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Figure 3.2: Modelling results from the sdof model of Christensen et al. Comparison between the measured data (solid line) and the estimated amplitude during
the estimation (dashed line). Figure was taken from [21].

3

5

with a1 = 2⇣!n + ↵1 /U , a2 = ↵2 /U , a3 = ↵2 /U , q = !n2 + ↵4 /D and the
↵’s to be identified parameters. Overbars denote mean values. The odd fifth
order damping term was suggested from plotting the derivative of the amplitude
against the amplitude itself during a lock-in event and fitting the curve in least
squares sense. The parameters a1 , a2 , a3 and q are subsequently identified using
a linear method (linear in the parameters problem). They presented a recursive
state variable filter identification approach of which the details are omitted here.
Interesting about the recursive method is that it enables to monitor convergence
of the parameters as the algorithm proceeds in time.
Applying their method to experimental data from wind tunnel tests, they
were able to obtain a reasonable fit to the training data. In Fig. 3.2 the estimation
results are shown. It remains unclear to what extent their model would be able
to reproduce an unseen validation experiment since it was shown that not all
parameters converged equally well.
Chen et al. [20] used unsteady flow theory to predict the structural response.
The theory is based on representing the motion-dependent fluid force components that act on the cylinder as a composition of an inertial term, attributed
to the added mass e↵ect, a fluid damping term and a fluid sti↵ness term both
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with corresponding coefficients. The fluid force coefficients are then determined
by measuring the forces during imposed cylinder oscillations. The obtained coefficients are a function of fluid flow velocity, excitation frequency and excitation
amplitude. With their model they are able to calculate the response in case
when data of the fluctuating lift force is available.

3.3

System identification approaches

Although the models obtained by means of system identification can generally
also be classified as wake-oscillator or sdof-models, they are treated separately
in this section. A distinction is made between linear and nonlinear modelling
techniques.

3.3.1

Linear methods

Given the maturity of the field, linear system identification techniques have found
their way to a variety of applications, including unsteady aerodynamics. In [22]
a transfer function approach was used to model the dynamics of a slung load
(blu↵ body) of a helicopter. A first-order rational polynomial transfer function
was found adequate to provide a good match with flight test data.
In [97] the best linear approximation method was first applied to model the
unsteady forces acting on an oscillating circular cylinder in cross-flow. This
method will be discussed in detail in Section 4.5.1.
In the recent work of Zhang et al. (2015) [127] a linear state-space model is
coupled to a structural equation in order to simulate the response of a freely
vibrating cylinder. Given the strong relation with the model structure used in
this dissertation, the remainder of this section is devoted to their work. The
objective is to identify a reduced-order model for the unsteady aerodynamics for
the incompressible flow past a vibrating cylinder at low Re. They used data
obtained from CFD simulations in order to construct an autoregressive with
exogenous input (ARX) model. It is a single-input-single-output discrete-time
model in which a linear combination of inputs and outputs at previous time steps
(feedback) is used to predict the output at the next time step. The displacement
of the cylinder in the cross-flow direction is considered as the input and the lift
coefficient as the output. By introducing a state vector containing previous input
and output values, the model is cast in a state-space form.
They rightly pointed out that signal design is the key element in dynamics
modelling. The frequency range should include the modes that need to be excited
and the amplitude must be limited in order for any linear relationship to hold. As
training data, a chirp signal was used as imposed displacement of the cylinder
(Fig. 3.3). Since it is known that it is hard to identify a linear model from
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Figure 3.3: Chirp training data signal used for training of the model by Zhang
et al. The Strouhal frequency lies within the excited band. The excitation
corresponds to the imposed motion of the cylinder, denoted with h.

fully developed unsteady vortex flow, they used data obtained from solving the
governing equations with exclusion of the unsteady terms. Two models were
identified, one at the subcritical Re = 45 and one at the supercritical Re = 60.
They compared the output of their obtained models to data obtained from direct
numerical simulations (DNS) of the exact same chirp. Good agreement was found
between the model and the DNS data.
As validation, the output of the model was compared to DNS data for two
imposed motions at normalised frequencies 0.5 and 0.8 and at low normalised
amplitude (A/D = 0.025 for Re = 45 and A/D = 0.001 for Re = 60). At
subcritical Reynolds number the predictions of the model exactly match those
of the DNS. In the supercritical regime, the model is only valid during the initial development stage of the wake. Eventually vortex shedding will dominate
and nonlinear limit-cycling states arise, which cannot be captured by the linear
model.
Similar to the wake-oscillator approach, the obtained linear state-space model
can be coupled to a structural oscillator model. Hence a linear coupled model
is obtained for an elastically suspended cylinder. They found that two lock-in
states existed, characterised on the basis of the eigenvalues of the coupled system.
• Resonance-induced lock-in occurs when the natural frequency of the cylin-
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der approaches the eigenfrequency of the uncoupled fluid model.
• At high natural frequencies, a coupled-mode flutter exists, manifested by
simultaneous instability of the structural and the fluid model.
They were able to accurately predict the onset reduced velocity marking the
boundaries of lock-in on the basis of their coupled model.

3.3.2

Nonlinear methods

Winter et al. [123] constructed a nonlinear fluid model relating aerodynamic
loading on oscillating submerged bodies. As input they considered the imposed
motion of the structure along its degrees of freedom and the output is a vector of
local pressure coefficients along the CFD surfaces. As illustration they applied
their method to a wing. In their method, the measured data is efficiently represented using proper orthogonal decomposition (POD). The outputs, represented
in terms of the POD coefficients, are related to past values of the input and
past values of the output in a NARX (nonlinear autoregressive with exogenous
inputs) configuration. The nonlinear functions relating past values of inputs and
outputs where approximated using a local linear neuro-fuzzy model. To train
the model an amplitude-modulated pseudo-random binary signal (APRBS) was
chosen for its high information content per signal length (large frequency spectrum and amplitude range). In their example the imposed motion corresponded
to a changing pitch angle.
They compared the pressure distribution along the span of the wing to data
obtained from CFD simulations and found good agreement in most cases. In the
example case, high subsonic and transonic flow about the wing was studied. It
would be interesting to see how well the approach handles low Reynolds number
vortex shedding phenomenon.
Wang et al. [118] tackled the full blown VIV problem, i.e. they modelled the
fluid structure interaction of an elastic circular cylinder free to oscillate both
inline and in the cross-flow direction. They constructed a nonlinear fluid force
model to replicate the flow-induced forces along the cylinder span.
In the construction of their nonlinear fluid model they explicitly incorporated
the higher harmonic frequency contributions present in both force and displacement (when interaction between structure and fluid is allowed). They point
to the existence of the harmonics as evidence for the nonlinear nature of the
fluid-structure interaction.
It was shown that solving the equation of motion in an iterative manner,
higher harmonics enter the displacement, even when started from a single harmonic forcing term at fSt as initial condition. Given the fundamental importance
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Figure 3.4: Lift and drag forces acting on an oscillating cylinder in a uniform
flow. Figure was taken from [118].

of harmonic contributions in VIV (see Section 5.4.2 and generally in Chapter 6)
their origin, in accordance with [118], is discussed here.
In Fig. 3.4 a force diagram is presented in the case of an oscillating cylinder.
While oscillating, the lift and drag force will no longer coincide with the y and
x axis, respectively. Hence the force coefficients can be expressed as
cx (t) = cd (t) cos ✓(t)

cl (t) sin ✓(t),

(3.7a)

cy (t) = cd (t) sin ✓(t) + cl (t) cos ✓(t).

(3.7b)

In accordance with [118], we define the relative velocities in x- and y-direction as
Ẋ = Ẋ/U1 and Ẏ = Ẏ /U1 , with X and Y the relative displacements (relative
to D). Then,
✓ = acrtg

Ẏ (t)
1 Ẋ(t)

!

,

(3.8)

where the denominator stems from the vector sum of the inlet velocity and the
velocity in the x-direction, divided by U1 . Since in general the velocity of the
cylinder is small compared to U1 and the displacements are smaller than D,
Ẋ(t) and Ẏ (t) are smaller than 1, and ✓ is very small. Therefore following
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approximations can be made,
Ẏ (t)
sin ✓(t) = q
⇡ Ẏ (t),
Ẏ (t)2 + (1 Ẋ(t))2

1 Ẋ(t)
cos ✓(t) = q
⇡ 1.
Ẏ 2 (t) + (1 Ẋ(t))2

(3.9a)

(3.9b)

Hence Eq. (3.7) can be simplified to

cx (t) = cd (t)

cl (t)Ẏ (t),

(3.10a)

cy (t) = cd (t)Ẏ (t) + cl (t).

(3.10b)

From hereon we will only consider the displacement in the y-direction (a similar
approach can be applied to x-direction). As equation of motion in the y-direction
one has,
cy (t)
Ÿ (t) + 2⇣!n Ẏ (t) + !n2 Y (t) =
,
(3.11)
2m⇤
with !n the angular natural frequency, ⇣ the fraction of critical (structural)
damping and m⇤ the mass ratio. The iterative solving of the equation of motion
starts by considering the stationary cylinder. In that case we have that the lift
force acts at fSt and the drag force at twice fSt (see Section 1.1),
cd (t) = cd + cD sin(2!St t +
cl (t) = cL sin(!St t +

d ),

l ).

(3.12a)
(3.12b)

with l and d the phase angles by which the lift and drag lead the transverse
displacement of the cylinder, which will only become meaningful in the second
iteration, cd is the mean value cd and cL and cD are the amplitudes of the lift and
drag forces respectively. In the stationary case, cy = cl and cx = cd . Therefore,
cx (t) = cD0 + cD0 sin(2!St t +
cy (t) = cL0 sin(!St t +

l ).

d ),

(3.13a)
(3.13b)

Substituting in the equation of motion Eq. (3.11) the response can be calculated,
Y (t) = Ymax sin(!St t)

(3.14)

Once the displacement is induced, the force diagram of Fig. 3.4 becomes appropriate and hence Eqs. (3.13) are no longer valid. Instead, Eqs.(3.10) describe the
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force coefficients by introducing the current velocity, Ẏ = !St Ymax cos(!St t),
cx (t) = cd (t)

cl (t)!St Ymax cos(!St t),

(3.15a)

cy (t) = cd (t)!St Ymax cos(!St t) + cl (t).

(3.15b)

Substituting Eqs. (3.12) in Eqs. (3.15) yields,
cx (t) = [cd + cD sin(2!St t +

d )]

[cL sin(!St t +
cy (t) = [cd + cD sin(2!St t +

d )][!St Ymax

l )][!St Ymax

cos(!St t)],

cos(!St t)]
+ [cL sin(!St t +

l )].

(3.16)

(3.17)

From the expansion of Eq. (3.17) it can be seen that the product of sine and
cosine terms will yield higher harmonic terms,
1
3
cy (t) = Cm
sin(!St t) + Cd1 cos(!St t) + Cm
sin(3!St t) + Cd3 cos(3!St t),

(3.18)

1
3
where the coefficients of corresponding terms have been grouped in Cm
, Cd1 , Cm
3
and Cd . The coefficients with subscript m are related to the displacement and
the acceleration of the cylinder and can hence be considered as fluid sti↵ness
and fluid inertia (added mass). Similarly, those with subscript d are related
to the velocity of the cylinder and represent fluid damping. Notice that cy
contains only odd harmonic terms, which confirms why odd nonlinear functions
have been so frequently used in VIV models (Eq. (3.1b), (3.4) and (3.6)). If the
iteration process is continued, the third harmonic force component will enter the
displacement, eventually introducing additional higher harmonics. The present
model can hence be regarded as a marching process in the frequency domain.
If the oscillation is stable, the series of odd harmonics of cy asymptotically
converges to

cy (t) =

1
X

(2k
Cm

1)

sin[(2k

(2k 1)

1)!St t] + Cd

cos[(2k

1)!St t].

(3.19)

k=1

Next they extended the model to the more general case of a finite elastic
cylinder in cross flow by modelling its vibration by the Euler-Bernouilli beam
theory. The force components of the proposed model can be evaluated by spectral
analysis of time histories of the fluid forces. Alternatively, they can be derived
indirectly from the measured data of cylinder vibration. The details of evaluating
the force coefficients can be consulted in [118].
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The proposed method was applied to experimental data of freely vibrating
cylinders. After the force coefficients were evaluated the model was used to
predict peak values of maximum displacement. It was found that the force coefficients obtained from one case cannot directly be used to predict the vibrations
of a case where the mass ratio and structural damping might be di↵erent. To
account for these di↵erences empirical equations in terms of m⇤ and ⇣ (second
order polynomials) were derived on the basis of available data. Hence the peak
values could be recalculated. After correction the accuracy depended strongly
on the experiment, ranging from less than 1% up to 63%.
An important restriction on their nonlinear fluid model is the assumption of
small oscillation velocities, made in Eq. (3.9).
In Zhu et al. [128] the above introduced nonlinear fluid model was used in
combination with the unsteady flow theory of Chen et al. [20] in order to account
for the vortex-induced forces and the motion-depended forces, respectively.

3.4

Tools in industry

• SHEAR7: mode superposition, VIV response prediction programme developed by prof. Vandiver at MIT [16]. It is used to evaluate modes likely
to be excited by vortex shedding and estimate the response in uniform or
sheared current flows. The response prediction includes rms displacement,
velocity, acceleration, rms stress and fatigue damage rate as well as local
drag amplification coefficient. Sections bearing VIV suppression devices
may also be modelled.
The solution technique combines modal analysis with power-balance iteration. The physical assumption is that power input by the lift force and
power output through damping should be in balance in a steady state response. Starting from initial values, the program finds the lift and damping
coefficients in a balanced state from iteration and lift coefficient curves. In
practice, cl is listed as a function of A/D and reduced velocity. The value
to be used is found from a smooth curve constructed on the basis of characteristic values, e.g. the maximum of cl , cl = 0, etc.
• VIVANA: a hydrodynamic model based on empirical coefficients is used
in conjunction with a structural finite element model. The lift coefficient
is a function of the response amplitude and response frequency (similar
to SHEAR7) [112, 61]. The program provides identification of dominating
and possible response frequencies, excitation and damping zones, response
amplitudes, calculation of fatigue and damage and calculation of drag amplification.
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3.5

Conclusion

In this chapter a number of modelling strategies for VIV have been discussed.
Studying the wake-oscillator models, insight was gained in how the defining
properties of VIV, e.g. autonomous oscillation, a synchronised regime and self
limited amplitudes, can be built into seemingly simple ODE’s. Both in the wakeoscillator and in the sdof-models, the Van der Pol equation appeared frequently
as a candidate nonlinear model. Therefore, in Chapter 7, the nonlinear system
identification technique which forms the core of this dissertation will first be
tested on the Van der Pol system before applying it to data of VIV. It was
however noticed that both the wake-oscillator models and the sdof-models are
mostly phenomenological models rather than accurate prediction models.
Additionally, some system identification approaches were discussed. A noteworthy linear state-space model based on the ARX method was proposed by
Zhang et al. [127]. Interesting to notice is how much of the dynamics of a
VIV system could be explained by coupling the linear state-space model to a
structural oscillator. It is however clear that describing the inherently nonlinear
aerodynamics with a linear model strictly limits the amplitude range.
In very recent work by Winter et al. (2016) [123] an efficient reduced-order
model of aerodynamic loading was constructed from CFD data. They showed
good agreement with CFD validation data of pressure distributions along the
span of a wing in subsonic and transonic flows.
Interesting results were presented by Wang et al. [118] who obtained a nonlinear fluid model based on an iterative identification algorithm. They showed
how higher harmonic contributions enter cy and, if coupling of the fluid and
the structure is allowed, eventually enter the displacement. A reasonably good
agreement with experimental results was reported. A disadvantage of their approach is that the force coefficients of the nonlinear fluid model are obtained from
free vibration data although the model does not explicitly take into account any
structural parameters. Attempts at correcting the results by introducing knowledge of these parameters was successful although based on a limited amount of
experimental cases.
Two similar software packages, available for industrial use were briefly discussed. Interesting to notice is the rather simple lift coefficient models that are
used (based on tabulated values).

4

Nonlinear state-space models
In this chapter the discrete-time nonlinear state-space model structure is introduced. The methodology to identify such a model is set out and a specific approach
on dealing with nonlinear optimisation is discussed.
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CHAPTER 4. NONLINEAR STATE-SPACE MODELS

Introduction to ODEs in state-space form

A state-space model represents a system which is described by an nth order
(possibly multi-variate) ordinary di↵erential equation (ODE), by a set of first
order di↵erential equations of intermediate variables, usually denoted by x(t),
called the state variables.
F (t)
y(t)
m
c

k

Figure 4.1: Mass-spring-damper system with m, the mass, k the sti↵ness of the
spring, and c the damping coefficient. The force acting at the centre of mass is
denoted by F (t) and the corresponding displacement is y(t).

Let us, as illustration, rewrite the governing ODE of the classical mass-springdamper system in state-space form. The considered system is depicted in Fig.
4.1 and described by:
mÿ + cẏ + ky = F,
(4.1)
where for simplicity the time dependency was omitted.
This is a second order ODE, hence it can be rewritten in a set of two first
order di↵erential equations. To that end we select two variables from the left
hand side of Eq. 4.1 as state variables. Since this choice is not unique, also the
state-space model will be non-unique.
" # " #
x1
y
Let x1 = y and x2 = ẏ, such that x =
=
, then
x2
ẏ
cx2 kx1
(4.2a)
m
We can now rewrite the dynamic system Eq. (4.1) into a dynamic set of equations
in terms of the state variables. In vector form we get:
" # " # "
#" # "
#
ẋ1
x2
0
1
x1
0
=
=
+
F
(4.3)
ẋ2
ẋ2
k/m
c/m x2
1/m
ẋ2 = ÿ =

F
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If we consider F to be the input and denote it with u, and the displacement y
to be the output we have that
" #
x1
y = x1 = [1 0]
= Cx,
(4.4)
x2
and we arrive at the state-space equations:
⇢

ẋ = Ax + Bu

(4.5a)

y = Cx,

(4.5b)

where Eq. (4.5a) is called the state equation and Eq. (4.5b) is the output equation. In most general form a linear continuous-time state-space model is given
by:
⇢
ẋ = Ax + Bu
(4.6a)
y = Cx + Du,

(4.6b)

In Fig. 4.2 the relation between input and output of state-space models is drawn
schematically.

D

u

B

+

.
x

x

s-1

C

+

y

A
Figure 4.2: Schematic flow chart of the input-output relation in a continuous
time state-space model [13]. Here s is the Laplace variable.
A discrete-time equivalent of Eq. 4.6 is given by [50]:
⇢

x(k + 1) = Ax(k) + Bu(k)
y(k) = Cx(k) + Du(k),

(4.7a)
(4.7b)

where k denotes the time index. If the data are sampled with a sampling period
Ts , u(k) is the sample of the input at time instant t = kTs . These equations will
form the basis for the nonlinear state-space structure of Section 4.2.
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Linear state-space models are particularly used for control applications since
it is a convenient model structure to deal with in computer aided control design.
To identify the model linear subspace algorithms can be used [114].

4.2

Extending the linear state-space structure to
nonlinear state-space equations

To be able to work with a data-based black-box modelling approach, the model
structure has to be flexible enough to cover the problem of interest. The Polynomial Nonlinear State-Space (PNLSS) structure [83] is able to provide such
flexibility. An additional advantage of the state-space representation is that it is
very well suited to incorporate multiple-inputs and multiple-outputs (MIMO).
The nonlinear state-space model structure is defined as a classical linear statespace model where the state and the output equation are extended with some
nonlinear functions f and g (Eq. (4.8)). The model is built in discrete time. To
maintain a nomenclature suited to the model to be built, cy is used as output
variable and y is the input, which corresponds to the displacement of the cylinder
in the y-direction. Selecting the input and output variable was already addressed
in Section 1.4.1.
(
x(k + 1) = Ax(k) + By(k) + f (x(k), y(k))
(4.8a)
cy (k) = Cx(k) + Dy(k) + g(x(k), y(k))

(4.8b)

When the linear part is of nx -th order (nx state variables), the state vector x(k)
2 Rnx , the input vector y(k) 2 Rny with ny equal to the number of inputs and
cy (k) 2 Rncy , which is the vector of all the ncy outputs. From hereon only the
SISO case is considered where ncy = ny = 1. Correspondingly, the dimensions
for the matrices of coefficients become: A 2 Rnx ⇥nx , B 2 Rnx ⇥1 , C 2 R1⇥nx ,
D 2 R1⇥1 .
In the PNLSS case, the nonlinear functions f and g are expanded in monomial
basis functions, i.e. multivariate monomials. In vector notation, a polynomial can
be written as the product between a vector containing a set of coefficients for
the considered terms and a vector of monomial basis functions. Hence Eq. (4.8)
can be rewritten as:
(
x(k + 1) = Ax(k) + By(k) + E⇣(k)
(4.9a)
cy (k) = Cx(k) + Dy(k) + F⌘(k)

(4.9b)

where vectors ⇣(k) 2 Rn⇣ and ⌘(k) 2 Rn⌘ contain nonlinear monomials in x(k)
and y(k). The monomials, and thus also the polynomial functions range up to a
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chosen degree p for the state equation Eq. (C.1a) and q for the output equation
Eq. (C.1b). Generally, the first degree is omitted since these contributions are
already covered by the linear part of the structure.
The monomials ⇣(k) and ⌘(k) are formed as cross products between the input
and the state variables raised to a chosen degree. Since a priori it is not known
what basis functions will contribute to the desired input output relationship,
a variety of functions are proposed. One way of generating such a set is by
constructing all the combinatorial options of cross products between states and
input of which the total degree, i.e. the sum of the degrees of the individual
factors, satisfies a given total degree. An example of an element in ⇣(k) is given
by:
nx
Y
⇣g,h1 ,...,hnx (k) = y g (k)
xhi i (k)
(4.10)
i=1

P nx
with the total degree of the monomial satisfying the condition: g + i=1
hi 2
{0, 2, 3, ..., p} with [g, hi ] 2 N [83]. Therefore E 2 Rnx ⇥n⇣ and F 2 Rnx ⇥n⌘ , with
n⇣ and n⌘ the number of combinatorial products between the states and the
input, satisfying the condition on the total degree of the monomial up and till p
for ⇣ and q for ⌘.

4.3

Experiment design

Of utter importance is the selection of appropriate excitation signals for the
identification process. The set of selected signals, along with the corresponding
outputs, will be called the training data set. These data must contain ‘sufficient’
information of the dynamics of the system.
The goal is to design a dataset with the property that if the model is tuned
accurately to these data, the model equations contain the set of solutions, characteristic to the system, which we require the model to contain. The subtle
formulation adopted here is needed in the framework of nonlinear identification
since nonlinear systems can have multiple solutions of which some are more likely
to be encountered under normal operation than others. Claiming that the model
should capture all possible solutions is therefore unnecessary from an application point of view and moreover, depending on the system, hard to achieve in
practice.
What can be considered as containing ‘sufficient’ information is system dependent. Linear systems are uniquely defined by their transfer function. Identifying
a (nonparametric) transfer function comes down to assigning a certain gain and
phase to corresponding couples of the terms of the Fourier series of the input and
the output. It is therefore sufficient to apply an excitation at the frequency lines
of interest and calculate the output-input ratio of the DFT spectra, regardless
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of the phase or amplitude of the applied excitation at the given frequency line.
Noisy measurements of input and output data will require a rigorous statistical
framework to ensure consistent and unbiased estimates of the model parameters,
however, if the underlying system is linear, there will exist only a single solution
which will be observed over the frequency range of the applied input.
In the case of nonlinear systems, it is possible that a certain frequency range
contains multiple solutions [28]. Which solution is obtained will depend not only
on the applied frequency but also on, amplitude and on the state of the system,
which carries information of the solution at previous time steps. It will in this
case no longer be sufficient to only require of the input that it covers a certain
frequency range. We will hence need to design an input sequence of which the
output fulfils the requirement of attaining the required set of solutions. This has
proven to be a challenging task (See Section 7.5).
It follows from the previous that in the case of nonlinear identification, the
model estimate will be conditioned upon the applied training data. This conditioning will form one of the prime sources of errors when applying the model.
The selection of an adequate training set for identification of the variable of
interest in this dissertation, cy , is discussed in Section 8.2. In what follows, the
considered excitation signals are defined (Section 4.3.1).

4.3.1

Random-phase multisines

As input signal, y(t), one option is to use random-phase multisines [89]. These
signals correspond to a sum of N harmonically related sines, i.e. integer multiples of a base frequency, f0 , and with a user-defined amplitude spectrum, An .
The phases n are random variables from a uniform distribution between 0 and
2⇡. Signals that have been given a set of randomly selected phases are called
realisations of the mutlisine. One can thus obtain multiple realisations of a given
multisine with equal frequency content and amplitude spectrum but varying
phase content. In the time domain this corresponds to:
N
1 X
y(t) = p
An sin (2⇡nf0 t +
N n=1

n)

with

n

⇠ U [0, 2⇡[.

(4.11)

These signals are of particular interest when exciting nonlinear systems [27]. Due
to the random selection of the phases, the nonlinear nature, i.e. the distribution
of energy at harmonic frequencies (illustrated in Section 6.6), will also present
itself in a random way. An output response can, in other words, be considered
composed out of two parts, one containing the linear response to the input and
one comprising all nonlinear response. The randomness (zero mean distributed)
of the stochastic nonlinear contributions along with the periodicity of the signal
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can be exploited to eliminate the stochastic nonlinear response from an output
sequence, which is the keystone of the best linear approximation (Section 4.5.1).

4.3.2

Swept sines

An alternative to multisine excitations are sine sweeps [103]. Sine sweeps are
periodic signals that continuously vary in frequency between two limits. They
typically have lower crest factors than multisines but at the expense of less
flexibility in the amplitude spectrum [89]. Linear frequency sweeps are given by:
y(t) = A sin((at + b)t),

(4.12)

with the coefficients being:
• a = ⇡(f2

f1 )fF , Tf = 1/fF (frequency sweep period)

• b = 2⇡f1
• f1 , f2 respectively the lower and the upper limit of the frequency range
• t = TF [0 : nt

1 ]/nt ,

and nt = TF /Ts .

To calculate multiple periods, the output of Eq. 4.12 can be concatenated.
In analogy with frequency sweeps also the amplitude of a signal can be swept
linearly, at a constant frequency f :
y(t) =
with t = TA [0 : nt

4.4

1 ]/nt ,

t
A sin(2⇡f t),
TA

(4.13)

nt = TA /Ts and TA the amplitude sweep period.

The cost function

In this dissertation, the cost is defined as the squared error between the output of
the model and the training data cy . A time-domain cost function was preferred
to facilitate the use of signals of di↵erent types and with di↵erent frequency
content. Since in many engineering applications SNR levels of 40 dB or more are
common and foremost in the case of laminar CFD simulations where stochastic
disturbances can be brought to a minimum, a mismatch between the model
and the system (model errors) will dominate over the influence of noise on the
estimate. Therefore, generally no noise weighting is applied in the cost function.
The least-squares cost function is given by:
X
V (✓) =
|e(t, ✓)|2
(4.14a)
t

with e(t, ✓) = cy (t)

cy,mod (t, ✓),

(4.14b)
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where ✓ is the vector of parameters to be optimised. These parameters are all
the coefficients in the A, B, C, D, E, and F matrices:
✓ = [vec(A); vec(B); vec(C), vec(D); vec(E); vec(F)],

(4.15)

here vec denotes the operator which stacks all the elements of a matrix in a single
column vector. cy denotes the training data, while cy,mod denotes the simulated
output of the model.

4.5

Minimising the cost function

The procedure of identifying a PNLSS model consists of 4 major steps [83]:
1. First, a linear nonparametric estimate (FRF) of the system is obtained
from data, Ĝ.
2. Next, linear identification techniques are used to obtain a linear parametric
estimate of the model, Ĝpar (✓lin ).
3. Subsequently, all coefficients are further tuned to data via nonlinear optimisation of the cost function Eq. (4.14a). As initial values for the A,B,C
and D matrices the parametric estimate Ĝpar (✓) is used, E and F are set
to zero. The data used in this step is called the training (data) set and
is not necessarily the same data which was used in the linear initialisation
step.
4. Finally, the model is validated by assessing its performance by simulating the output to a new (not used during the tuning of the model) data
sequence. This data set is called the validation (data) set.

4.5.1

Nonparametric and parametric linear estimates as
initialisation of the nonlinear model

The linear part of the full nonlinear model (Eq. (C.1)) is initialised with a parametric linear estimate. This estimate can be obtained in various ways. The
approach will depend on the type of data which is used, e.g. period or nonperiodic data. The two approaches that are considered in Chapter 8 are discussed
below.
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The Best Linear Approximation
The best linear approximation (BLA) [89], denoted ĜBLA , of a nonlinear system
is defined as the model G, belonging to the set of all linear models G such that
ĜBLA (zk ) = arg min E(|CY (zk )
G2G

G(zk )Y (zk )|2 ),

(4.16)

where CY (zk ) and Y (zk ) denote the discrete Fourier transforms of cy , and y
2⇡fs k
respectively at frequency line k, and where zk = ej N , with fs the sampling
frequency and N the number of frequency lines.
To obtain the best linear approximation, ĜBLA , random-phase multisine realisations (see Section 4.3.1) at a certain amplitude level, also called set point,
are used [27]. A realisation corresponds to the signal that is formed from a set
of randomly selected phases.
The BLA will serve as starting point for a nonlinear optimisation process
which will require the simulation of the output of the training data. If the
training data exceeds the amplitude range of the BLA, instabilities are likely to
occur. This can be avoided by selecting a high amplitude set point for the BLA.
In general, M di↵erent random-phase multisines are applied and P number of
periods of the input and the output signal are measured. Per experiment m and
period p the discrete Fourier transform (DFT) of the input signal (Y (k)[m,p] 2 C)
and of the output signal (CY (k)[m,p] 2 C) are computed. The spectra are then
averaged over the periods and denoted with overhats. At frequency line k we
get:
P
1 X
Ŷ (k)[m] =
Y (k)[m,p]
P p=1
(4.17)
P
1 X
[m]
[m,p]
ĈY (k) =
CY (k)
.
P p=1
For every experiment m, the transfer function estimate, Ĝ(zk )[m] 2 C then
becomes:
ĈY (k)[m]
.
(4.18)
Ĝ(zk )[m] =
Ŷ (k)[m]
Finally, the transfer function estimates are averaged over the realisations to get
the Best Linear Approximation:
ĜBLA (zk ) =

M
1 X
Ĝ(zk )[m] .
M m=1

(4.19)
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An advantage of using such periodic excitations is that the influence of nonlinear
distortions can be separated from measurement noise [102]. Variations over the
P periods of the measured transfer functions are caused by measurement noise
(noise variance: ˆn2 ) while variations over the transfer functions of M experiments
(phase realisations) are due to the combined e↵ect of measurement noise and
2
nonlinear distortions (total variance: ˆBLA
). The level of nonlinear distortion is
2
2
then found by subtraction (ˆNL = ˆBLA ˆn2 ). The calculation of these variances
can be consulted in the Appendix A.1. In [89] the asymptotic properties for M
7 on the systematic and stochastic errors, asymptotic normality, the consistency
and the bias can be consulted. Stochastic and deterministic convergence, along
with a strong consistency were shown from M 4.
If it would be so that the BLA behaved significantly di↵erent depending on
the set point, one can consider generating a mean BLA over di↵erent amplitude
levels. If Q di↵erent set points are to be included, the mean BLA becomes:
Q

ĜBLA,avg (zk ) =

1 X
ĜBLAq (zk ),
Q q=1

(4.20)

consequently also the averaged variances are calculated.
From this nonparametric estimate, given a single set point or multiple, and an
2
2
estimate of the total variance (ˆBLA
or ˆBLA,avg
), a parametric linear state-space
model, ĜBLA,par , is estimated using the frequency domain identification toolbox
(FDIDENT1 ) in MATLAB. Here the nonlinear cost function is minimised in the
frequency domain to allow for frequency domain weighting (formulation for a
single set point given in Eq. (4.21)). Contrary to the cost function which was
defined for the total PNLSS model (Eq. (4.14a)), the estimation of the linear part
can benefit from weighting. As weight the inverse of the total variance is used
since it contains contributions of both the noise and the nonlinear distortions,
which a linear model is unable to capture:
V (✓lin ) =

N
X
|ĜBLA (zk )

k=1

ĜBLA,par (A, B, C, D, zk )|2
2
ˆBLA

(4.21)

where the vector of all the linear coefficients is given by:
✓lin = [vec(A); vec(B); vec(C); vec(D)].

(4.22)

A linear estimate from non-periodic data
Keeping in mind that the Best Linear Approximation might not be the best
initialisation for the nonlinear model, also other linear approximations can be
1 http://vubirelec.be/knowledge/downloads
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considered. In this dissertation we have also considered linear estimates from
frequency swept sine signals, at multiple amplitude levels. Since the data is nonperiodic, the FRF estimate will su↵er from leakage. To reduce the impact of
leakage either time-domain or frequency-domain windowing techniques can be
applied [82]. When combining data of Q amplitude levels the estimate of the
FRF and variance is found through:
Q

1 X CYq (k)
Ĝavg (zk ) =
Q q=1 Yq (k)

(4.23a)

Q

2
ˆavg

1 X
=
|Ĝavg (zk )
Q q=1

Ĝq (zk )|2 .

(4.23b)

Again linear identification can be used to fit a parametric estimate to the nonparametric Ĝavg (zk ) where the cost function is weighted by the inverse of the
2
total variance ˆavg
.

4.5.2

Nonlinear optimisation procedure

The full nonlinear model is obtained by minimising the least-squares cost function Eq. (4.14a) with respect to ✓. The optimisation is performed using the
Levenberg-Marquardt (LM) algorithm (see Section A.2). It is well known that if
the cost function is non-convex, a gradient descent based method is very sensitive
to the choice of initial values. Given the starting values, the optimisation can
be seen as a descending path along the cost function. Unfortunately, the optimisation might easily end up in a local minimum, close to the starting point. It
is in fact unlikely that the global minimum is obtained. To increase the chances
of ending up in a sufficiently good local minimum, one would like to descend
the cost function over multiple paths, in di↵erent descending directions. A way
to come to di↵erent descending paths, from a certain starting point, is by calculating the gradient based on a subset of the parameters, as opposed to all
parameters simultaneously. Keeping a number of parameters constant during
optimisation reduces the degrees of freedom, resulting in a di↵erent path.
An example of a fictitious, two degree of freedom cost function, is given in
Fig. 4.3. By optimising both parameters, ✓1 and ✓2 , simultaneously, the red
path is followed directly to the local minimum L1 . Alternatingly optimising
both but starting from ✓1 , keeping ✓2 constant to its initial value, results in
the path indicated in black, again ending up in L1 . Changing only the order of
optimisation, now starting from ✓2 , creates the green path, which leads to the
more optimal minimum L2 .
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X
L1

L2

Figure 4.3: Fictitious two degree of freedom cost function. X denotes the starting
point of the nonlinear optimisation. Depending on what parameters and the
order in which the parameters are selected for optimisation, a di↵erent path along
the cost function is followed. If both ✓1 and ✓2 are optimised simultaneously, in
a gradient descent based way, the red path is followed, ending up in the poor
local minimum L1 . If ✓1 and ✓2 are optimised alternatingly, starting by ✓1 , the
optimisation would again end up in L1 (black path). Starting by ✓2 , however,
L1 could be avoided, ending up in the more optimal minimum L2 (green path).

In this work, the same strategy is applied to the optimisation of the PNLSS
model. Here, the number of parameters that need to be optimised depends on
the order of the state-space model (nx ) and on the nonlinear degrees of the
polynomial in the state and the output equation (p and q). If, e.g. nx = 5 and
p = q = 5, a total of 2772 parameters need to be optimised.
Since the optimal subset of parameters leading to a good minimum is unknown, a number of predefined subsets are evaluated. A typical subset would
include all the linear coefficients in the A, B, C and D matrices and only a selection of the coefficients in E and F. In total, we chose to evaluate 90 possible
paths from the starting point. The possibilities are explained in detail in Ap-
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pendix A.3. The one leading to the most optimal point is selected and the search
is repeated. When none of the 90 options yields a better minimum, the optimisation is ended. A list of the tested subsets along with a schematic overview of
the optimisation loop is given in Section A.3, Fig. A.2.
Evaluating subsets of the total proposed model structure e↵ectively leads to
model selection. If a satisfactory fit is obtained using only a subset of the total
set of proposed basis functions, the model complexity is reduced. The model
selection is however not optimal in the sense that the subsets of basis functions
are predefined, e.g. states only or inputs only. As a result unnecessary terms and
corresponding parameters might still be present.

4.6

Estimating the initial state

Given the fact that discrete PNLSS models are formulated recursively, x(k +1) =
f (x(k), u(k)), the initial state x0 and initial input u0 need to be known at k = 0,
in order to be able to simulate the response of the model to a certain input
sequence. Regarding x0 and u0 as unknowns, they can be estimated from the
data to be simulated. The problem is again nonlinear in the parameters and the
Levenberg-Marquardt algorithm is used. Since no intuitive initial guess can be
provided x0 and u0 are set to zero. Alternatively also a state vector obtained
while simulating similar data can be used. The necessity of estimating x0 and
u0 can be a source of additional error on the simulated output.
When dealing with nonlinear systems, the impact of an error on x0 and u0
can be considerable. Di↵erent solutions can be triggered merely on the basis
of the initial state [68]. Whenever systems can be driven to di↵erent solutions
starting from arbitrary close initial conditions, this behaviour is also referred to
as chaotic (or the butterfly e↵ect). Although a full sensitivity analysis revealing
the bifurcation structure is out of the scope of this work, the impact of the initial
state on the fluid force coefficient will be illustrated with an example in Section
8.5.

4.7

Validation

Finally the performance of the estimated model needs to be evaluated. This is
done by simulating the response to data which was not included in the training
set. Preferably data that resemble the operating conditions of the model are
used. Assessing the performance requires a set of tools to measure the quality of
the output. Depending on the application, some types of error can be more easily
tolerated than others. We therefore introduce a number of quality measures, with
variable strictness:
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• Time domain relative rms error, erms , between the modelled output and
the true output of a given data set. If the total data set is composed out
of n di↵erent parts, each part should be compared to the appropriate rms
level. The overall error can therefore be calculated from:
erms =

n
X

ermsi wi ,

i=1

ermsi

v
u PtN
i
u
(cy (t)
= t t=0 PtN
i

cy,mod (t))2

2
t=0 cy (t)

wi =

,

(4.24)

Ni
,
N

where Ni is the number of points of the ith data part and N is the total
number of points. This is a very strict quality measure. Signals which are
of almost identical shape but shifted over small phase angles will easily have
high erms errors. This is illustrated by the following example. Consider the
case where the simulated output is only shifted in phase (amplitude and
frequency are exact) with respect to the true output. If the signal has a
frequency of f = 3 Hz and is sampled at fs = 50 Hz, a shift of only halve
a time step would result in an erms of:
erms =
with

=

0.5Ts
T 2⇡,

rms(sin(2⇡f t + )
= 0.19,
rms(sin(2⇡f t)

(4.25)

T = 1/f and Ts = 1/fs .

• If phase errors can be tolerated, a relative error based only on the amplitude
of the frequency spectrum can be an interesting quality measure:
sP
!2
|CYmod (!)|)2 (!)
!=!1 (|CY (!)|
P !2
eDFT =
,
(4.26)
2 (!)
!1 |CY (!)|

where !1 = 2⇡f1 with f1 marking the start of the frequency range of
interest and correspondingly !2 = 2⇡f2 with f2 marking the end of the
frequency range and (!) the angular frequency resolution. CY and CYmod
are the DFT of the true and the simulated output respectively. When
calculating the DFTs, care is taken such that leakage is suppressed at the
highest energy frequency line, i.e. the excited line or the Strouhal frequency.
Note that signals with equal amplitude spectra but di↵erent phase content
can look significantly di↵erent. It is therefore advised to study the phase
error in more detail before drawing conclusions on the basis of eDFT .
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• In many applications, e.g. design of structures, a hard constraint will be
imposed on the maximum amplitude of the force that can occur. The
relative error on the maximum of the amplitude will therefore be a very
valuable quality measure:
emaxA =

|cymax

cymax,mod |

cymax

,

(4.27)

• If for some reason the exact amplitude of the output is less of concern but
the model should be able to predict correctly the frequency and phase, the
linear correlation coefficient R can be a valuable measure:
R=

E [(cy

E [cy ])(cy,mod

E [cy,mod ])]

.

(4.28)

cy y,mod

4.8

Conclusion

In this Chapter we introduced the state-space formulation of ODEs on the basis
of the academic mass-spring-damper system. We have introduced the linear
discrete-time state-space model as a set of first order di↵erence equations. It was
shown that a nonlinear model structure can be obtained from extending both
the state and the output equation with nonlinear functions. In this dissertation,
polynomial nonlinear extensions are considered. As monomial basis functions
(terms of the polynomials) multivariate crossproducts of the input and the state
variables, raised to user defined nonlinear degrees were selected.
The identification process of a PNLSS model was summerised as a four step
procedure:
• Obtain a nonparametric linear estimate of the system.
• Identify a parametric linear estimate from the nonparametric FRF.
• Use the parametric linear estimate to initialise the linear part of the PNLSS
structure, set the remaining parameters to zero and tune all parameters to
the training data using nonlinear optimisation.
• Validate the model on the basis of a new data set.
As linear initialisation, three options were proposed, calculating the BLA at
a single set point, averaging the BLA over multiple set points or obtaining a
linear estimate on the basis of swept sine signals.
To increase the chance of ending up in a sufficient local minimum during
nonlinear optimisation a strategy is employed which enables the evaluation of
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multiple paths along the cost function. Multiple paths are obtained from calculating the gradient on the basis of subsets of parameters rather than optimising
all parameters simultaneously.
The necessity of obtaining an estimate of the initial state and input was
discussed in Section 4.6. It was stressed how crucial the accurateness of the
initial conditions can be for nonlinear systems.
Finally, a variety of quality measures, designed as tools for validation, were
introduced.

Part II

From data to model
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5

CFD simulations as virtual
experiments of a circular cylinder in
a fluid flow
This chapter deals with acquiring data of unsteady low Reynolds number flows
from CFD simulations. In particular, the specifications concerning the computational domain and solving algorithms are discussed. The considered parameter
space is defined and its boundaries are motivated. The main focus is on the validation of the CFD data. Additionally the usage of DFT spectra in analysing
time series of fluid variables is discussed.
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Marking the parameter space of interest

In Section 1.4.4 the importance and relevance of using imposed cylinder oscillations to study the forces resulting from vortex shedding was already addressed. It
was, amongst others, shown by Hover et al. [44] how the lift coefficient measured
during free vibration experiments collapsed well with forced oscillation experiments provided that the flow conditions were accurately matched. Besides the
generality of the results when using forced oscillations, where the study is not
restricted to a set of structural parameters, they withhold also a computational
advantage since compared to the free oscillations they do not require solving the
equation of motion, in every time step.

5.1.1

Selecting an appropriate Reynolds number

When working with forced cylinder oscillations, 3 key parameters define the domain of study, i.e. the Reynolds number, the frequency and the amplitude of
oscillation. We know from Section 1.3 that the wake strongly depends on the
Reynolds range of the fluid. One very important transition, associated with
Reynolds number, is the occurrence of 3 dimensional wake patterns. These 3dimensional e↵ects can have far-reaching consequences, especially for long flexible structures where the distributed forces along the span can interact with
structural modes. For increasing Re, the onset of 3-dimensional e↵ects has been
observed in the transition regime from laminar to turbulent shedding (Re =
190 260) [120].
At this point, we want to remind the reader of the objective of the dissertation, i.e. model the forces of a complex fluid structure interaction problem using
state-of-the-art nonlinear system identification tools. To achieve this goal, it is
necessary to limit the scope of the study. We will therefore restrict ourselves
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to a single Reynolds number, deliberately chosen in the laminar, predominantly
2-dimensional vortex shedding regime. More specifically we selected Re = 100
for the following reasons:
• Since no 3-dimensional e↵ects occur, a 2D computational domain will suffice, significantly reducing the computation time of the CFD simulations.
• Since the vortex shedding is purely laminar at Re = 100, no turbulence
model is needed for closure of the Navier-Stokes equations.
• Re = 100 is a well documented regime which facilitates validation [4, 90,
93].
• Studies at these low Reynolds numbers are becoming more and more important in applications such as biological systems and microvehicles [64].
Although restricting ourselves to a single Reynolds number appears very
limiting, it is not uncommon in applications, e.g. the flow rate in a heat
exchanger in operation can be fixed.
We want to stress that the methods used in this dissertation are not inherently
restricted to low Reynolds number flows.

5.1.2

The frequency-amplitude plane of imposed motions

To select the frequency and amplitude range of interest the reasoning is as follows:
we want an extensive domain to prove that we are able to identify a single model,
which is valid throughout di↵erent regimes of the fluid. On the other hand,
simulations require a lot of resources (discussed in Section 5.2.4) and time. A
trade o↵ is sought on the basis of the dimensions of the lock-in range at Re = 100,
depicted in Fig. 5.1. To cover both locked and non-locked regions the frequency of
interest is selected from fex = 0 1.5fSt . As we want regions in the lock-in range
with both positive and negative energy transfer we have selected an amplitude
range from A/D = 0 0.30. Moreover, an oscillation with an amplitude of 30%
of the diameter is already a considerable oscillation in practice.
Quantitatively, first the free stream velocity U is set by selecting a diameter D and a desired Strouhal frequency fSt , given the Strouhal relationship of
Eq. (1.3). Setting a desired fSt is of importance to allow proper frequency domain representations of the data (see Section 5.4). For the calculation of U , the
Strouhal number was assumed St = 0.167 . The reference values are reported
in Section 5.3. The diameter D is chosen equal to 0.10 m. To select fSt two
considerations are made: the lower it is chosen, the longer the CFD simulations
have to become in order to measure a sufficient amount of periods, however, if
it is selected too high, the contribution of the autonomous component of the
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Figure 5.1: Lock-in boundaries and energy transfer coefficient contours obtained
from forced vibration experiments at Re = 100. The lock-in region is considered
to be the inside of the v-shaped boundary. Figure was taken from [59]. Normalised amplitude is denoted A⇤ = A/D, normalised frequency f ⇤ = fex /fSt .

force will easily be overpowered by drag and inertia force components, as will be
explained in Chapter 6. A Strouhal frequency fSt = 3 Hz was found adequate.
Having set St, D and fSt , U = 1.7964 m/s. From U and the D we then obtain
the kinematic viscosity ⌫ = 1.7964 ⇥ 10 3 m2 /s.
We chose not to use air or water but to vary ⌫ so to fix Re and fSt instead.
Since for incompressible flow no energy equation is solved, there is no notion of
temperature. Hence we cannot relate a certain substance to the given viscosity.
Nevertheless it is safe to say that within a reasonable temperature range the
resulting density and considered U will indeed result in Mach numbers well
below 0.3, supporting the incompressible assumption.
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2D CFD simulations of an oscillating circular
cylinder at Reynolds number 100

In this Section the computational details of the CFD models are discussed. All
simulations were performed in the open source CFD environment OpenFOAM
[39]. In OpenFOAM a finite-volume formulation of the discretised Navier-Stokes
equations is solved. Version 2.3.1 was used in all cases. Finite volume methods
have, amongst others, been used in [93, 97, 9, 84, 90] but also finite element
methods are frequent for simulating VIV [3, 4, 59, 71, 49, 104].

5.2.1

The solver

For this Section, references [46] and [39] were extensively consulted.
In the finite volume approach, the conservation equations are integrated over
the control volumes to obtain algebraic equations which can then be solved numerically. As was explained in Section 2.3.1, writing the conservation equations
in discrete form requires di↵erence schemes. In the present simulations, the convection terms follow from second order upwind Gauss linear interpolation while
the di↵usion terms are calculated using central di↵erence second order Gauss
linear interpolation. Time is discretised in a first order Eulerian (implicit) manner.
The coupled set of continuity and momentum equations is tackled by what is
called the pimpleDyMFoam solver. This is an extension of the pimpleFoam solver
for dynamic meshes. PimpleFoam, in turn, is a transient solver which allows
for relatively large time steps thanks to the hybrid PISO-SIMPLE (PIMPLE)
algorithm. See Section 2.3.3 for an introduction on the SIMPLE algorithm.
Having transformed the conservation equations into a linear system of algebraic equations the solution is calculated using the Generalised geometricalgebraic multi-grid (GAMG) linear solver with a Gauss-Seidel smoother. GAMG
uses the principle of generating a quick solution with a small number of cells and
then maps this solution onto a finer mesh, using as initial guess the quick solution. In practice the refinement of the mesh is done in stages, 10 levels of
refinement were used. GAMG is faster than standard methods if the increase in
speed by solving first on a coarse mesh outweighs the additional cost of mesh
refinement and mapping of field data [39].
To ensure (numerical) convergence the Courant number was constrained to
Comax  0.5.

86

CHAPTER 5. CFD SIMULATIONS OF A CIRCULAR CYLINDER IN A
FLUID FLOW
6y
6
e -x
H Xi
Xo
?L
Figure 5.2: Topology of the computational domain (scale drawing).

5.2.2

The mesh

The mesh was constructed using HexpressTM (unstructured full-hexahedral meshing) of Numeca [45]. The rectangular domain is of size H ⇥ L = 30 ⇥ 40 with
H the relative height of the domain (y-direction) and L the relative length (xdirection). All dimensions are reported relative to D. Hence H = h/D with
h being the absolute height and consequently H 1 is the blockage ratio. The
cylinder is positioned 10D from the inlet and centred in the y-direction. Recall
that it is a 2-dimensional mesh, hence there is no meaningful z-dimension since
the domain is only one cell thick. The topology of the computational domain is
shown in Fig. 5.2.
Two meshes have been studied, a coarser and a finer one. In the neighbourhood of the cylinder a radial refinement region is applied with a radius of 5D.
The first grid point (cell centre) is located at a relative height from the cylinder
surface of = 0.005. This in agreement with [93] where = 0.0054. The height
of the first cell is an important quantity since the accuracy of the numerical
results depend strongly on the resolution of the velocity shear layers near the
cylinder wall. In [70] a thorough sensitivity study was carried out in the range
Re = 50 5000 and for a Neumann condition on the outlet. A more conservative
value of ' 0.001 was found sufficient to guarantee mesh independent results.
The thickness of the first layer has in particular a strong influence on the Strouhal

5.2. 2D CFD SIMULATIONS OF AN OSCILLATING CIRCULAR
CYLINDER AT REYNOLDS NUMBER 100

87

Figure 5.3: Refined mesh in the neighbourhood of the cylinder surface.

number [34]. Validation of the Strouhal number in Section 5.3 confirms that the
provided height is adequate.
The coarse mesh contains 35172 hexahedra cells while the finer one has 55362
hexahedral cells. A zoom of the refinement region in the neighbourhood of the
cylinder is depicted in Fig. 5.3.
Given the cylinder diameter D = 0.10 m, H = 30 and the inflow being along
the x-axis, the domain is characterised by a blocking ratio H 1 of 3.3%. The
distance to the inlet, denoted Xi equals 10 while the distance to the outlet,
Xo equals 30. These settings are similar to those used in [49] where H = 20,
Xi = 10, Xo = 25.5 and [3] with H = 20 and Xo = 22 or [90], H = 20 and
Xo = 20.
In [91] more conservative requirements were reported for Xi . They found that
for Neumann boundary conditions and an outlet boundary located at Xo = 50,
the cylinder should at least be located at an Xi = 20 from the inlet.
It is known that the heigth of the computational domain especially influences
the force and base suction coefficients [93]. For a rectangular domain, at least
H > 16 is required according to [8]. With H = 30 this condition is largely met.
We can conclude that the topology of the computational domain is in line with
the studies reported in [49, 3, 90] and [93] yet not so conservative as proposed
in [91, 70].
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Blockage leads to an apparent increase in free stream velocity. Since there
will always be some blockage if the top and bottom of the domain are constrained
with a slip boundary conditions (impermeable), all quantities which scale with
the velocity (force coefficients and St) will be slightly overestimated.
To account for blockage, the free stream velocity can be corrected from the
formula derived in [1] and quoted in [95, 2, 3]:
1
U0
= 1 + cd H
U
4

1

+ 0.82H

2

,

(5.1)

where U and U 0 are the real and the corrected free stream velocity respectively
and cd is the uncorrected mean drag coefficient.
Substituting the corrected velocity in the Reynolds number yields a value of
101 instead of the intended 100. Given the rather small impact it was decided
not to correct any measured quantities but to report them as they were originally
obtained from the CFD simulations.
Finally, also the time step will play a role. We already saw that satisfying
the Courant condition is a necessary requirement for convergence. Convergence,
however, does not guarantee accurateness. From a sensitivity study in [93] it
was found that t  0.1 s is sufficient. Given time steps in the present study
in the order of O( t) = 3 ⇥ 10 4 s, this condition is most certainly met. In
fact one could argue that a higher Courant number could have been allowed,
reducing the computing time. At a grid of probes downstream of the cylinder,
the velocity field, pressure field and vorticity field are stored at the progressing
variable time step. Forces on the cylinder surface are stored at a write interval
of 10 time steps.
An automatic mesh motion technique, i.e. without topology changes, is used
for the dynamic cases. The motion is thus characterised by the spacing between
nodes, which changes by stretching and squeezing. The motion of the walls act as
a boundary condition and determines the position of the mesh points. The mesh
motion is solved as a Laplace equation with variable di↵usivity. The di↵usivity
is modelled as the the inverse of the distance to the cylinder surface [37].

5.2.3

Boundary conditions

~ = (u, v, w) then
At the inlet, the free stream boundary condition is applied: if U
u = U1 and v = w = 0 (Dirichlet condition) combined with a zero pressure
gradient, normal to the inlet, @p
x = 0. At the cylinder surface, the no-slip
condition is applied: u = w = 0 and v = ẏ, with y the imposed cylinder
~ n p = ~0 (subscript n indicating the normal direction). To the
motion and r
lateral boundaries, the slip condition is applied: v = 0 and @u
@y = 0. Since it
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is a 2-dimensional domain, the momentum equation is not defined in the third
dimension and hence does not need boundary conditions (front and back). This
is the most common set of boundary conditions found in literature for VIV
problems. In some cases the lateral boundary conditions are also given the noslip condition to simulate towing tank conditions [104].
For the outflow boundary, a variety of conditions are reported in literature.
~
~
U
In [93] a convective outlet is defined, @@tU + U1 @@x
= 0, setting the synthetic
outflow speed to the free stream velocity. In [59, 49] the viscous stress vector is
set to zero at the outlet. Islam et al. [46] impose a zero di↵usion flux condition
@v
on all variables. In [90] @u
@x = @x = 0 is imposed. In this dissertation, equivalent
to [90], a zero normal velocity gradient is imposed at the outlet (good for fully
developed flow where there is a zero velocity gradient in the streamwise direction)
(Neumann condition) and the pressure is set to the static pressure, p = 0 (similar
to [84]). The influence of the outlet boundary condition was not studied but given
the reasonable distance from the cylinder (Xo = 30) the influence is expected to
be small.

5.2.4

Computing time and resources

A limiting factor when performing CFD simulations is always time and computational cost. In Chapter 6 an overview of the data which are acquired and used
in this dissertation is given. To get a feel for the amount of time that needs to
be invested, given the available computing power, some numbers are provided
here.
Given a machine housing an Intel Xeon E5620 @ 2.40 GHz with 4 cores
(2 logical cores per physical), running OpenFOAM 2.3.1 in an Ubuntu Linux
environment, a 60 s (simulation time) of mulisine excitation (see Chapter 6) job,
parallelised over 8 cores takes roughly 5 days and 6 hours. On a more recent
machine housing an Intel(R) Xeon(R) CPU E5-2630 v3 @ 2.40 GHz with 16
cores, running parallelised over 10 of them it takes 3 days. Needless to say that
to have a simulation model, e.g. a nonlinear state-space model, which is able to
simulate the response to a similar time series in well below one second, would be
a tremendous asset for industry.

5.3

Validation of the stationary and dynamic cases

In this Section the trustworthiness of the generated data is evaluated by comparing a number of derived quantities of interest to their reported values in
literature. This is done for both meshes. Moreover, the convergence of the CFD
solutions is monitored on the basis of the residuals.
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5.3.1

Convergence based on quantities of interest

Due to the smooth circular shape of the cylinder the exact location of flow
separation is only influenced by the flow regime or the upstream conditions.
This makes accurate numerical simulations a challenging task. We will therefore
compare both to results from numerical studies and from experiments. First
the quantities of interest are rigorously defined. Arithmetic mean quantities are
denoted with an over-bar, r.m.s values with an asterisk:
•

cpb , base suction coefficient: the negative of the time averaged pressure
coefficient cp at the base of the cylinder (x = 0.5D, y = 0 for the stationary
cylinder). As reference pressure the static pressure p = 0 was used.

• cd : time-averaged drag coefficient.
• c⇤y : r.m.s value of cy .
• St: Strouhal number. Calculated on the basis of frequency of cy and
Strouhal’s relationship Eq. (1.3). The frequency is obtained from analysing
the DFT spectrum.
• ✓s : Time-mean separation angle. The separation point is characterised by
a zero wall vorticity along the cylinder surface [93, 12]. In practice vorticity
is never exactly zero, therefore the point of minimum vorticity is used.
For all quantities that involve time averaging, the number of periods used (of the
slowest yet significant frequency component present in the signal) is reported.
In all cases, transients were discarded based on visual inspection of the signal.
The stationary case
For this validation experiment, the cylinder is held stationary, submerged in the
fluid flow. The finest mesh was used here. The results will be compared to the
coarser mesh in Section 5.3.2. The parameters of the flow are as described in
Section 5.1. The simulation time was set to 50 s. The first 10 s were discarded
when calculating the quantities of interest to avoid transient e↵ects. These include the build up of vortices and the onset of an unsteady wake. Given that fSt
was set to 3 Hz, 120 cycles were measured. The results are presented in Table
5.1, together with reference values from literature.
Compared to the values reported in literature we observe that all quantities
but cpb lie within the 1 interval of the mean reported value. The negative
base pressure coefficient deviates slightly and is accurate within 2 .
It is clear from Table 5.1 that assuming a Strouhal number of 0.167 to set
fSt , as was done in Section 5.1, was a slight underestimation. The reported
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Table 5.1: Validation results on stationary cylinder simulations at Re = 100.
Overbars denote time averaging while an asterisk denotes r.m.s values.

Park et al., 1998 [85]
Kravchenko and Moin, 1998 [57]
Shi et al., 2004 [106]
Mittal, 2005 [70]
Stålberg et al., 2006 [110]
Posdziech et al., 2007 [91]
Li et al., 2009 [66]
Qu et al., 2013 [93]
Wu et al., 2004 [126]
Engelman et al., 1990 [31]
Kang et al., 1999 [51]
Sharman et al., 2005 [105]
Burbeau et al., 2002 [15]
Muralidharan et al., 2013 [75]
Kim et al., 2001 [55]
Kit et al., 2004 [56]
Wu et al., 2014 [125]
Roshko, 1954 [94]
Roshko, 1993 [96]
mean
(std)
Present study fine mesh

cpb
0.725
0.73
0.709
0.701
0.709
0.72
0.689 0.711
0.014

cd
1.33
1.32
1.318
1.322
1.32
1.325
1.336
1.319
1.40
1.34
1.32
1.41
1.41
1.330
1.365
1.335
1.343
0.037

c⇤y
0.235
0.222
0.226
0.233
0.228
0.225
0.257
0.236
0.230
0.257
0.242
0.236
0.012

St
0.165
0.164
0.164
0.1644
0.166
0.1644
0.164
0.1648
0.173
0.164
0.164
0.164
0.167
0.171
0.167
0.173
0.168
0.166
0.003

✓s ( )
118.0
117.02
117.51
0.69

0.698

1.367

0.229

0.168

116.95

value, 0.168 was obtained a posteriori, i.e. after all data were generated, using
a dedicated leakage suppressing algorithm (Section 5.4). As a result fSt is not
exactly equal to the intended 3 Hz, a value of 3.016 Hz was measured on the
finest mesh. Nevertheless all quantities were normalised by 3 Hz.
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Figure 5.4: Validation of cy and cd for the dynamic cases. In all Figures, red
corresponds to the present study, blue to literature. -⌃- A/D = 0.25 - - A/D =
0.20 -+- A/D = 0.30 (a) Mean drag coefficient from [90] (b) Mean drag coefficient
from [4] solid lines, dashed line from [78] (c) Maximum cy from [90] (d) Maximum
cy from [4].

The dynamic cases
For the dynamic cases, cd and the maximum of cy are compared to the studies of
[4, 90, 78]. The results are shown in Fig. 5.4. Despite the large spread between
the references, we seem to capture the trends well.
The results of the present study agree most with those from [90]. Compared
to [4], a much higher cd was observed, which is remarkable given the considerable amount of blockage present in their study. Overall, the large spread amongst
references prohibits accurate validation. In addition, references in which the conditions are met identically, i.e. Re, amplitude and frequency range of excitation,
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is rather scarce.
We want to stress that the focus of this dissertation is on the development of a
model that fits accurately to the data. Producing CFD models which accurately
replicate reality for the considered unsteady wakes proves to be challenging exercise by itself. To be able to dedicate resources and time to the proposed research
objective (building a nonlinear model of cy ), small discrepancies between simulated data and reality will be tolerated, provided that they do not change the
nature of the system.
Whether or not lock-in occurs is also studied but given the coarseness of the
grid points in the f A-plane of performed simulations, this property does not
provide a form of validation. The observed lock-in region is depicted in Fig. 6.19
in Chapter 6.
From Section 1.3 we know that a variety of macroscopic vortex patterns can
be observed in the wake of oscillating cylinders. In Fig. 5.5 a map of wake
patterns is drawn for Re = 100. In Fig. 5.6 the two types that are observed for
Re = 100 (2S and P+S mode) are shown by plotting the vorticity of the flow
field from generated simulations.

5.3.2

Mesh independency

To check the dependency of the CFD solution on the spatial discretisation, the
validation on the basis of quantities of interest is repeated for the coarser mesh
(see Section 5.2.2). In Table 5.2, the mean and
of the stationary case are
reported for the reference studies, together with the results obtained for the fine
mesh and the coarser mesh.
Given that variations on the studied quantities remain within the 1% level
depending on the mesh, it is reasonable to conclude that the solution is mesh
independent. On the other hand, since it has been noticed that it is less obvious
to guarantee accurateness for the dynamic cases, all data used in this dissertation
were generated using the finest mesh.
Table 5.2: Validation results on stationary cylinder simulations at Re = 100.
Overbars denote time averaging while asterisk denotes r.m.s values.

mean
(std)

cpb
0.715
0.012

cd
1.343
0.037

c⇤y
0.236
0.012

St
0.166
0.003

✓s ( )
117.51
0.69

Present study fine mesh
Present study coarse mesh

0.698
0.693

1.367
1.366

0.229
0.222

0.168
0.168

116.95
116.89
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Figure 5.5: Vortex modes in the wake of imposed oscillating cylinders in a cross
flow at Re = 100. Here A⇤ denotes A/D. Figure is based on [64].

5.3.3

Residual analysis

In Section 2.3.4 the origin of residuals of the solution of the finite volume discretised governing equations was discussed. In this section we evaluate the convergence of the solution by studying the evolution of these residuals. In general, the
solution is said to have converged when the residuals drop below the prescribed
relative or absolute tolerances.
The tolerance levels are quantity specific, for p an absolute value of 10 7
m /s2 is used whereas for U the absolute value was set to 10 6 m/s. These are
the default settings taken from [39]. Figure 5.7 and Fig. 5.8 depict the evolution
of the residuals over time for both the stationary cylinder case and for a cylinder
oscillating with a random-phase multisine motion of A/D = 0.30 respectively.
In both cases and for either variable, the tolerance levels were never violated.
2
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Figure 5.6: Visualisation of CFD simulations at Re = 100. (a) Vorticity of the
flow field about a stationary cylinder (2S vortex pattern). (b) Vorticity of the
flow field about a cylinder undergoing an imposed motion with fex /fSt = 1.5
and A/D = 1.25.
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Figure 5.7: Residual values for p and separately for the x and y component of
U , along with the mean and maximum values of the Courant number and the
variable time step t. The data corresponds to a simulation of the stationary
cylinder case.

5.4

Processing signals from CFD

In this dissertation we will make extensive use of the DFT to study signals in
terms of their amplitude and phase content. Frequency-spectrum representations
are a useful tool when dealing with periodic signals. Analysing the response of a
system in the frequency domain will often be much more insightful, highlighting
frequency ranges of high and low amplitude, whereas time domain signals can
appear chaotic. As will be explained in Section 6.6, nonlinear systems have the
property to shift power away from the excited frequency lines. Such behaviour
will be easily observable when the output is evaluated in the frequency domain.
This is illustrated in Section 5.4.2.
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Figure 5.8: Residual values for p and separately for the x and y component of
U , along with the mean and maximum values of the Courant number and the
variable time step t. The data corresponds to a simulation of a random-phase
multisine imposed motion at A/D = 0.30.

5.4.1

Interpreting DFT spectra

In order to give correct interpretation to spectra obtained from the output, it is
necessary to take into account all possible contributions which may appear at a
given frequency line. Of special interest is what can be observed at the unexcited
frequency lines since we know that, at least for a linear system, no response of
the system can be present at those lines. For nonlinear systems, however, all of
the following contributions can appear at the unexcited frequencies.
1. Nonlinear contributions: Already a distinction can be made on the basis of periodic-input-same-period-output (PISPO) systems and non-PISPO
systems. If PISPO can be assumed, frequency mixing (illustrated in Sec-
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tion 6.6) can cast energy onto unexcited grid lines. Non-PISPO systems
can even cast energy in between grid lines, which will appear at the grid
lines under the form of leakage (see next point).
2. Leakage: In the case of periodic signals, leakage can be introduced during
the visualisation in the frequency domain. This is an artefact and does not
relate to any real content of the signal. Whenever a non-integer number of
periods are measured (windowing), ‘skirts’ will appear around the a↵ected
frequency lines, reaching over all frequency lines. Via proper selection of the
sampling frequency and a correct number of samples (window size), leakage
e↵ects can be totally avoided except for the case where the oscillation
period is an irrational number. If a signal is composed out of multiple
frequency components, which do not form an integer ratio, leakage can
only be suppressed if the measurement length can be tuned to a common
multiple of the unrelated period lengths.
Consequently, if a nonlinear system is excited only with harmonically related (i.e. the frequencies form integer multiples of one another) input
signals, leakage can only appear for non-PISPO systems.
3. Shifting frequencies: Signals can have a mean frequency of a certain
value, although their actual frequency oscillates by itself around a mean.
This will also generate skirts in the frequency domain [62], where in this
case there is actual power present at those frequency lines. In [101] it is
stated that even for forced cylinder oscillation experiments, the separation
point may vary over cycles. Hence also the vortex shedding frequency may
vary slightly over time.
4. Stochastic disturbances: Such disturbances, also called noise, are random of nature. Since there is no turbulence in the present simulations,
the only source of randomness is linked to the solver tolerances. From the
residuals analysis we know that the solution has numerically converged.
Random fluctuations should therefore not exceed the applied tolerance levels (however unnormalised). The input is an imposed quantity which may
be assumed exact.

From the previous it follows that distinguishing the true output response
from leakage and from noise is only possible under certain circumstances.
• For a PISPO system, harmonically excited and with proper windowing,
unexcited lines will contain nonlinear contributions and noise. If the noise
is zero mean, it is possible to distinguish noise from nonlinear contributions.
This property is exploited in Section 6.6.2.
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• If a PISPO system is excited with an input signal which contains harmonically unrelated (yet steady) frequencies, leakage will be unavoidable. In
this case one would like to reduce both the e↵ect of noise and of leakage. Since the standard deviation due to noise drops with p1P , with P the
number of blocks over which is averaged, while the e↵ect of leakage drops
with N1 (N is the number of samples per block) an optimal value for P
and N can be found, i.e. if their individual contribution can be separately
measured.
• For non-PISPO systems leakage becomes unavoidable when the common
multiple of the unrelated period lengths attains large values, which will require long simulation lengths or when no common multiple exists, as in the
case of irrational period lengths. Untangling leakage, from nonlinear contributions and noise can only be achieved under very restricted conditions.
In [88] the nonlinear contributions were assumed to appear in a PISPO
manner while linear dynamics were allowed to be slowly time varying.
A special case of non-PISPO behaviour is when the system generates output power at subharmonic frequencies of the input. In this case it will
generally be feasible to select a proper window size, avoiding leakage entirely.

5.4.2

Noise and non-PISPO output power in cy

Regardless of the accuracy of the final model, a lower limit on the error of
simulated data will always be the level of stochastic contributions in the output
data. Recall that the source of these random contributions is purely of numerical
nature, related to the tolerances allowed in the solving process. An estimate of
this noise level can be read from the DFT spectrum of the output signal, at
those frequency lines which do not contain any system related output power.
Since for (unknown) nonlinear systems it is not straightforward to indicate these
frequency lines, one can obtain an estimate of the noise by studying the lower
envelope of the amplitude spectrum.
If the spectrum is clouded by leakage e↵ects, the level of noise will be overestimated. As discussed earlier, non-PISPO output power is generally the source of
leakage. For the considered fluid system we have already determined an important non-PISPO contribution in Section 5.3.1 where the autonomous component
was observed at 3.016 Hz. If unaccounted for, the leakage skirt of the autonomous
component dominates by orders of magnitude over the noise contributions, making them impossible to observe.
Therefore, to estimate the noise in cy a deliberate choice is made to study
the output of a case within lock-in. Consequently, the autonomous component
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Figure 5.9: DFT spectrum of cy for a single sine imposed motion of fex /fSt = 1.00
and A/D = 0.15.

is synchronised to the excitation frequency and leakage can be easily avoided.
Additionally, to account for the presence of subharmonic output contributions,
which may also cause leakage, the measurement length is set equal to an integer
multiple of 60T with T = 1/fex . As a result, leakage is avoided at all subharmonics which are the devisors of 60: 1/2 , 1/3 , 1/4 , 1/5 , 1/6 , 1/10 , 1/12 , 1/15 , 1/20 ,
1
/30 , 1/60 , and all their integer multiples.
The selected case corresponds to fex /fSt = 1.00 and A/D = 0.15. The DFT
spectrum is presented in Fig. 5.9. From the lower envelope of the amplitude
spectrum we estimate the noise floor at approximately -90 dB or 3⇥10 5 (within
the considered frequency band, i.e. 1 1.5fSt ). Besides noise also (sub)harmonic
contributions are clearly distinguishable. Subharmonics as low as 1/6 fex exist at
an approximate level of 50 dB below the excited frequency line.
For identification purposes we will make extensive use of broadband signals.
Besides sine sweeps, which are more complex than single sine excitation but still
contain only a single instantaneous frequency, also multisine signals are used
[115]. In the context of non-PISPO output power an important consideration to
be made is how the lock-in behaviour is a↵ected when a multicomponent excitation is applied. In particular one would like to know whether the output will
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Figure 5.10: DFT spectrum of cy (blue) for a double sine imposed motion of
fex /fSt ⇡ 0.8 and ⇡ 0.90 (2.3 and 2.6 Hz respectively) at A/D = 0.15. The
excited frequency lines are highlighted in red. In orange the DFT spectrum
of the z-component of the vorticity at a point 3 diameters downstream on the
centreline is plotted.

synchronise to an intermediate frequency (non-PISPO) rather than synchronising to multiple or only a single one of the excited frequencies. The intermediate
frequency option could possibly again cloud the DFT spectrum with leakage.
In Fig. 5.10 the DFT of the output spectrum is shown for an applied excitation at fex /fSt ⇡ 0.8 and ⇡ 0.90 (2.3 Hz and 2.6 Hz respectively) at A/D = 0.15.
Both applied frequencies appear to be locked without introducing power at an
intermediate frequency line. There is however some leakage popping up in a
skirt around fex /fSt ⇡ 1, suggesting the wake also contains power at the autonomous frequency line (3.016 Hz). Additionally also the DFT spectrum of the
z-component of the vorticity (!z ) measured in a point 3 diameters downstream,
on the centre line is plotted. The subharmonic contributions present in cy are
clearly a results of the vortex shedding. Having the highest power at both excited frequency lines for !z supports the claim that the wake is locked to both
frequencies simultaneously.
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5.5

Conclusion

In this Chapter the process of simulating the flow about an imposed oscillating
cylinder was discussed. The parameter space of interest was marked as an area
in the f A-plane of imposed motions at a fixed Reynolds number equal to 100.
Given the 2 dimensional nature of the vortex shedding for these flow conditions a
2 dimensional mesh was found adequate. The unsteady Navier-Stokes equations
were solved for laminar flow and under the assumption of incompressibility.
Details regarding technicalities of the solver, the computational domain and
the boundary conditions were reported. A validation of the CFD models was
conducted for both the well-documented stationary cylinder case as the dynamic
case. The stationary case was found to be in good agreement with the literature
on the basis of a set of quantities of interest (rms of cy , mean angle of separation
point, mean drag coefficient, St, negative base pressure coefficient). For the
dynamic case the trends observed in references appeared to be well captured.
Accurate validation was however hard given the large spread amongst references.
Both vortex wake modes which exist at Re = 100, the 2S and the P+S mode,
were retrieved in the simulations.
By comparing the results obtained from 2 meshes, one finer and one coarser
mesh, the deviation on the quantities of interest was found not to exceed the 1%
level, suggesting that the obtained results are mesh independent.
It was stressed that the focus of this dissertation is on constructing a model
which accurately fits the data. Acquiring data that represent reality with high
fidelity has proven to be a challenging task by itself, still occupying researchers.
Therefore, considering the goals of this research, slight inaccuracies in the data
are tolerated as long as the nature of the system remains unaltered.
As a lower bound on the error of the final obtained model we have the stochastic contributions in the output data (noise). To be able to estimate this noise
level from amplitude spectra some features and pitfalls of frequency-domain representations were listed. After properly avoiding leakage from the autonomous
output component by selecting a locked case and selecting a window length allowing to suppress leakage at subharmonic components, a noise level of -90 dB
was observed within the considered frequency range (1 1.5fSt ). Moreover,
subharmonic components down to the level of 1/6 were clearly distinguishable.
Finally also the synchronisation behaviour was studied when a multicomponent (double sine) signal, with both frequencies within the lock-in range is
applied. For the considered case, both frequencies appeared to be locked without generating power at an intermediate frequency. Again sub and higher order
harmonics were observed with in addition also some power around fSt . Judging
from the amplitude spectrum of the z-component of the vorticity downstream
of the cylinder the harmonics present in cy could be related to vortex shedding.
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The origin of the pronounced third harmonic was already discussed in Section
3.3.2 where it was brought in relation with the shedding frequency and oscillation frequency. Subharmonic contributions suggest that there exist variations in
vortex strength over multiple shedding cycles.

6

Response behaviour of the fluid to
various input signals
In this chapter the response of the fluid system is studied for a number a distinct excitation regimes. The output is analysed both in the time and in the
frequency-domain. All “experimental” data (generated by CFD) are listed to
give an overview of the available data for identification purposes in Chapter 8.
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The objective of this chapter is to study the input-output relationship of
the fluid system under imposed cylinder motion. The input is varied both in
frequency and in amplitude. From observations of cy the borders of the lock-in
region are estimated. A critical evaluation of cy is carried out for less intuitive
signals, e.g. broadband excitation with random-phase multisines or sine sweeps.
Changes in the frequency content and the crucial phase angle between the displacement and cy are brought in relationship with the vorticity in some point
downstream of the cylinder. Furthermore, this chapter serves the purpose of
listing all the data which are available for the identification of a model, which
is the goal of Chapter 8. In this regard also the level of nonlinearity of the system is evaluated at multiple amplitude levels using the ‘FAST’-approach and by
studying the variances measured on the best linear approximations.

6.1

Random-phase multisine excitation

Random-phase multisines have been introduced in Chapter 4, Eq. 4.11. The
frequency band covered ranges from 0.1 Hz to 1.5fSt = 4.5 Hz (fSt = 3 Hz), at
a frequency resolution of f0 = 0.1 Hz. Excitations were applied at amplitude
levels from A/D = 0.05 to A/D = 0.30. In Fig. 6.1, one period (A/D = 0.30)
of the input and the output, as well as their amplitude spectra, averaged over 5
successive periods, are shown. The DFT of the input and the output are denoted
Y and CY , respectively.
Table 6.1 lists the random-phase multisines that have been simulated using
CFD. We recall that fex denotes the excitation frequency, i.e. the frequency of
imposed motion.
In this dissertation the influence of the frequency resolution was not investigated. The selection of the frequency resolution f0 was constrained by computational resources since f0 defines the multisine period and thus the simulation
time.
The input and the output of multisine data tend to look very noisy when
plotted in the time domain. More instructive is to represent these in the frequency domain. In the following Sections the DFT spectra of cy are studied
both in amplitude and in phase.
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Figure 6.1: Time and frequency domain plots of the input and output of the
oscillating cylinder excited by a random-phase multisine (A/D = 0.30). Top
left: time series of the displacement, y. Bottom left: time series of cy . Top right:
amplitude spectrum of y averaged over 5 periods. Bottom right: amplitude
spectrum of cy averaged over 5 periods.
Table 6.1: Available multisine data. # is used to indicate the number of available
realisations.
#
4
4
4
4
4
7

6.1.1

frequency band (fex/fSt )
1/30
1/30
1/30
1/30
1/30
1/30

-

1.5
1.5
1.5
1.5
1.5
1.5

f0 (fex/fSt )

amp. level (A/D)

1/30
1/30
1/30
1/30
1/30
1/30

0.05
0.10
0.15
0.20
0.25
0.30

Amplitude spectra of cy

In Fig. 6.2 the output spectra are shown for a range of excitation amplitudes.
Since all multisine excitations were given flat amplitude spectra, the shape of
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the output directly characterises the system. The spectra shown in Fig. 6.2 are
computed as the average over 4 random-phase multisine realisations.
Following the discussion of Section 5.4.2, where an estimate of the noise floor
was obtained from the lower envelope of the output spectrum, the unexcited
and excited frequency lines are colour-coded (red and black respectively). The
following is observed.
1. Distinct frequency regions
At low A/D, 3 distinct regions exist in the output spectrum. For fex ⌧
fSt , |CY | is low. The highest response power is found within the lock-in
region, in the neighbourhood of fex /fSt = 1. At the Strouhal frequency a
maximum of -20 dB is reached. For fex
fSt , |CY | is lower than within
lock-in although much higher (an order of magnitude) than in the low
frequency range.
2. The general trend in amplitude
The general trend indicates that both an increase in A/D and in fex /fSt
results in an increased |CY |. This can be explained considering the decomposition of cy in an inertial force component and a drag force component (Section 1.2.4), which respectively depend on the acceleration and
the velocity of the excitation. The higher the frequency, the higher the
acceleration and velocity become for a given ampitude.
As a result, the 3 distinct frequency regions become less easy to distinguish
at higher A/D.
3. Low A/D response
At low A/D, a leakage skirt surrounds fex /fSt ⇡ 1, especially noticeable
at the unexcited lines although present at all frequencies. The excited
grid lines were chosen deliberately to match with fSt , however, for an
oscillating cylinder, the frequency of vortex shedding is no longer dictated
by Strouhal’s relationship. Since in this case the relative velocity of the
fluid, perceived by the cylinder, is the vector sum of U1 and ẏ, the shedding
frequency is known to shift away from fSt .
4. Nonlinear contributions
In Section 5.4, it was shown that the unexcited frequency lines convey
information on the nonlinear contributions, generated by the system. It
was found that the fluid system was able to produce both higher and subharmonic contributions. Also for multisine excitation, harmonics and subharmonics pop up for a sufficient level of A/D. In Fig. 6.2, they become
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Figure 6.2: Frequency spectra of cy from random-phase multisine excitations,
excited frequency lines are indicated in black, unexcited lines in red. Frequency
range: fex /fSt = 1/30 : 1/30 : 1.5. (a) A/D = 0.05, (b) A/D = 0.10, (c)
A/D = 0.15, (d) A/D = 0.20, (e) A/D = 0.25, (f) A/D = 0.30. The spectra are
the result of averaging the output of 4 random-phase realisations.
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apparent starting from A/D = 0.10, where the unexcited frequency lines
appear distorted compared to lower A/D levels.

5. Leakage and Lock-in
Moving to higher A/D, the lock-in region is entered. Consequently the autonomous output power is shifted towards the excited grid lines and leakage
disappears. This was illustrated for double sine excitation in Section 5.4.2.
If no leakage is present, what is observed at the unexcited lines is the sum
of noise and nonlinear contributions. At A/D = 0.10, the nonlinear contributions appear to be superimposed onto a leakage skirt. For A/D = 0.15
it is at this point unclear whether leakage is still present or whether the
shape at the unexcited lines is formed out of harmonic contributions. In
Section 6.1.2 the amplitude spectra of the z-component of the vorticity in
a point downstream of the cylinder is studied to provide insight into the
lock-in behaviour of the wake.
6. The apparent noise floor
At the highest considered A/D level, where leakage at ⇡ fSt is assumed to
have disappeared, an apparent noise floor is observed at -80 dB. This is 10
dB higher than the estimated level in Section 5.4.2. In the same Section
subharmonics as low as 1/6 of fex were found to be present. Given that for
the multisine excitation f0 = 0.1 Hz, a subharmonic at f0/6 corresponds
to a period length of 60 s. With measurement lengths of only 50 s, after
transients have been removed, leakage could only be suppressed at the 1/2
and 1/4 subharmonic level (selecting 40 s of data). As a result, the noise
floor is perceived at an elevated level.
7. Features in the subharmonic output power
Assuming that leakage has indeed disappeared at ⇡ fSt following the onset
of lock-in, the remaining feature in the noise floor must represent harmonic
output power. The fact that the feature becomes less pronounced for A/D
approaching 0.30 provides reason to believe that the nonlinear contributions, associated with the vortex forces, are the strongest at moderate
amplitude levels (A/D = 0.15 0.20).
Summarising observations 5 to 7, we find that the leakage skirt is removed
when lock-in sets in, nevertheless subharmonic nonlinear contributions cause a
feature to appear in the apparent noise floor.
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Amplitude spectra of !z

From studying the amplitude spectrum of cy for multisine excitation in Section
6.1.1 the presence of leakage and nonlinear contributions was observed. Recall
that the fluid force acting on the cylinder is considered to be composed of 3
elements: an inertial force stemming from the added mass e↵ect, a velocity dependent drag force, resulting from the imposed motion through a viscous flow
and vortex forces following from the unsteady shear layer interaction. Both the
inertial and drag forces resulting from the imposed motion, act at fex . Hence,
leakage and harmonic contributions are entirely attributed to the vortex forces.
Consequently, we expect to retrieve the subharmonic and leakage bearing contributions also in the vorticity in the wake of the cylinder.
In Fig. 6.3 the frequency spectra of the vorticity measured at a point located
3D downstream of the cylinder, on the centre line, are shown. The following is
observed:
1. The general trend
The general trend in |!z | indicates, as expected, a concentration of output
power in the neighbourhood of fSt . Comparing |CY | to |!z | it is hence
confirmed that in the regions fex ⌧ fSt and fex
fSt , |CY | is dominated
by inertia and drag forces.
2. Leakage and lock-in
Judging from Fig. 6.3, we believe that at A/D = 0.10 the wake is not locked
to the excitation. There exists leakage surrounding a frequency line at an
fex > fSt . The nonlinear contributions have on the other hand gained
considerable strength. This results in a mixing of the leakage bearing
frequency with other excited lines.
At A/D = 0.15 the scenario is di↵erent. The vorticity peaks near a single
value, with all other contributions being at least one order of magnitude
lower. The unexcited lines are now dominated by harmonic contributions
where the distinct bumps appear at the multiples of the 1/6 subharmonic.
Recall that due to the insufficient measurement length, leakage at the subharmonic frequencies could only be suppressed up to 1/4 .
For A/D > 0.15, power is present throughout the entire lock-in range.
This suggests that for multisine excitation two locked regimes can exist:
(c) where the shedding frequency is shifted to a single grid line and (d) to
(f) where vortex shedding is influenced by multiple excitation frequencies.
Notice from comparing to the lock-in region reported for single sine excitation (Fig. 5.1) that the onset of lock-in is only observed for higher
amplitude levels when multisines are applied.
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Judging from |!z | the frequency shift, away from fSt , is also observed in
the wake.

3. Features in the subharmonic output power
Similarly to |CY | the level of subharmonic contributions drops for A/D
approaching 0.30. From visualisations of the flow field we know that the
vortex shedding is less pronounced when multisines of high amplitudes are
applied. At high amplitude of oscillation, the wake is dominated by the
body motion. This leads us to believe that the subharmonics are typically
attributed to the shedding of vortices.
It must be noted that the vorticity was investigated at only a single wake
location. Given the fixed location and the complex wake geometries that exist,
information may have been missed, although this is unlikely given that the trends
are in good agreement with |CY |.
The interpretation of vorticity measurements of a single point and in particular, relating them to vortex shedding is not straightforward. Recall that
vorticity is a local property of the flow field while vortex shedding relates to the
circulation of the flow (Section 1.3). It is therefore incorrect to directly associate
power at a certain frequency line in |!z | to vortices being shed at this frequency.
If we consider any boundary layer, then by definition there exist a velocity
gradient normal to the surface. If we, for the sake of illustration, take the ydirection to be normal to the surface and the x-direction to be tangential to it,
we have that the z-component of the vorticity is given by
!z =

@v
@x

@u
6= 0,
@y

(6.1)

~ = (u, v, w)).
where u and v denote the velocity components in the given point (U
If the location of the measurement point is altered within the boundary layer,
a change in vorticity will be observed. Therefore, if we would periodically move
in between two measurement locations in the wake, a periodically fluctuating
vorticity would be measured, with a period length equal to that of the applied
motion.
This reasoning can also be applied to the wake of a submerged cylinder. We
know that the wake is dominated by shear layer interaction and hence there
exist velocity gradients both in the x direction and the y-direction. If those
gradients do not cancel each other in Eq. (6.1), a z-component of the vorticity
will be observed in the measurement location. In this case, even without the
presence of an unsteady (vortex shedding) wake, applying an imposed motion to
the cylinder would alter the relative location of a fixed measurement point in the
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Figure 6.3: Z-component of the vorticity measured in a point located 3 D downstream on the centre line. Red color marks the unexcited lines where black are the
excited lines. Frequency range: fex /fSt = 1/30 : 1/30 : 1.5. (a) A/D = 0.05, (b)
A/D = 0.10, (c) A/D = 0.15, (d) A/D = 0.20, (e) A/D = 0.25, (d) A/D = 0.30.
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wake. Also in this case, the measured vorticity would fluctuate, driven by the
imposed motion. Therefore, it is incorrect to relate all periodic vorticity changes
measured at a fixed location in the wake to vortex shedding.
If on top of that, the wake is unsteady, it will add to the measured fluctuating
vorticity. If for instance a vortex passes through a measurement point, the
di↵erence in vortex strength at the edges of the vortex compared to the centre
will be perceived as a fluctuation of vorticity. In this light, higher harmonics of
the vortex shedding frequency may be due to variations in vortex strength within
a macroscopic vortex passing through the observation point while subharmonics
are slow fluctuations of vortex strength over multiple shedding cycles.

6.1.3

Phase content of cy

From the analysis of |CY | and by comparing it to |!z | we could already observe a
change in the composition of cy depending on the frequency and amplitude range
of excitation. In this Section we study how regimes dominated by e.g. drag or
inertia forces, can be distinguished on the basis of the phase angle between cy and
the imposed oscillation y(t).
The angle is calculated in the frequency domain:
(zk ) = \

CY (zk )
.
Y (zk )

(6.2)

From Section 1.2.4, we know that the drag force component is in phase with the
velocity and that the inertial force component is out of phase with the velocity.
Since is defined with respect to the displacement, angles of = ±90 or equivalently = ±270 are considered in phase with the velocity and consequently
= 0 is out of phase with the velocity.
In Fig. 6.4 the values of are plotted at the excited frequency lines only. The
following observations are made:
1. The regions fex /fSt ⌧ 1 and fex /fSt

1

We observe that in the low frequency range ⇡ 90 , meaning that the
force is in phase with the velocity and thus is dominated by drag. Given
the sign of the displacement leads the force, as expected for drag. Conversely, in the high frequency range we have that
⇡ 0 . Hence it is
the inertial force, following from the high accelerations, that dominates at
high frequencies. This confirms the trends which were observed in |CY | for
increasing frequency and amplitude of excitation. Similar trends of were
observed in literature (see reported Fig. 1.12a in Section 1.4.3).
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Figure 6.4: Phase angle between cy (t) and y(t) averaged over 4 realisations of
a random-phase multisine excitation. The phases were only calculated at the
excited frequency lines. Frequency range: fex /fSt = 1/30 : 1/30 : 1.5. (a)
A/D = 0.05, (b) A/D = 0.10, (c) A/D = 0.15, (d) A/D = 0.20, (e) A/D = 0.25,
(d) A/D = 0.30.
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Figure 6.5: Phase angle between force and displacement as a function of normalised oscillation frequency (imposed motion). Figure was taken from [18]. The
Reynolds number used during the experiments was equal to 2.3 ⇥ 103 .
.

2. The lock-in region
Within the region directly surrounding fSt ,we expect a transition of
towards 0 . The shape of the transition has been described in literature as a
jump of nearly 180 for fex /fSt approaching to 1 [10]. Similar observations
were reported by Carberry et al. [18] of whom the results are shown in
Fig. 6.5. The distinct phase jump is a characteristic property, observed
over a wide range of flow parameters such as Re and A/D. By studying
the shedding pattern, the phase shift was associated to a change in sign of
vorticity [26, 11].
From the present results (Fig. 6.4), the transition of from around 180
towards 0 appears distorted. In this case the excitation was a multisine,
which is distinctly di↵erent from the single sine or stepped sine signals usually used in experiments. At this stage, we cannot say with great certainty
where this scatter in is coming from. Moreover it is not straightforward
to envisage how the multitude of applied frequencies interferes with the
shedding behaviour. At least the following two aspects deserve consideration:
• Given that discrepancies were observed between the onset of lockin for a multicomponent signal and the single sine case reported in
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literature, it is also reasonable to assume that the phase content might
di↵er.
• For nonlinear systems we know that we can have nonlinear contributions, originating from other frequency lines (super- and subharmonics). Such contributions can distort both the amplitude spectrum and
the phase. In Section 6.6, the nonlinear behaviour of the system is
studied in more detail.
3. Energy transfer
What is important to notice is that only within the lock-in region values
of 0 < < 180 are encountered. This is thus the only region where a
positive energy transfer from the fluid to the cylinder is present (cE > 0).
We recall that is defined with respect to y(t). If instead the velocity ẏ(t)
would have been chosen we would have a positive energy transfer for angels
in the interval between 90 and 90 .

6.2

Frequency sweep excitation

The frequency sweeps cover the same frequency band and amplitude range as
the multisine excitations (0 1.5fSt and A/D = 0.05 0.30). The influence of
the sweep rate was studied at an amplitude level of A/D = 0.20. Table 6.2 lists
the frequency sweep experiments that have been simulated using CFD.
When working with frequency sweeps, the notions of instantaneous frequency
and instantaneous phase become relevant. Hence two analysis approaches can be
exploited, an instantaneous analysis and what we will call, the ‘time independent’
analysis where all time steps are evaluated simultaneously regardless of the time
dependency of the input. Both approaches will prove to have their merit when
studying di↵erent frequency regions.

6.2.1

The instantaneous analysis

Instantaneous frequencies will be denoted with an additional ‘I’ in the subscript,
e.g. fexI . Any instantaneous frequency will be calculated from:
fI =

1 d (t)
,
2⇡ dt

(6.3)

where (t) is the instantaneous phase found through the calculation of the Hilbert
transform [69].
The drawback of the instantaneous analysis is that whenever the signal contains multiple frequency components at a single time instance, the instantaneous

118

CHAPTER 6. RESPONSE BEHAVIOUR OF THE FLUID TO VARIOUS
INPUT SIGNALS

Table 6.2: Frequency sweep experiments. The period of a single sweep direction
(e.g. only sweep up) is denoted T .
T (s)
16
16
16
16
16
16
16
16
16
16
16
10
12
14
18
20
22

frequency band (fex/fSt )
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0
0

-

1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5
1.5

amplitude level (A/D)
0.05
0.075
0.10
0.125
0.15
0.175
0.20
0.225
0.25
0.275
0.30
0.20
0.20
0.20
0.20
0.20
0.20

quantities are no longer uniquely defined. To improve clarity in these cases the
average quantity is calculated over a sliding window (central di↵erence average).
All plots of instantaneous frequency are therefore intended as trend indicators
rather than precise calculations since the moving average will result in a biased
frequency. In cases of multi-component signals it can be useful to resort to
spectrogram visualisations.
The instantaneous frequency of cy
In Fig. 6.6 the time series of y(t), cy (t) and their fI are plotted for a sine sweep of
A/D = 0.20 with a sweep period T = 22 s (single sweep direction). Looking at
the instantaneous frequencies, there clearly exists a frequency range over which
y and cy synchronise. During the sweep up part, the frequency of cy (in red)
starts to deviate from fSt only when the excitation frequency (blue) reaches
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Figure 6.6: Time series and instantaneous frequencies of the imposed sine sweep
oscillation and corresponding cy for an excitation of A/D = 0.20 and a sweep
period of T = 22 s.

fexI /fSt ⇡ 1. From this point on the frequencies appear to coincide up and till
the sweep down part where the wake is no longer dominated by the excitation
and the frequency of cy relaxes to the natural vortex shedding frequency. Judging
from the time domain signal of cy , the beginning of synchronisation is associated
with a gradual increase in amplitude of cy (Times 12 - 17 s). If the frequency is
further increased (Times 17 - 22 s), the output signal becomes modulated. This
is an indication that multiple frequency components are present in the signal.
The modulated signal then makes way for a gradual amplitude decrease till the
output is almost fully extinguished. Finally the autonomous oscillation of cy ,
associated with the stationary cylinder is recovered.
It will become clear from what follows that having coinciding frequencies of
oscillation and cy is not a sufficient requirement to guarantee lock-in. We want
to remind the reader of the rigorous definition of lock-in (Section 1.4.2) which
states that it is not only required that the dominant component of cy matches
fex , but also that all other power, if present in the signal, should be concentrated
at harmonics of fex .
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Spectrogram visualisation
To study the instantaneous frequency spectrum of the signal, as opposed to only
the dominant frequency from Eq. (6.3), a spectrogram is drawn in Fig. 6.7. What
is important to notice from Fig. 6.7 is that there are 2 rather short periods of
time during the sweep where the power of the signal noticeably deviates from
fI /fSt = 1. Reading the figure from bottom to top we first pass through the
sweep up part, then the sweep down part. For both sweep directions the regions
where fexI /fSt ⇡ 1 are the actual lock-in regions where the power of the signal
is concentrated at fex . For values of 1.2 < fexI /fSt < 1.5, there is clearly
power present at the natural vortex shedding frequency which violates the lockin condition. Moreover notice the clear presence of the third harmonic of the
excitation frequency in the high frequency region, highlighting the nonlinear
nature of the system within this range. Recall that odd harmonics in cy are
inherent to oscillating cylinders, as was explained in Section 3.3.2.
The instantaneous frequency of !z
To support the observations made from the spectrogram in Fig. 6.7, the instantaneous frequency of the vorticity measured in a point located 3D downstream,
on the centreline, is shown in Fig. 6.8. This figure indicates that the wake only
synchronises over 2 narrow frequency ranges which are moreover dependent on
the sweep direction. Judging from the vorticity in Fig. 6.8, the lock-in range encountered while sweeping up at A/D = 0.20 stretches from fI /fSt ⇡ 0.82 1.14
and during sweep down from fI /fSt ⇡ 1.08 0.58. We want to stress that
these boundaries are not exact since the method of calculation of instantaneous
frequency involves averaging.
The instantaneous
From the above, we know that while sweeping through the frequency range, the
composition of cy changes. Hence we can expect that this is reflected in the
phase angle between cy and the displacement. Contrary to the multisine excitation the instantaneous is only meaningful in the regions where the frequency
(dominant component) of cy and y match. Therefore, is only plotted starting
from some time before the expected onset of lock-in until the final exit of lock-in
during the sweep down. From Fig. 6.9 we observe the following (left to right).
• For the sweep up part, the onset of lock-in is associated with an abrupt
phase jump towards ⇡ 115 . This is the transient e↵ect of entering the
(phase) locked region.
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Figure 6.7: Spectrogram of cy for an imposed sine sweep excitation of A/D =
0.20 and a sweep period of T = 22 s (sweep up and sweep down reading from
bottom to top).

• Sweeping up, through the locked regime, a gradual phase shift is observed.
The gradual shift stems from the growing weight of the inertia forces in
the total perceived force.
• Lock-in is lost when
⇡ 0 . At this point the Strouhal frequency has
again entered the output (see Fig. 6.7), causing a modulated . The = 0
stems from the high acceleration and thus high inertial forces present in
this range of excitation frequencies.
• During sweep down, the re-entrance into lock-in is marked by a disappearance of the modulation of . From thereon, the transition is smooth until
the exit, which is again associated with a modulation of the phase.
At the re-entry of lock-in, the force is dominated by inertia (recall the
amplitude spectra in Fig. 6.2). Given that the inertia forces are much
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Figure 6.8: Top: time series of the z-component of the vorticity measured 3D
downstream of the cylinder on the centreline for an imposed sine sweep excitation
of A/D = 0.20 and a sweep period of T = 22 s. Bottom: instantaneous frequency
of the input (blue), cy (red) and !z (grey).

stronger than the vortex forces, an alignment of the vortices with the phase
of the excitation goes unnoticed.
• The discrepancy between sweeping up and sweeping down is a common
phenomenon for nonlinear systems. It points to the existence of a bifurcation, a fold bifurcation in this case [52]. A bifurcation exists when an
identical input point, i.e. identical frequency and amplitude as during the
opposite sweep direction, can result in multiple (or altered) solutions. This
can be seen as a result of memory of the system, where the internal state
plays a role in what output is generated to an input sequence.
• It can be noticed that only during the locked periods, 0 <
< 180 ,
enabling positive net energy transfer from the fluid to the cylinder.

Sweep rate and amplitude dependency
So far, cy and !z were studied at A/D = 0.20 and for a sweep rate corresponding
to a period length of T = 22 s. How the response depends on the amplitude and
sweep rate of the excitation has yet to be studied. Subscripts A and f are used to
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Figure 6.9: Top figure: instantaneous frequencies of the imposed sine sweep oscillation and corresponding cy for an excitation of A/D = 0.20 and a sweep period
of T = 22 s. Bottom figure: instantaneous phase angle between cy (t) and y(t)
during the synchronised frequency range. Regions outside the frequency synchronisation are indicated with dashed lines since no meaningful phase di↵erence can
be calculated there.

denote amplitude and frequency, the dependence on the sweep rate is indicated
with the period length T . In total, 6 relationships are investigated:
• dependence of cyA on yA ,
• dependence of cyf on yA ,
• dependence of

on yA ,

• dependence of cyA on T ,
• dependence of cyf on T ,
• dependence of

on T .
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Figure 6.10: Envelope of cy during imposed sine sweep oscillations at A/D =
0.05 0.30 and with T = 16 s.

The relationships are studied in the Figures 6.10 to 6.15.
From the envelope of cy we are able to track the evolution of the maximum
of the amplitude during the sweep. In Fig. 6.10 the envelope is shown for a
range in excitation amplitudes. We notice that entering and exiting of lock-in is
associated with a local dip in amplitude. Also, for moderate amplitude levels,
a local maximum is obtained in the neighbourhood of the Strouhal frequency.
This becomes less pronounced for increasing A/D, similar as for the multisine
excitation. An overall amplitude increase of cy is observed for increasing A/D.
From Fig. 6.11 we observe a widening of the lock-in range for increasing
amplitude (Arnold tongues of autonomous oscillators). It can also be noticed
that at the lowest amplitude level, the power in the signal is concentrated at fSt
and this is dominating over both the drag and inertial forces which are present
at fex .
The amplitude dependency of is visualised in Fig. 6.12. The most apparent
is the widening of the lock-in range. This is observed as a shift of the abrupt
phase shift (transient), marking the first entrance of lock-in to a lower excitation
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Figure 6.11: Instantaneous frequency of the input (blue), cy (red) and !z measured in a point 3D downstream on the centreline (grey) for imposed sine sweep
oscillations at A/D = 0.05 0.30 and with T = 16 s.
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Figure 6.12: Values of
with T = 16 s.

1.5
fex/fSt

1.0

for frequency sweeps at A/D = 0.15, 0.20, 0.25, 0.30

frequency and also an earlier re-entrance for higher A/D.
In the previous Section the gradual phase shift throughout lock-in was explained by a growing inertia contribution in cy for growing excitation frequencies
(increase in acceleration). Hence increasing A/D would result in a steeper phase
transition towards 0 . This is however not what is observed in Fig. 6.12. It is
believed that the growing influence of inertia is countered by a widening of the
lock-in range, eventually only mildly changing the evolution of as a function
of A/D. This also explains the fact that when lock-in is entered at a lower
excitation frequency, the phase settles at a higher value because of a smaller
contribution of inertia at this point.
Finally, also the sweep rate, quantified by the sweep period T may play a role.
From Fig. 6.13 we learn that changes in the studied sweep rate do not a↵ect the
maximum amplitude response, contrary to classical resonating systems. Slight
smoothing of the signal towards lower T is an artefact stemming from the shorter
measurement lengths.
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Figure 6.13: Envelope of cy during imposed sine sweep oscillations with sweep
period lengths (single sweep direction) T = 14 22 at A/D = 0.20.

Again also the instantaneous frequencies of cy and !z can be brought in
relation to T . This is done in Fig. 6.14. During sweep up, no noticeable di↵erence
is observed. The down sweep, slightly more influenced by the sweep rate, shows
a slight increase in synchronisation length for growing T .
The relationship between and T is studied in Fig. 6.15. In this case, deliberately, some part of the frequency range outside lock-in is included to show the
distinct transient during the entrance of lock-in while sweeping up. Also here
the extension of the final exit of lock-in is observable from the modulations only
to occur at lower fexI during sweep down.

6.2.2

The time-independent analysis

In the time-independent analysis we use the DFT, calculated over the entire
measurement, as frequency analysis tool. More specifically we analyse the FRF
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Figure 6.14: Instantaneous frequency of the input (blue), cy (red) and !z measured in a point 3D downstream on the centreline (grey) for imposed sine sweep
oscillations at A/D = 0.20 for T = 14 22 s.
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Figure 6.15: Values of for imposed sine sweep excitation with sweep periods
T = 14 22 s at A/D = 0.20.

calculated from the input-output data,
Ĝ(!) =

CY (!)
,
Y (!)

(6.4)

with CY and Y in this case, the spectra of the sine sweeps. Analysing FRFs was
preferred over the DFT of the output since, contrary to the multisines, a swept
sine signal (by design) does not have a flat amplitude spectrum. In Fig. 6.16 the
frequency response of cy is studied during sweep-up and sweep-down excitations
at di↵erent A/D levels.
In contrast to the instantaneous approach, the DFT superimposes all the
power present throughout the entire measurement at the corresponding frequency
lines, regardless of the time instance at which it was present. The advantage of
this approach is that again a value of can be computed at all frequency lines,
inside and outside the lock-in region, as opposed to the instantaneous approach.
In Fig. 6.16 we observe the same trends in phase and amplitude spectrum
as seen for the multisine excitation. Notice the remarkable resemblance at the
A/D = 0.15 level of excitation (Fig. 6.2c and Fig. 6.16b). Again ⇡ 90 in
the region fex /fSt ⌧ 1 and approaches to 0 for fSt
1. Exact comparison is
hard however given the low frequency resolution of the sine sweeps where only
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a single period was measured and given the unavoidable leakage obtained from
sweeping through the frequencies.
If we compare the instantaneous
to the values obtained from the timeindependent analysis (Fig. 6.9 and Fig. 6.16) we can now complete the picture
over the entire frequency axis. At frequencies lower than the entrance of lockin, cy contains only drag and inertia contributions and given the low frequency,
drag is dominant. Consequently ⇡ 90 or +270 . The transition throughout
lock-in is smooth. This is confirmed by both visualisation approaches. When
exiting the lock-in region, inertia dominates and approaches 0 .
Leakage and a low frequency resolution introduce discrepancies in when
using the time-independent approach. On the other hand the instantaneous
approach is not helpful outside the lock-in region. Therefore both have their
merit in studying the response of swept sine signals.
Fig. 6.17 depicts values of and cy for imposed oscillations found in literature. Although the Reynolds numbers are di↵erent, still the trend as a function
of frequency is found to be quite similar to that observed in the above figures.
In Section 1.4.3 (Fig. 1.12) we also observed similar results from the study of
Blackburn et al. [11].

6.3

Amplitude sweep excitation

Besides sweeping the frequency of a sine oscillation, the f A-plane can also be
traversed at constant frequency and by sweeping the amplitude. Given that both
frequency and amplitude play a role in whether or not the wake will synchronise,
we also expect to observe boundaries of lock-in while sweeping the amplitude.
The performed amplitude sweep simulations are listed in Table 6.3.
Table 6.3: Amplitude sweep experiments. The period of a single sweep direction
(e.g. only sweep up) is denoted T .
T (s)
16
16
16
16
16
16

fex

/fSt

0.55
0.75
0.95
1.05
1.15
1.35

A/D range
0
0
0
0
0
0

-

0.30
0.30
0.30
0.30
0.30
0.30
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Figure 6.16: Magnitude and phase of the FRF of cy obtained from sine sweep
excitation at (a) A/D = 0.05, (b) A/D = 0.15 and (c) A/D = 0.30 with T = 16
s.
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Figure 6.17: Lift coefficient and phase angle from previous studies: O Sarpkaya
(1995) Re = 5000 - 25 000; Gopalkrishnan (1993) Re = 10 000, ⌃ Mercier
(1973) Re = 13 000; Staubli (1983) Re = 60 000; H Carberry (2005) Re = 9100;
⌅ Carberry (2005) Re = 4410; • Carberry (2005) Re = 2300. Figure was taken
from [19].

In Fig. 6.18, the time series of cy during the amplitude sweeps is shown. The
dependency on sweep direction is striking. In the case of fex /fSt = 0.75 (second
plot from below) the response during sweep down is not even remotely similar
to sweep up.
Since all previously introduced signals operate at a fixed set point, which is
common for identification purposes, they will not have captured this amplitude
hysteretic behaviour.

6.4

Single harmonic sines

In most studies, e.g. [4, 10, 59, 121], the forces and corresponding phase angles
are studied for forced cylinder oscillations where the imposed motion is a single
harmonic sine. From [11] we know that the wake structures of forced cylinder
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Figure 6.18: Time series of cy for excitation at constant frequencies (bottom to
top Figures): fex /fSt = 0.55, 0.75, 0.95, 1.05, 1.15, 1.35 and linearly sweeping in
A/D from 0 - 0.30. Sweep up is followed by sweep down.

oscillations show complex bifurcation structures with a high sensitivity to the
initial condition of the experiment (see Section 6.5). Therefore all single harmonic simulations that are conducted in this dissertation will be the result of
a sweep and hold-imposed motion. The frequency will be swept up to the desired value and then held constant at this value. The aim is to prevent that
an abrupt cylinder motion in an otherwise (unsteady but periodic) stationary
cylinder wake would lead to a diverging solution or would converge to an unphysical wake. Moreover, a frequency sweep can be regarded as a natural transition,
similar to how VIV would be observed in practice, apart from the fact that a
change in frequency of vortex shedding would typically result from a change in
U and thus Re for the case of VIV, whereas the Reynolds number in this case is
always kept equal to 100.
A comprehensive study on the lock-in region of forced cylinder oscillations at
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Figure 6.19: The lock-in region defined from frequency synchronisation of cy from
sweep and hold excitation signals throughout the f A plane, present study and
the study of Kumar et al. 2016 [59] (solid lines) compared. Red stars denote
locked conditions, grey circles are outside the lock-in region and black squares
lie in the transition region.

Re = 100 is provided in [59]. We compared the present study to their data in
Fig. 6.19. In this figure, the locations of the f A-plane which were studied are
indicated with a colour coded marker. From the power spectral density of cy in
these points, we know whether we are in lock-in (red markers) where the output
power is concentrated at the excitation frequency and harmonic frequencies, or
in the transition region (grey markers) where the maximum of the power is found
at the excitation frequency yet also power is present at other than the harmonic
frequencies of the input, or outside lock-in where the maximum of the power is
found at a frequency other than the excitation frequency.
The results of the present study are in good agreement with what was found
in [59]. Notice that the exact boundary between the transition region and the
no lock-in region can be hard to define, especially for those cases where there is
nearly equal power at the excitation frequency and another frequency (⇡ fSt ),
since leakage prohibits an accurate reading at both frequencies simultaneously.
A crucial concept for forced oscillation studies is the energy transfer coefficient
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Figure 6.20: Interpolated energy transfer coefficient (cE ) throughout the f Aplane. Calculated from the output of the constant frequency part of a sweep
and hold excitation signal. White dashed line indicates the zero cE contour from
[59].

(Eq. 1.11). Positive values of cE indicate a net energy transfer from the fluid to
the cylinder, meaning that in these cases the motion could have been induced
by the fluid itself (VIV). Of particular importance is thus the cE = 0 contour
line. In Fig. 6.20 the contour lines of cE are plotted based on interpolations
between the studied points of the f A-plane (black markers). We notice positive
values for cE within the boundaries of lock-in and also reaching outside lock-in
to values as low as fex /fSt = 0.72, similar to what was observed by [59] (see
Fig. 5.1). Discrepancies between these figures, in particular the positive values
of cE crossing the upper lock-in boundary are attributed to interpolation errors
given the coarse grid of data points.
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6.5

The influence of the initial conditions

It is known that nonlinear systems can have non-unique solutions. In [11] it was
shown that the initial conditions, i.e. the starting time of the imposed motion
with respect to the zero crossing of the autonomous oscillating force coefficient,
can have a tremendous influence on the transient time before a steady state
solution is obtained. The transients can range from only 15 motion cycles up
to 200 cycles during which the solution changes continuously and unpredictably
between cycles with positive and negative energy transfer. Especially outside
the lock-in region it can be clear that the initial condition will have a direct
impact on the force coefficient. The output will behave quasi-periodically, with
a contribution at the excitation frequency as well as at a frequency near fSt .
Since within this zone the wake will not synchronise to the cylinder motion,
the starting time of the imposed motion directly defines the obtained solution.
To study the impact of the initial condition, 3 locations of the f A-plane were
selected. Deliberately, one point lies within the no lock-in region, one point lies
within lock-in and a third one is located in the transition zone.
In Fig. 6.21, the output generated starting from two di↵erent initial conditions, i.e. the velocity field of a stationary cylinder at two di↵erent time steps,
is plotted in red and in blue and their di↵erence is plotted in grey. The signals
that were applied are of the sweep and hold type. As was expected, a persistent
di↵erence is encountered throughout the entire time series when we stay outside
the lock-in region. If on the other hand, the wake becomes locked, we observe
that regardless of the initial condition, the output will coincide and the di↵erence
dies out. In the transition region we observe a considerable lower dependence on
the initial condition although no complete annihilation as for the case of lock-in
is present.
Given this characteristic dependency on the initial condition, also the initial
state and initial value of the input will be of tremendous importance when a
model is used for the simulation of an output signal (see Section 8.5).

6.6

Quantification of nonlinearity

From a modelling point of view, one would like to know to what extent the
system at hand behaves linearly or nonlinearly. Even more insightful would
be to not only have a measure for the degree of nonlinearity, but also to be
able to characterise or categorise the nonlinear behaviour in some sense. In this
section these questions will be addressed by examining the variances obtained
from calculation of the best linear approximation (BLA) on one hand [27], and
using what is called the ‘FAST’-approach [89] on the other.
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Figure 6.21: Time series of cy obtained from CFD simulations. Blue and red
lines are the outputs measured for identical input (sweep and hold excitation)
but for di↵erent initial conditions. Grey is the di↵erence between both. In (a)
we are outside lock-in (see Fig. 6.19) at A/D = 0.20 and fex /fSt = 0.50 (hold
frequency), (b) is in lock-in at A/D = 0.10 and fex /fSt = 0.90 and (c) is in the
transition region at A/D = 0.10 and fex /fSt = 1.10.
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The cornerstone of the nonlinear analysis is the property of nonlinear systems
to mix power over di↵erent frequency lines. This is in contrast to a linear system
which, when it is excited by e.g. a sine wave (power at a single frequency line
in the Fourier transform), will return an output only at the excited line. As an
example we look at the output of a simple cubic nonlinearity when the input is
jwt
jwt
a single harmonic cosine (x(t) = e +e
):
2
y(t) = x3 (t)
1
= (ejwt + e
8

(6.5a)
jwt

)(ejwt + e

jwt

)(ejwt + e

jwt

).

(6.5b)

From the above product we see that all possible combinations, 3 by 3, of the
frequencies ! and ! will be generated:
2
3 2
3
!+!+!
3!
6
7 6
7
6 ! + ! ! 7 6 1! 7
6
7 6
7
6 ! ! + ! 7 6 1! 7
6
7 6
7
6 ! ! ! 7 6 1! 7
6
7 6
7
(6.6)
6
7=6
7
6 ! + ! + ! 7 6 1! 7
6
7 6
7
6 ! + ! ! 7 6 1! 7
6
7 6
7
6
7 6
7
4 ! ! + ! 5 4 1! 5
! ! !
3!

|Y(ω)|

The spectrum of y(t) is given in Fig. 6.22. The cubic nonlinearity has generated
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Figure 6.22: Frequency spectrum of the output from a cubic nonlinearity given
a single harmonic input at !.
a third harmonic contribution. In general we have that odd nonlinearities will
generate odd harmonic contributions while even nonlinearities will give rise to
even harmonics. This property will be exploited in the FAST-approach.
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Nonlinear distortions on the Best Linear Approximation

Using random-phase multisines we are able to calculate the BLA (see Section
4.5.1). The estimate of the BLA is obtained from averaging the frequency response functions (FRFs) calculated from di↵erent realisations of the randomphase multisine. Since each realisation is constructed using a di↵erent random
set of phases on the excited lines, the nonlinear contributions will also appear
in a stochastic way, over the FRFs. Therefore, by averaging the FRF estimates,
the stochastic nonlinear contributions at a given frequency line will approach
their expected zero mean value and the best linear approximation of the system
is obtained for the chosen input spectrum.
The variance associated with this mean FRF will be a measure for the nonlinear distortions present at a given frequency line. If the measurements are noisy,
we obtain the total variance which is the sum of the nonlinear distortions and
the noise. Calculation of the variances, or equivalently, the standard deviations
(std) can be consulted in the Appendix A.1.
In Fig. 6.23 the magnitude of the BLA calculated from 4 realisations, at every
amplitude level, are plotted in black. In red the total std ( BLA ) is shown and
green indicates the noise floor ( n ). Since the BLA is only defined at the excited
lines, the data is first averaged over successive periods. This also increases the
SNR. In Section 5.4.2 we observed two sources of non-PISPO output power, the
autonomous oscillation frequency and subharmonic contributions. The level of
n , calculated over periods of the multisine base frequency will hence not only
be due to noise but also contain contributions from the non-PISPO (nonlinear)
sources. The overall level of nonperiodic (period of the multisine) contributions
will be called the noise floor in this Section but be aware that it is no longer
possible to entirely separate noise from nonlinear contributions.
In Section 6.1.1 we saw that for an increase in A/D the autonomous component shifts towards the grid lines, removing leakage. We also saw that the level of
subharmonic contributions drops. Hence, also the decrease in the apparent noise
floor for increasing A/D is explained. The total level of distortions (sum of noise
+ nonlinear distortions), however, remains unaltered, indicating an increase of
nonlinear distortions at the excited lines.

6.6.2

The ‘FAST’-approach

The objective of the FAST-approach is to characterise the type of nonlinearity,
i.e. whether there are even or odd nonlinearities present. The approach relies on
the usage of a specifically constructed signals called random-phase random-odd
multisines [89]. A random-odd multisine is again a sum of harmonically related
sines with randomly selected phases but compared to the previously used (full)
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Figure 6.23: The best linear approximations of the system from random-phase
multisine excitations with frequency range: fex /fSt = 0.1 : 0.1 : 1.5. (a) A/D =
0.05, (b) A/D = 0.10, (c) A/D = 0.15, (d) A/D = 0.20, (e) A/D = 0.25, (d)
A/D = 0.30. The BLA indicated in black, the total std (noise + nonlinear
distortions) in red and the noise std in green.
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random-phase multisines, 2 constraints are added on the excited frequency lines.
For random odd, only the odd frequency lines are excited, excluding one line for
every bin of 4 odd lines. The odd lines which are excluded are called detection
lines and the position of these lines within a bin of 4 odd lines is chosen randomly.
From the previous sections we know that when analysing the output of a
system, the linear contributions will only be present at the excited lines. At the
even lines, there can be contributions following from even nonlinearities only,
since no even lines are excited in a random odd multisine. Similarly, at the
odd unexcited lines (detection lines), there can only be contributions from odd
nonlinearities. Finally, at the excited odd lines there can be both odd nonlinear
contributions and linear contributions. In Fig. 6.24 the DFT of a random odd
input signal is shown (panel a). Below (panel b) the di↵erent contributions are
plotted, first separately, and then summed together in the case the random odd
input signal would have passed through a nonlinear system containing both odd
and even nonlinearities.
The same approach is used to characterise the nonlinear distortions of cy .
To fit the needs of this nonlinear fluid system, the classical FAST-approach is
slightly modified. Since we know that the level of noise is low and since we have
observed that subharmonics as low as f0/6 can be present, it is preferred not to
average the data over the period length of f0 but instead to produce the DFT
spectrum with a window size of an integer multiple of at least 6 periods. Hence,
apart from the harmonic nonlinear contributions present at the grid lines, also
subharmonic contributions can be observed. An estimate of the noise floor is then
obtained from the level where there is no longer a noticeable di↵erence between
subharmonic lines. In practice, the measurement length was chosen equal to
12T0 with f0 = 0.05 Hz. Hence the following subharmonic contributions can be
studied: 1/12 , 1/6 , 1/4 , 1/3 , 1/2 .
Fig. 6.25 shows the DFT output spectra at 2 amplitude levels (A/D = 0.15
and 0.30) for an imposed cylinder motion of a random odd multisine. After removing transients, the spectrum of 12 periods of f0 is studied. We observe that
at both amplitudes the odd nonlinear contributions dominate. Even contributions are hardly present. Only in the frequency band around 2.5fSt some power
is present, although of a much lower level (at least 40 dB lower than the main
contributions).
At the lower amplitude level (A/D = 0.15) leakage is present at the autonomous frequency. This presents itself in the form of a skirt, noticeable at
all frequency lines. It is therefore not considered as subharmonic output power.
Recall that the autonomous frequency deviated slightly from the intended 3 Hz,
hence resulting in non-PISPO output power.
At the higher excitation amplitude (A/D = 0.30), the output is forced onto
the grid lines and leakage is no longer dominant. In this case, subharmonic
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Figure 6.24: Example of the DFT spectra of a random odd multisine (a) and the
di↵erent output contributions that can follow from it when it passes through a
nonlinear system.
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contributions at the 1/3 level are noticeable. Although also these contributions
are at least two orders of magnitude lower than the main contributions.
Notice that at the unexcited grid lines (even and detection lines), where there
is no linear contribution, it is not possible to determine whether the contribution
is the result of a higher harmonic following from a lower frequency line, or a
subharmonic of a higher frequency line.
The noise floor is perceived as the level where subharmonic contributions can
no longer be distinguished, i.e. at approximately -80 dB.
Additionally, a clear third harmonic contribution is present at both amplitude
levels. The origin of the third harmonic was already discussed in Section 3.3.2
where it was attributed to the interaction of the oscillation frequency and the
vortex shedding frequency.
These observations will guide us during the selection of nonlinear basis functions in Chapter 8.

6.7

Conclusion

In this Chapter we analysed the behaviour of cy given a number of di↵erent
input signals. A thorough analysis of the influence of the type of signal, the
amplitude level and the sweep rate (where applicable) was made on the basis
of the frequency content of cy , both in amplitude and in phase di↵erence with
the displacement. The use of dedicated broadband signals, called random-phase
multisines, common for identification but novel in fluid dynamics, was discussed.
Overall the highest amplitudes of cy were found whit-in the lock-in range.
Throughout the lock-in range, for increasing frequency, we observed a gradual
phase shift from about +120 at the beginning of lock-in, towards 0 in the high
frequency ranges. The entrance of lock-in is associated with a jump in phase.
These findings correspond to what is observed in the literature and are associated
with a changing composition of cy throughout the frequency range. Frequency
spectra of !z confirm the shift of vortex contributions in cy throughout the
studied frequency range.
From sweep experiments, it was found that the system can behave in a hysteretic manner. This was observed both for linear frequency sweeps as for linear
amplitude sweeps.
On the basis of single harmonic excitations throughout the f A-plane, the
regions of positive net energy transfer were examined. Taking into account the
coarse grid of available data the contour lines were comparable to what was found
in literature. Since positive values of cE are associated with 0 < < 180 , it
could be concluded from the sine sweeps (which provide the cleanest estimate
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Figure 6.25: Amplitude spectra of cy from random-odd multisine excitation. (a)
Amplitude spectrum of the FAST-test at A/D = 0.15. (b) Amplitude spectrum
of the FAST-test at A/D = 0.30.
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of ) that only within the lock-in range a positive net energy transfer from the
fluid to the cylinder is possible.
It was found that the influence of the initial conditions of the CFD simulation,
i.e. the flow field taken from the unsteady wake of a stationary cylinder at a
certain time step, depends on whether or not the imposed motion resides in the
lock-in region. Outside lock-in, a persistent influence of the initial condition is
present where on the other hand the influence would die out entirely for cases
within lock-in.
Relying on the calculation of the BLA at di↵erent amplitude levels, the level
of nonlinear distortions was examined. It was found that due to the presence
of non-PISPO output power, nonlinear distortions and noise contributions could
no longer be entirely separated. Nevertheless a high level of total distortion was
observed. Given the low actual noise level obtained in Section 5.4.2, we know
that the level of nonlinear contributions is high.
From the FAST-approach we were able to deduce that odd nonlinearities are
dominantly present in the output. Besides the odd contributions also subharmonic power is present, although at a much lower level. This insight will be used
when selecting proper basis functions in the identification process of Chapter 8.

7

PNLSS modelling of an autonomous
oscillator based on the Van der Pol
equation
The Van der Pol oscillator is of special interest since this type of equation has
been frequently used as wake oscillator model. One of its characteristics is that
it is able to perform autonomous oscillations and describe a synchronisation
behaviour when periodic forcing is applied [86, 42]. In this chapter the nonlinear
response of a system described by a Van der Pol equation is studied. Next a
nonlinear state-space model is identified on the basis of data of the considered
system.
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In this Chapter, we apply the identification strategy of Chapter 4 to a nonlinear system with a known equation. The nonlinear system considered is described
by the Van der Pol equation (Eq. (7.1)). This equation has been the starting
point for the wake oscillator models for decades [42, 86, 29]. Using the Van der
Pol equation, with a set of self-chosen parameters, we are able to easily generate
data, under well controlled conditions. These data are then used as a benchmark
to test the ability of the method, and to study the influence of user choises, e.g.
the degree of nonlinearity used to model the data or the influence of the type of
excitation signal.

7.1

Generalised Van der Pol equation

For consistency, the nomenclature introduced to study VIV is maintained for the
Van der Pol equation. Hence it is expressed in terms of the 2 variables, cy and
y. The most basic representation is given by [113]:
c̈y + "⌦aut (c2y

1)ċy + ⌦2aut cy = ẏ,

(7.1)

where on the left hand side we have a nonlinear oscillator with an autonomous
angular frequency ⌦aut and on the right hand side we have a forcing term related
to the derivative of the displacement (forced Van der Pol equation). There is
debate on what right-hand-side expression is most suitable when the equation
is used for modelling of VIV, displacement, velocity, or acceleration [32]. Here,
we will not investigate the matter since it will not influence the approach of this
illustrative identification example. The impact of the choice of forcing term was
already discussed in Section 3.1.
In Eq. (7.1), ⌦aut = 2⇡faut with faut the autonomous frequency chosen
to be 3 Hz. We chose " equal to 0.3, in accordance with [32], since values of
" < 1 give rise to harmonic sinusoidal oscillations, contrary to " > 1 where a
distinct regime (relaxation oscillator) known for its typical skewed wave forms
is obtained [76]. Unforced, the solution attains a limit cycle at the autonomous
frequency. Through forcing, phase-locking (synchronisation) is observed in a
frequency range around faut of which the width varies with forcing amplitude.
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For the purpose of gaining insight in user choices during the identification steps,
it is sufficient to have a nonlinear di↵erential equation which clearly mimics
(qualitatively) the behaviour which was observed for cy in Chapter 6. In order
to generate any data, also an initial condition must be selected. If not mentioned
otherwise (e.g. sine sweep excitation), these were set to cy0 = 0.1 and ċy0 =
0.1 s 1 .

7.2

Output of a forced Van der Pol equation

The response of the Van der Pol equation is studied by varying the forcing term
(right hand side of Eq. (7.1)). In the unforced case we have
c̈y + "⌦aut (c2y

1)ċy + ⌦2aut cy = 0.

(7.2)

In this case, having cy = 0 and ċy = 0 is a static solution, also known as fixed
point. Since the damping is negative, the solution will be unstable (for positive ")
and oscillatory for small " near (cy , ċy ) = (0, 0). This follows from an eigenvalue
analysis of Eq. (7.2), linearised at the fixed point [28]. As the amplitude of
the response increases, c2y becomes important and stabilises the solution. Given
the existence of an unstable region at low amplitudes and a stable region from
a certain amplitude onwards, there will exist an attractor in the stable region
(Poincaré-Bendixson theorem). Since the origin is the only fixed point, the
attractor in the stable region is a limit cycle. Hence the steady-state response of
the unforced Van der Pol equation describes a stable limit cycle oscillation [28].
Using single harmonic sine excitation, the synchronisation property can be
studied on the forced Van der Pol equation. By changing the frequency and the
amplitude of y(t) = A sin(2⇡fex t), and consequently substituting ẏ in Eq. (7.1),
an area of the f A-plane is covered. In Fig. 7.1, the combinations of amplitude
and relative frequency of y, for which the frequency of cy locks on to the excitation frequency (fex ) are indicated with a black marker. During this automated
process, only the frequency containing the maximum of the power is considered.
Therefore the black markers cover both the transition and the lock-in region
(definition of lock-in can be consulted in Section 1.4.2, examples of outputs in
locked configuration and in the transition region are provided in Fig. 6.21). A
distinct v-shaped region, also called Arnold tongue [87], becomes visible. An interesting fact is that even a nonlinear di↵erential equation of a seemingly ‘simple’
form as the Van der Pol equation has very complex spaces of solutions, including
bifurcation points with basins of attraction to multiple solutions and even chaos.
This will be illustrated in Section 7.5. More information on the response and the
bifurcation structure of the forced Van der Pol equation can be found in [40].
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Figure 7.1: Lock-in behaviour of the forced Van der Pol equation. Black stars
mark the combinations of relative frequency and amplitude of y(t) for which the
frequency of cy in Eq. (7.1) is synchronised with the excitation frequency, fex .

In analogy with Chapter 6 the response of this system can also be studied
on the basis of various excitation signals. In Fig. 7.2 a random-phase multisine
excitation is shown along with the response in both the time and the frequency
domain. Note that the choice of right hand side in Eq. (7.1) results in a non-flat
input spectrum for ẏ(t) (dB scale) when a flat amplitude multisine (as was used
for the fluid system in Chapter 6) is applied for y(t). The output response of
cy resembles in a qualitative way the data from CFD (Fig. 6.2), i.e. the highest
amplitudes are obtained in a band around faut .

7.3

An analytical state-space formulation of the Van der
Pol equation

It can easily be shown that the Van der Pol equation is covered by the PNLSS
model class. Using a simple Euler discretisation, Eq. (7.1) can be rewritten in
a discrete PNLSS form. With the state variables being x(k) = [cy (k) ċy (k)]T ,
k indicating the sample number such that t = kTs and Ts being the sampling
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Figure 7.2: Time and frequency domain plots of the input and output of the Van
der Pol system. Top left: time series of ẏ(t). Bottom left: time series of cy . Top
right: amplitude spectrum of ẏ(t) averaged over 5 periods. Since a flat amplitude
spectrum was chosen for y(t) (An = 15), we have a linearly increasing spectrum
in ẏ(t). Bottom right: amplitude spectrum of cy averaged over 5 periods.
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The derivation of Eq. (7.3) can be consulted in Appendix B. Important to notice
is that Eq. (7.3) will only approach the solution of the original ODE (Eq. (7.1))
if the sampling frequency is selected sufficiently high.
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7.4

PNLSS identification of a Van der Pol model

Since in the case of an oscillating cylinder in a fluid flow, the analytical expressions are unknown, we will also tackle the identification of the Van der Pol
oscillator in a black-box way. We will show that a good estimate of Eq. (7.3) can
be found working solely from data, and thus without making use of any of the
coefficients from the analytical expression, nor from the type (nonlinear damping
term) of nonlinearity present. To get an estimate of the PNLSS model, steps 1
to 4 as described in Section 4.5 are executed.
The objective is to identify a PNLSS model from data obtained from time
integration of Eq. (7.1). The region of parameter space is constrained to a
single amplitude level (for computational reasons only) and a frequency range
of fex /faut = 0 1.5. The amplitude level of A = 15 is selected. At this level,
the lock-in range spans from roughly 0.7faut to 1.3faut (Fig. 7.1), which is in the
same ballpark as the synchronisation region observed for the true fluid dynamic
system in Chapter 6.

7.4.1

FAST-approach on the Van der Pol equation

Identical to Section 6.6.2, the FAST-approach is applied to data of Eq. (7.1).
A random-odd multisine is constructed over the frequency range 0 1.5faut .
The location of the detection lines is selected randomly for each bin of 4 odd
frequency lines, the amplitude level of y(t) is fixed to A = 15 and all excited
lines have been given a random-phase, uniformly distributed between zero and
2⇡ ( ⇠ U [0, 2⇡[).
Fig. 7.3 shows the colour-coded frequency spectrum of the calculated cy .
Clearly, the output is dominated by odd nonlinear behaviour (product of c2y and
ċy ) and no even contributions can be detected. Since there is no noise added, the
noise floor can be pushed down arbitrairly low, depending only on the allowed
tolerances of the time integration solver (ODE45 ).
This insight in the nonlinearity can now be exploited further in the identification process by distinguishing between odd and even nonlinear basis functions.
The influence of the choice of nonlinear basis functions is studied by also investigating the other, less optimal options, e.g. also including even nonlinear basis
functions.

7.4.2

The estimation process

1. Non-parametric linear initialisation
As initialisation of the full PNLSS model we use the Best Linear approximation. The BLA is calculated from applying 7 random-phase multisine
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Figure 7.3: Colour-coded frequency spectrum of cy , calculated from integration
of Eq. (7.1) with a random-odd multisine as y(t). Excited (odd) frequency lines
are shown in black, even lines in blue and unexcited odd lines (detection lines)
in red. Integration errors result in a small std over the periods of the output,
indicated in grey.

realisations as forcing term in Eq. (7.1). Again, flat amplitude spectra
were chosen for y(t), resulting in a linear increasing spectrum for ẏ(t).
The calculated FRF’s are averaged and the non-parametric estimate of the
BLA, ĜBLA and its variance ˆBLA are obtained. The multisines cover the
frequency range f0 1.5faut (f0 frequency resolution of the multisine), exciting a total of N = 45 frequency lines, hence f0 = 1.5faut /N . The data
are generated from time integration of Eq. (7.1) using the ODE45 built-in
solver in MATLAB, a write interval of 10 3 s and a relative tolerance of
10 8 , to reduce the integration errors. The solver uses a variable time step
to meet the required tolerance levels.
2. Parametric linear estimate
Using the FDIDENT toolbox in MATLAB, a parametric model scan was
conducted. In Fig. 7.4 the cost of the parametric fit is plotted against the
model order. In this case a linear second-order model (1/2) was selected
based on the clear drop in the cost. Moreover it can be seen from the

CHAPTER 7. PNLSS MODELLING OF AN AUTONOMOUS
OSCILLATOR BASED ON THE VAN DER POL EQUATION

154
104

3

Cost

10

2

10

101

1/0 2/0 3/0 4/0 5/0 1/1 1/2 2/2 1/3 2/3 3/3 1/4 2/4 3/4 4/4 1/5 2/5 3/5 4/5 5/5
Model order

Figure 7.4: Cost of the parametric fit of the Best Linear Approximation of the
Van der Pol equation as a function of model order.

analytical expression in Eq. (7.3) that 2 state variables would suffice.
A plot of the nonparametric and the parametric estimate of ĜBLA is shown
in Fig. 7.5. Also the level of total distortion and measurement noise are
indicated in red and green correspondingly. A considerable amount of
nonlinearity can be noticed from the di↵erence between the noise floor and
the level of total distortions.
3. Nonlinear optimisation
Starting from ĜBLA as initial values for the A, B, C and D matrices, and
setting E and F equal to zero, the coefficients are further tuned in the
nonlinear optimisation step. As training data, 4 random-phase multisine
realisations were used. The training set consist of the concatenation of
these 4 realisations, averaged over their periods. To remove transient effects, an additional period of each realisation is introduced at the beginning
of each new realisation and later again removed from the Jacobian. The
estimation data is shown in Fig. 7.6. In Table 7.1, the estimation results
obtained for di↵erent choices in nonlinear degrees of basis functions are
listed. Note that in all cases the degree of nonlinearity is set both for the
state (all state variables) and the output equation, with the exception of
the Van der Pol option (number 6) where Eq. (7.3) dictates that only one
of both state variables should be updated nonlinearly and no nonlinearity
is present in the output equation.
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Figure 7.5: Parametric (solid black line) and nonparametric (dashed black line)
estimate of ĜBLA of the Van der Pol system.
Table 7.1: Estimation results on multisine training data of the Van der Pol
equation.

1
2
3
4
5
6

NL degrees
1 (BLA)
2-5
3, 5
3
2, 4
c2y ċy

# parameters
9
115
73
29
53
10

erms
0.45
1.36e-05
1.24e-05
2.52e-04
8.72e-05
0.075

The variability in the estimation results of Table 7.1 are explained keeping
in mind a number of pitfalls of the identification technique:
a) The method involves nonlinear optimisation and is hence prone to end
up in a nearby local minimum.
b) An influencing factor is the initialisation of the optimisation proce-
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Figure 7.6: Estimation (training) data for the PNLSS identification of the Van
der Pol system described by Eq. (7.1). Set consists of 4 random-phase multisine
realisations, averaged over their successive periods. At the beginning of a new
realisation an additional period is introduced to allow transients to die out (black
parts). These parts are excluded from the cost function.

dure. It is not guaranteed that the BLA is an appropriate initial
guess.
c) The result is a discrete-time model of a continuous-time nonlinear
ODE. The quality of the approximation is hence conditioned on the
sampling frequency.
Discussion on the estimation results of Table 7.1:
• Providing the correct type of nonlinear basis functions (odd nonlinearities) and of sufficient degree yields the best result (option 3).
• Increasing the degrees of freedom by also introducing the unnecessary
even degrees (option 2) yields a marginally larger error.
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• If only the exact nonlinear degree (third degree) is provided, the error
is an order of magnitude higher. The fact that the exact model is not
retrieved is even more prominent from the considerable error present
for option 6, which uses only the true nonlinear basis function. The
answer to the question why the exact model is not retrieved is twofold:
– How well does the discrete-time analytical PNLSS formulation
(Eq. (7.3)) approximate the data obtained from the continuoustime Van der Pol equation (Eq. (7.1))?
The accuracy of the discrete-time approximation is studied on the
basis of the relative rms errors (see Section 4.7) on the multisine
training data:
fs = 1 kHz :
fs = 10 kHz :

erms = 0.12
.
erms = 0.01

Since all models were estimated from data sampled at 1 kHz, large
discretisation errors are introduced when restricting to the true
nonlinear basis functions. The errors can however be reduced by
increasing the flexibility in the nonlinear part (options 2 to 4).
– The second question concerns the BLA: was this a good initialisation point in this case? There might still exist a better PNLSS
approximation than the one given by Eq. (7.3).
If instead of the BLA, Eq. (7.3) is used as initialisation of the
nonlinear system and the optimisation procedure is repeated for
option 6 an erms = 5e-03 is obtained. This is a reduction of the
error by one order of magnitude.
• Providing only the even degrees 2 and 4 suffices in this case to obtain an accurate local approximation. Whether the obtained model
remains accurate when a new data set is applied is studied in the
validation step (Section 7.4.3).

We conclude from the above that the best estimation results are obtained
when using the knowledge of the type of nonlinearity provided by the FASTtest and that using higher degrees than the true one aids in obtaining accurate
approximations. Increasing the nonlinear degree reduced the discretisation errors
introduced by the finite sampling frequency. An influencing, yet unpredictable
aspect of the procedure remains the initialisation. It was shown that the BLA
is not guaranteed to be the optimal choice.
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Validation

Validation is done on the basis of 3 types of excitation signals: a new realisation
of the random-phase multisine, sine sweep excitations and single harmonic sine
waves. This way, the situation in which a nonlinear model has been trained on
one type of excitation signal but is used to simulate another, is imitated.
Broadband validation
In Table 7.2 the validation results on the new random-phase multisine realisation
(MS) and a sine (frequency) sweep (SWS) excitation are shown. In the case
of the MS, the errors are of comparable magnitude as the ones observed on
the estimation data (Table 7.1). What can be concluded is that in this case,
training on 4 realisations sufficed to be able to simulate the output to a validation
realisation with equal quality as for the estimation data.
In case of the sine sweep validation, two validation signals were tested. SWS1
was obtained from integration of Eq. (7.1) starting from the initial conditions
cy0 = 0.1 and ċy0 = 0.1. For SWS2 , the initial conditions were selected from a
time step during a stable limit cycle of amplitude 2 of the unforced version of
Eq. (7.1). Notice that this is similar to how the true fluid system was excited
by sine sweeps in Chapter 6. Both the sweeps were designed to cover the exact
same frequency range that was covered by the multisine training set. Also the
amplitude level matched the training data. The sweep period, T0 was chosen
equal to 12 s. Figures of the time series are provided in a subsequent section,
together with a discussion on the initial conditions.
Both sweep validation experiments are well captured by the models that
correspond to accurate estimation results (options 2 to 4), except for option 5
where only even nonlinear basis functions were used. Although the local fit to
the training data was accurate for option 5, simulating the output to data of a
di↵erent operating regime of the system (swept sine signal) forces the model to
extrapolate, resulting in large errors. This example points out the importance
of having knowledge of the type of nonlinearity present in the system.
Single harmonic sine validation
To validate the models on single sines, the output is simulated for discrete frequency values at A = 15. The results are plotted in Fig. 7.7. The figure shows a
clear distinction between models, depending on what nonlinear basis functions
they contain. Models containing the basis functions which were identified by
the FAST-test (odd basis functions) achieve considerable lower errors than when
those are left out. We also notice that introducing unnecessary (even) basis functions, besides the odd ones, does not yield improved validation results. These
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Table 7.2: Validation of the estimated models on random-phase multisine excitation (MS) and swept sine excitation (SWS).

1
2
3
4
5
6

NL degrees
1 (BLA)
2-5
3, 5
3
2, 4
c2y ċy

MS erms
0.52
9.60e-05
4.42e-05
7.15e-04
2.04e-04
0.21

SWS1 erms
0.71
3.2e-05
2.93-05
6.4e-04
0.39
0.14

SWS2 erms
0.67
3.4e-05
2.8e-05
8.4e-04
0.53
0.13

basis functions result in redundant coefficients to be estimated, slowing down the
estimation process, and they can even lead to less accurate models by increasing
the complexity of the cost function.
We also observe that the errors are the lowest in the region around faut ,
where there exists synchronisation between the output and the input. Two
possible reasons are suggested (both can be simultaneously true). First of all,
the model might simply perform better in the lock-in region of the system, i.e. the
input output relationship is captured more accurately while locked. Secondly, an
additional source of inaccuracy is present outside the lock-in region where there
exists the necessity of estimating the initial state. This is addressed in the next
section.
Somewhat surprisingly, also the model containing only even basis functions
performs well inside the lock-in region, contrary to an error of nearly 100%
outside this region. It appears that data of the lock-in regime, obtained from
single sine excitation corresponds well to the multisine training data, to which
the model was accurately fit.
For the best performing model we can even conclude that training with a
broadband multisine, exciting frequencies both inside and outside the lock-in
region, has led to a model which is able to reproduce this synchronisation principle, even though it is not obvious that the synchronisation is present during
the broadband training.
Transients and the initial conditions
As was discussed in Section 4.6, the simulation of data using a state-space model
(and all dynamic models for that matter) requires initial conditions for the states
and the input. If a model is estimated, the initial states (x0 ) can be regarded
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Figure 7.7: Validation of the estimated PNLSS model of the Van der Pol system with single harmonic sine waves at A = 15 and discrete frequency points
indicated with markers.

as a set of nx unknown parameters. Given the model parameters, x0 can thus
be estimated from the validation data to be simulated. This technique was
applied to all previously shown validation data. Note that estimates of the
initial conditions of the estimated PNLSS model are denoted x0 while the true
initial conditions used in Eq. (7.1) are denoted cy0 and ċy0 . The initial conditions
x0 are parameter dependent (✓ of PNLSS) and will therefore not approach cy0
and ċy0 .
In Fig. 7.8, 7.9 and 7.10, the error on the simulated output of the model
estimate containing NL degrees 3 and 5 is plotted with and without estimation
of x0 . For single sines we observe the same behaviour as was observed for the
fluid system in Section 6.5, i.e. a persistent influence of the initial condition for
excitation signals outside the lock-in zone, where the output is dominated by
the autonomous oscillation and a decaying transient e↵ect for excitations within
the lock-in region. We can hence also explain why the errors were considerably
larger for validation with single sines outside the lock-in region. In these regions,
estimation of the initial state is a necessary part of simulation. The estimation
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process of the initial states x0 , is an additional source of inaccuracy. Since
this estimation problem is nonlinear in the parameters, nonlinear optimisation is
needed. The error will therefore depend upon the initial guess and the particular
shape of the cost function. Since there exists no intuitive way of initialising this
nonlinear optimisation, zero was used for all state variables.
In case of swept sine validation we observe that if no estimate of x0 is provided, the influence of x0 disappears from a certain point along the sweep. In
fact this point corresponds to the entrance of lock-in, which manifests itself irrespective of the previous state of the system.
For broadband multisine excitation the influence of the estimate of x0 dies
out over time. We will show that this feature depends on the frequency content
of the multisine with respect to the lock-in region.
The initial condition can also be associated with a starting point in the phasespace from where the solution path is initiated. If we consider two di↵erent
starting points for the solution, one of the following will occur: either both
solutions converge to the same periodic solution, via di↵erent transient paths,
or di↵erent solutions are obtained, tracking di↵erent paths through phase-space.
Whether the first than the latter is observed depends on the set of possible
solutions of the particular system and on what is called their basins of attraction.
In these regions, as the name already indicates, the solution or path through
the phase-space will drift to an attractor, e.g. a fixed point or a limit cycle
[52]. Depending on the initial condition, the starting point can lie within the
attraction region of a di↵erent solution.
In the case of an autonomous oscillator, there exists also an input independent solution, which tracks a stable limit cycle in the state space. If an excitation
is applied, the initial condition will be a point on the stable limit cycle. Depending on the phase angle between the autonomous oscillation and the excitation
a di↵erent interaction occurs, leading to di↵erent solutions. This is what we
observe when excitation signals from outside the lock-in region are applied. If
lock-in is present, the output will be locked to the input both in frequency and
in phase, and a solution independent of the initial condition will be obtained
(provided that the initial conditions lie in the same basin of attraction).
This feature is illustrated in Fig. 7.11 where the influence of the initial condition is plotted for 3 multisine excitation signals: a multisine with all power
outside the lock-in region, one partly covering the lock-in region and a third one
with exclusively power in the lock-in region. As expected, it suffices to overlap partly with the lock-in region for the autonomous output to become locked
both in frequency and in phase to the input. Therefore, if this condition is
met, and initial conditions are selected from the same basin of attraction, the
obtained solutions become independent of the initial condition after transients
have passed. How long it takes for transients to die out depends on the selected
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Figure 7.8: Validation of the PNLSS model estimated for the Van der Pol system
on single sine validation (a) outside lock in, fex /faut = 0.50 and (b) inside lock
in, fex /faut = 0.90.

initial condition as well as on the phase realisation.

7.5

Requirements of the training dataset

The present section aims at providing a physical interpretation of the training
dataset and the implications of having a non-optimal composition of the training
data. The following is done on the basis of the visualisation of phase-space
trajectories.
In Chapter 6 it was observed that the output of the nonlinear fluid system
can change drastically depending on the type of input signal applied. It follows
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Figure 7.9: Validation of the PNLSS model estimated for the Van der Pol system
on (a) a swept sine signal with cy0 = ċy0 = 0.1 and (b) cy0 and ċy0 taken from a
limit cycle. Both input signals are swept sines sweeping up from fex /faut = 0 1.5
and A/D = 15 equal to the trained frequency band and amplitude level.
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Figure 7.10: The influence of x0 on multisine validation. One period plotted.

that when considering a certain training dataset it is insufficient to characterise
it only based on the frequency and amplitude range covered by the input, also
the output range plays a crucial role. In a general formulation we can express
the output of a nonlinear system as a nonlinear function, h, with as arguments:
the internal state of the system, x and the input,
output = h(input, x).

(7.4)

In the case of the Van der Pol equation, the second order system is described
by two states: x = [cy ċy ]T , and a single input, ẏ. Hence the states and the
input span a 3-dimensional space in which the initial conditions mark a starting
point. We will refer to the space of the arguments of the nonlinear system as
the phase space. The response of the system then describes a trajectory through
this 3-dimensional space. Notice that for higher order systems, visualisations of
the trajectories become impractical.
The objective during the training process of the model is twofold: explore
those regions of the phase space which define the operating regime of the model,
and tune the model to the training data in order to approximate the nonlinear
system along the points of the training trajectory. If the estimation process
provides a good fit, the approximation is accurate in the considered points. In
other words: the model is tuned such that the output is locally approximated,
given the instantaneous values of the states and the input.
The question asked during the validation of the model is: to what extent is the
approximation of the system accurate along trajectories other than the training
trajectory. If the model is not an exact representation of the system, which is
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Figure 7.11: (a) Input spectra of random-phase multisine signals. (b) Simulation
output for excitation entirely outside lock-in for two sets of initial conditions. (c)
Simulation output for excitation partly overlapping with the lock-in region for
two sets of initial conditions. (d) Simulation output for excitation entirely inside
the lock-in region for two sets of initial conditions.
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generally the case, moving away from the training locations of the phase space
will introduce errors. The larger the distance between the validation trajectory
and nearby trained locations in the phase space, the larger the errors will be. It
will be shown in the next examples that unsatisfactory validation results are a
product of an insufficient coverage of the phase space during the training process.

7.5.1

Comparing training and validation trajectories in
phase-space

As was mentioned, the origin of a validation error lies in having an imperfect
model estimate which is evaluated at some distance from the trained locations.
To illustrate the implications, a Van der Pol system with the following parameters
is considered: " = 0.003, faut = 3 Hz. Given the low damping, the system has
a stronger resonance, making it sensitive to the power distribution of the input
signal, i.e. the type of input signal.
Similar to the forgoing a PNLSS model is estimated making use of the appropriate basis functions of degrees 3 and 5. As training data a set of 4 random-phase
multisines is used. In this case the optimisation is deliberately ended when a
fit yielding a relative error on the estimation data of erms = 0.01 is obtained.
Hence a certain amount of model errors will be present. An estimation error in
the order of 1% is of the same magnitude as the accuracy which is obtained on
the estimate of the PNLSS model of the fluid system in Chapter 8.
For validation we change the excitation signal from multisines to single sine
signals. To study the proximity of the training trajectories to the validation
trajectories a projection onto the (cy , ċy )-plane (also known as phase plane) is
shown in Fig. 7.12. Based on the projection of the training data trajectories,
3 regions can be distinguished: the sparsely covered region around the origin,
the densely covered annulus at moderate amplitudes and the uncovered region
at large amplitudes. Three single sine validation experiments are chosen accordingly. Time series of the output and the error on the simulated output are
depicted in Fig. 7.12.
It is clear that there exist a direct relationship between the density in which
the training data covers a certain region and the errors found for a validation
experiment within that region. In the sparsely covered region around the origin the model errors are considerable, a value of erms = 0.12 is found. If the
validation is constrained to the densely covered annulus of moderate amplitude
the errors are of the same magnitude as the accuracy of the training process, i.e.
erms = 0.01. If regions outside the trained region are tracked, the model becomes
unstable and the solution blows up.
What we conclude is that a sufficiently dense coverage of the region of interest
is required in order for the approximated model to yield valuable results. Using a
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Figure 7.12: Validation of the PNLSS model containing nonlinear degrees 3
and 5 on single sine signals. Left column shows projections of the phase space
trajectories onto the phase plane. Right column are the corresponding time
series. (a) The output lies in the sparsely covered region around the origin:
fex /fSt = 0.50 and A/D = 15 (b) the corresponding error erms = 0.12. (c)
The output lies inside the trained region fex /fSt = 0.93 and A/D = 15 (d)
the corresponding error erms = 0.01. (e) The output extends outside the trained
region: fex /fSt = 1.00 and A/D = 15 (f) The model becomes unstable erms = 1.
Colour-coding: grey is multisine training trajectory, red is validation data, black
is the instantaneous error.
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di↵erent type of signal during training and validation is therefore not inherently
an issue provided that the phase-space regions are sufficiently densely covered.
It is however often likely that changing the type of input signal will result in
exploring di↵erent regions, possibly outside the bounds of the trained region,
but also in less densely covered regions.
It follows that composing an adequate training dataset is a difficult task given
that the requirements are imposed on the states and the output (rather than the
input), which are a priori unknown. Optimal input design is a mature concept
able to tackle this question for linear systems. For nonlinear systems the problem
is however more complex and no general approach has so far been proposed. In
Chapter 8 the training dataset will be composed by using a diversity in types of
input signal as well as diversity within each type.

7.5.2

The autonomous solution

A special set of solutions are the autonomous solutions of the system (Eq. (7.1)).
By definition, the trajectory of an autonomous solution unfolds in the plane
ẏ = 0. To study the autonomous solutions of the Van der Pol system, Eq. (7.1)
is integrated for a set of di↵erent initial conditions. In Fig. 7.13, the trajectory
of the states of the system is plotted in the phase plane (in this case it is not
a projection since ẏ = 0). We observe that irrespective of the initial condition,
the trajectory is attracted to the stable limit cycle. Whether the model will be
able to capture the limit cycle again depends on the coverage of the considered
phase-plane region. In Fig. 7.13 the data corresponds to the Van der Pol system
characterised by " = 0.3. In that case the multisine training region overlaps
completely with the limit cycle of the system and hence it is well captured by
the model (see single sine validation in Fig. 7.7).

7.6

Conclusion

In this Chapter the identification approach which was introduced in Chapter 4
is applied to data of a known nonlinear ODE, the Van der Pol equation.
The characteristic behaviour of the Van der Pol equation was studied from
the output response to both single sine and random-phase multisine data. The
data were generated from time integration of the ODE and the system was found
to behave similar to the fluid system which was the subject of Chapter 6.
An analytical PNLSS formulation of the Van der Pol equation was derived.
Hence a system described by a Van der Pol equation can be considered covered
by the PNLSS model class. To distinguish odd from even nonlinear response,
the FAST-test was conducted using random odd multisine excitation. As was
expected, only odd nonlinearities were observed.

7.6. CONCLUSION

169

Figure 7.13

In the following step, the PNLSS identification routine was applied to a training set containing 4 realisations of random-phase multisine data. The influence
of the selection of nonlinear basis functions was investigated. It was found that
accurate estimation results could be obtained from selecting the class of nonlinear basis functions which were dominantly present during the FAST-test (odd
or even functions) and that no gain was obtained from including additional nonlinear flexibility. Insight from the FAST-test can thus reduce the number of
parameters, speeding up the process, without loss of accuracy.
Proper selection of the correct nonlinear basis functions appeared to be vital
if other types of signals than the ones used during the training of the model
are used as validation data. The model containing only even basis functions
performed badly on single sine validation, expect for the frequency range within
lock-in.
Better performance within the lock-in range was observed as a general trend.
The estimation of the initial state was put forward as an additional source of
inaccuracy for regions outside lock-in.
If the model is used to simulate data of which, at a given time, the spectrum
does not overlap, even partly, with the lock-in region, the output will su↵er from
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large errors if no estimate of the initial state is provided. This is in contrast
to single sines within lock-in or multisines containing some frequency content
inside the lock-in range where the influence of the initial state will die out as a
transient e↵ect. If a swept sine signal is applied, the influence of the initial state
disappears after entering the lock-in region.
The importance of the composition of the training data set was highlighted
through by validation of the model in distinct regions of the phase space. We
observed that poor simulation results could be related to relative proximity of the
validation trajectory to the regions of the phase space covered during training.
It was concluded that using a di↵erent type of signal for validation as during
training does not inherently pose an issue as long as the validation tracks a path
trough regions which were “densely” covered during training. It was however
noticed that di↵erent excitation signals have the tendency to explore di↵erent
regions given their di↵erence in power distribution. It was stressed that the
adequateness of a training set is a function of the internal state of the system
and the output, rather than the input range which is covered. Since the states
and the output are not a priori known, composing an adequate training set is a
challenging task.

8

PNLSS modelling of the kinematics
of an oscillating cylinder in a fluid
flow
In this chapter, a model describing the kinematics of an oscillating cylinder in a
fluid flow is estimated from CFD data. The possible combinations between initialisation options, composition of the training dataset, and nonlinear flexibility
are evaluated based on the ability to reproduce the validation dataset. The greater
part of the results and findings presented in this chapter were published in [23].
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As described in Section 4.5 a PNLSS model is obtained by starting from a
linear parametric estimate, followed by training the full nonlinear model on the
estimation dataset. Generally, one of the following pitfalls can cause ending up
with a nonlinear model which performs insufficiently well on the validation data:
• No model can be found that sufficiently accurately captures the training
data. Consider the following problems:
– The model structure lacks the flexibility to capture this behaviour.
Introducing more dynamics by increasing the number of state variables or changing the nonlinear basis functions (switch variables or
increase nonlinear degree) can help in this case.
– The model structure does contain a subset of sufficient models but
none of them were obtained from the identification procedure. In
other words, the nonlinear optimisation ran into a poor local minimum. Changing the initialisation point combined with the optimisation strategy discussed in Section 4.5.2 might solve this problem.
• The model fits accurately to the training data, but it fails to reproduce
the validation data. One of the following reasons might be causing the
problem:
– The validation data drives the system to responses which were not
attained during training. This is generally the case when the state
trajectory extends outside the region of the state space which was
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covered during training (see Section 7.5). Leaving the trained statespace region can easily be triggered by applying di↵erent types of
signals, e.g. sine sweeps instead of multisines.
A special case of such an event is when there exists an ‘untrained’
region within the bounds, i.e. the maximum amplitudes in all the
degrees of freedom. In that case the training data did not cover the
parameter space densely enough.
– The model has been overfitted to the training data. Hence the fit
with the training data is accurate up to the point where also stochastic disturbances have been modelled. The importance of overfitting
depends on the SNR.

8.1

A pragmatic approach

From Chapter 7 we know that providing a training dataset which covers the
appropriate region in state space, i.e. the region where the response to all required
validation data may reach, is a challenging task. By constraining only the input,
it could not be guaranteed that the states are contained within the trained region.
Additionally also the density in which the higher order space is covered plays
a crucial role. Since none of these aspects can be taken into account without
studying the validation data, finding the most appropriate training data set
requires studying multiple candidate sets.
A second highly influential choice to be made is the way of initialising the
nonlinear model before nonlinear optimisation is used to descend the cost function. Whether the initialisation will yield a good model after optimisation cannot
be known a priori. Therefore a more pragmatic approach, where a set of possible
combinations of data and initialisation options are investigated in a structured
manner is needed.
In Section 4.5.1 we introduced the following three options for initialising the
linear part of a PNLSS model:
1. the best linear approximation, ĜBLA
2. a linear approximation obtained from averaging the BLA’s over multiple
set points, ĜBLA,avg
3. a linear approximation obtained from averaging the FRF’s calculated from
swept sine signals at multiple set points, ĜSWS,avg .
In Chapter 6 the dataset which was obtained from CFD simulations was introduced. Data of random-phase mulisines, of sine sweeps, sweeping in frequency
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and of sine sweeps with a linearly increasing amplitude were acquired. How well
the model will perform on a validation experiment will depend upon the considered validation experiment as well as to what data the model has been tuned.
Three candidate training data sets are proposed:
A. tune the model to random-phase multisine data
B. tune the model to swept sine data (frequency sweeps)
C. tune the model to all available data: multisines, sine sweeps in frequency
and in amplitude.
In all of the mentioned training set compositions also data of the autonomous
regime must be included. In Chapter 7 it was shown that explicit training to the
autonomous regime is necessary to assure the limit cycle behaviour captured by
the model is of correct amplitude (observation made for the Van der Pol system,
may therefore not directly apply to the fluid system).
In total we thus consider 9 possible combinations between initialisation and
tuning of the final model which will be evaluated on the basis of their estimation
error as well as on their ability to simulate the output to a variety of validation
experiments.

8.2

The estimation dataset

In this section, candidate training data sets, composed out of concatenations of
time series, are presented. Since the fluid and structural parameters (Re, U, D, ⇢, St, ⌫)
are fixed (See Section 5.1), the parameter space of interest can be represented
by an area in the frequency-amplitude plane (f A-plane). The frequency and
amplitude considered refer to the imposed oscillation of the cylinder (input). In
this regard, each training set can be seen as a di↵erent way of covering the area
of interest in the f A-plane.
Proposing a candidate training set eventually comes down to finding a good
balance between including enough data, with a high information content, but
at the same time limiting the amount of data to avoid training to redundant
data or to avoid training to specific regimes which are not of concern from an
application point of view. From experience we know that introducing more data,
especially when the data describes di↵erent regimes of the system, adds to the
complexity of the cost function, i.e. hinders gradient descent methods in finding
adequate local minima. Adding data can therefore only be justified if there is a
gain in performance when applying the model. Two important questions come
to mind:
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• How dense should the training set cover the f A-plane? When can we for
instance assume that adding extra data at an amplitude level in between
two present levels will no longer increase the information content of the
training set? Or in other words, how strong is the behaviour observed at a
particular point in the f A-plane related to its neighbouring points? This
question is addressed in Section 8.2.1.
• Keeping in mind the hysteretic behaviour that we observed in Section 6.2,
will then simply passing through certain points in the f A-plane suffice,
regardless of the state of the system during passing?
For now, no exact answer can be given to these questions. Moreover no general
approach exists when it comes down to designing the optimal training for an
unknown nonlinear system. Keeping in mind the conclusions of Chapter 7 we
can expect to obtain the most promising results for those cases where the training
data and the validation data track nearby paths in the higher order state space.
This is especially the case when both are of the same kind (e.g. multisine multisine).
In this dissertation, the density of the training data was gradually increased
and sweeps were always carried out upwards and downwards both in frequency
and in amplitude.

8.2.1

Covering the frequency-amplitude plane

To get a feel for how dense the area is covered, the data which can be used to
assemble the training set is visualised in the f A-plane (Fig. 8.3).
Recall that what is truly of importance is how dense the higher order state
space, in which the response of the system lives, is covered. Unfortunately the
visualisation of the state-space trajectories, as was done in Section 7.5, becomes
cumbersome when the order of the system exceeds 2 (since also the input adds
a dimension). The order of the system is a priori unknown. Given that there is
no reason to believe it would be lower than 2, we will not be able to study the
response in state space.
What can be done is to study the amplitude response of the output throughout the f A-plane. This might indicate regions with a high sensitivity to the
input. One way of visualising the response of the system is by stacking the
FRF’s of sine sweeps at di↵erent amplitude levels together. FRF’s are preferred
over direct usage of the output spectrum to make the response independent of
the non-flat (rippled) input spectrum of a sine sweep. To highlight certain regions with a strong dependency on the frequency and/or amplitude (and thus
zones which need dense coverage during training), the gradient of the amplitude
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Figure 8.1: Visualisation of the coverage of the fA-plane by the available training
data.

of the FRF’s is calculated throughout the considered area of the f A-plane. The
result is plotted in Fig. 8.2.
It can be seen that the rate of change is the fastest in the region fex /fSt = 1
and therefore needs to be covered the densest. Notice that this image might
change depending on the type of data used to cover the f A-plane and that it is
merely a qualitative tool. We can however observe that there is a much stronger
dependency on frequency than on amplitude. A coarser grid in amplitude levels
compared to frequency can thus be tolerated.
The most dense training data set includes all data visualised in Fig. 8.3,
concatenated as one long time series.
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the sweep up part only and at the amplitude levels A/D = 0.05 : 0.025 : 0.30. A
frequency-domain di↵erence window was applied to reduce leakage e↵ects.
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Notice that sine sweeps with sweep period, single sweep direction, of T = 16
s were used. From Section 6.2.1 we know that the observed edges of the lock-in
region will depend on the sweep rate. These boundaries will approach the true
boundaries, defined for single sine excitation, as the sweep rate goes to zero. For
practical reasons, the sweep rate must be limited from below. Slow sweep rates
result in long computational time both in calculating of the CFD simulations as
during the estimation process. A sweep period of T = 16 s was found reasonable
given the available time and computational resources, keeping in mind that there
will be a loss in accuracy of the lock-in borders.

8.2.2

Dealing with transients

When concatenating time series of experiments, transients will occur at the interconnecting points. Typically an amplitude jump both in the input and in
the output signal is introduced here. These are not system transients, they are
artefacts introduced merely from composing the data set. It is therefore vital
that they are properly suppressed while tuning the model. A jump in amplitude
in the input would for instance mean an infinite acceleration of the cylinder.
Minimising the impact of transients can be done using the following 2 step procedure:
1. Aim at having smooth transitions between input data parts. To avoid
jumps, let experiments start and end at a common amplitude and common
derivative. Choose for instance zero displacement and zero velocity as a
reference, which is easy to implement for both frequency and amplitude
sweeps. For multisines, due to the randomness of the phases, the initial
amplitude and velocity are unlikely to be zero and smooth transitions are
not an option.
2. Having smooth input data does however not guarantee smooth transition
of the output. To make this happen we need to create a common amplitude and velocity point of cy . This is done by exploiting the autonomous
nature of cy . We recall that every experiment started with the flow field
of a stationary cylinder as initial condition. Therefore, by also ending every experiment with a certain period of zero input (stationary cylinder),
cy will relax to its autonomous oscillation and a time instance with common output (both in amplitude as in derivative) can be found to cut o↵ the
signal. This procedure can thus be considered as matching the states of
the system at the edges of data records, as if the data record was obtained
from a single experiment.
In the case of multisines we can exploit their periodicity. By prepending an
extra period of the signal and disregarding it afterwards when calculating
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the update of the coefficients, the transients are excluded. This is of course
assuming that the transients, in case of multisines, decay over time (see
Section 6.5) and that they decay sufficiently fast over one period. From
Section 6.5 and 7.4.3 we know it to be true that the transients will die out
over the course of one period for this fluid system, given that the signal
contains frequency content within the lock-in region.
3. A third option would be to estimate the state of the system at interconnecting data points. Instead of linking data records at the time steps where
the state of the system match, the state can be regarded as an additional
unknown vector of parameters which can be tuned accordingly. Adding
additional parameters to be estimated is however best avoided if possible since it increases the complexity of the cost function. The process of
estimating the state of the system will be discussed when describing the
validation process in Section 8.5.1.
In the training sets that are constructed the option of linking data records
at matching states of the system is used. In Fig. 8.4, a zoom of the smooth
transition of the output between frequency sweeps of di↵erent amplitude levels
is shown.
As mentioned, the training set needs to include data of the autonomous
regime. By using the matching states linking method, the crucial data of the
autonomous regime is introduced in between every data record.
If either one of the proposed methods is used to take proper care of the concatenated data parts, the order of the data parts will not influence the estimated
model.

8.3

Linear initialisation of the nonlinear model

In Section 4.5.1, di↵erent approaches to initialise the nonlinear model from a
parametric linear estimate were introduced. In this section, these procedures are
applied to data of cy .
An advantage of extracting several parametric linear estimates is that the
required model order is evaluated for di↵erent sets of data. This is important
since the order of the linear estimate directly sets the order of the eventual
PNLSS model.

8.3.1

The best linear approximation

From Eq. (4.19) a nonparametric estimate of the BLA is found. The BLA was
estimated using 7 (see Section 4.5.1 and [89]) random-phase multisine realisations
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Figure 8.4: Smooth transition between frequency sweeps of di↵erent amplitude
levels by letting cy relax to its autonomous oscillation. In (a) the input is shown.
To visualise the transition the first data record is plotted as a solid line, the
second as a dotted line. (b) Plot of cy which has relaxed to the autonomous
limit cycle at the transition point.

at an amplitude level of A/D = 0.30, which corresponds to the high end of the
domain of interest. Using the FDIDENT toolbox in MATLAB, a parametric
model scan was performed. From evaluating models ranging in order from 0 to
10 it was found that only the inherently stable models (finite impulse response,
FIR, models [82]) could generate stable, bounded outputs. Given the fact that
the nonlinear optimisation will require filtering of the training data, only stable
linear initial models can be considered.
Even though the stochastic nonlinear contributions (which are input dependent given the phase realisation) can be averaged out when calculating the BLA,
input independent nonlinear e↵ects, such as autonomous outputs, cannot. Fitting a linear model to nonlinear data can thus cause unstable estimates. Systems
with autonomous behaviour are sometimes said to live “on the edge” of stability.
To select the order of the linear FIR model, the cost function, Eq. (4.21) is
evaluated. The cost as a function of model order is plotted in Fig. 8.5. A sufficient
order is assumed when a clear drop in the cost is observed, in the direction of
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rising order. Besides the accuracy of the fit, also the number of states (nx )
are directly set by the selected model order. Consequently also the number of
monomials in ⌘ and ⇣ and thus parameters to be estimated, will grow with the
order. A final selection of the order will only be carried out after processing all
the linear initialisation options and will be discussed in Section 8.3.4.
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Figure 8.5: Cost of the parametric estimate of ĜBLA as a function of the model
order.

In Fig. 8.6a, the amplitude spectrum of the nonparametric estimate, ĜBLA
(dotted line), and two parametric estimates of ĜBLA of order 5 and 7 are shown.
In Section 6.6.1 it was discussed that total std (red line) can be used as an estimate of the nonlinear distortions present in the output. The green line represents
the noise floor. In Section 5.4.2 it was however explained that untangling noise
and nonlinear distortions is no longer feasible when dealing with non-PISPO
output power, which was found to be introduced by the autonomous component
of the system. Nevertheless both the noise floor and the total std can be used
as an indication of the uncertainty on the best linear approximation. Therefore,
discrepancies between the nonparametric and the parametric estimate, observed
in Fig. 8.6a can be tolerated in regions where the uncertainty is high, i.e. in the
neighbourhood of f /fSt = 1. It is especially in this region where the gain in accuracy by estimating a nonlinear model can be the most substantial. Moreover,
recall that the BLA is only used as initialisation and hence the only fit which is
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truly of importance is the nonlinear fit to the training data.
In Fig. 8.6b an abrupt phase shift is observed in the nonparametric estimate,
around the entrance of lock-in. This is in accordance to the observations in
Chapter 6.
The parametric FIR estimates, written in state-space formulation, will serve
as initial values for the A, B, C and D matrices in Eq. (C.1).

8.3.2

A linear approximation from multiple BLA’s

To incorporate the strong amplitude dependency of the system, a linear initialisation is calculated from averaging the BLA’s at multiple set points. In this
case the amplitude levels A/D = 0.05 : 0.05 : 0.30 were used. A figure of the
individual BLA’s was presented in Section 6.6.1, Fig. 6.23. The magnitude and
phase of the averaged BLA are shown in Fig. 8.7. The averaged transfer function
is denoted by ĜBLA,avg .
As a result of the fact that at the lower amplitude levels the autonomous
response is still strongly present (explained in Section 6.1), and since it exists at a
frequency which is slightly o↵ the excited frequency grid, its presence pronounces
itself both as a peak in the total std and in the noise floor around f /fSt = 1.
Similar to the BLA, unstable estimates were accounted for by exploiting FIR
models. The results of a model scan are presented in Fig. 8.8 where the cost is
plotted as a function of the FIR model order.

8.3.3

A linear approximation from multiple FRF’s

As was discussed in Section 4.5.1, linear estimates can also be extracted from
swept sine data. After proper windowing to reduce the leakage e↵ects, linear
estimates are found by averaging the FRF’s calculated at multiple amplitude
levels. Again, stability issues arise when conducting a model scan, hence FIR
models were used. The obtained averaged transfer function is denoted ĜSWS,avg .
In this case, no noise estimate is computed since the FRF’s were obtained
from a single sweep record. In Fig. 8.9 the nonparametric mean FRF and two
parametric FIR models of order 5 and 7 are plotted. In red, the std calculated
over the di↵erent amplitude levels is plotted. Judging from Fig. 8.9a, the presence
of the autonomous component is even more pronounced when working with swept
sine data compared to the previous obtained linear estimates (from multisine
data). The level of total std reaches as high as the nonparametric estimate at
f /fSt = 1 indicating a large spread over the di↵erent amplitude levels and in
phase in this frequency range.
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Figure 8.6: (a) Magnitude of the nonparametric and parametric estimates of
the Best Linear Approximation of the transfer function relating cy to y (dashed
and solid black line respectively), computed from 7 di↵erent phase realisations
of a multisine ranging from 0 to 4.5 Hz at A/D = 0.3. (b) Phase angle of the
corresponding transfer functions.
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respectively). (b) Phase angle of the corresponding transfer functions.
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Figure 8.8: Cost of the parametric estimate of ĜBLA,avg as a function of the
model order.

The Cost as a function of FIR model order is shown in Fig. 8.10. Comparison
between the Cost and model orders for all three the linear estimates is done in
the next section.
From the amplitude and phase plots of the three linear initialisation options
it cannot be inferred how well they will serve the purpose of initialising the
nonlinear PNLSS model. They all show similar trends in amplitude and in
phase and a comparable level of fit to the nonparametric estimate.

8.3.4

Model order selection

Using the parametric linear estimates as guidance, a fixed model order is selected.
As criteria we look for a considerable drop in the cost of the linear fit (Figs. 8.5,
8.8 and 8.10). From the 3 considered linear estimates, the highest required
order is selected to ensure that the model can capture all dynamics, which may
not have been equally present in the di↵erent data sets used during the linear
identification step. Consequently the PNLSS models will be of fifth order (nx =
5), with the highest required order stemming from the BLA (Fig. 8.8). Notice
the resemblance in trend of the cost between ĜBLA,avg and the linear estimate
from swept sines, ĜSWS,avg (Fig. 8.8 and Fig. 8.10).

8.3. LINEAR INITIALISATION OF THE NONLINEAR MODEL

187

50
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ĜSWS,avg parametric Order 7

40

30
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Figure 8.9: (a) Magnitude of the nonparametric and parametric estimates of the
averaged FRF’s calculated from sine sweeps sweeping from 0 to 4.5 Hz (sweep
up) at A/D = 0.05 : 0.025 : 0.30), dashed and solid black line respectively. (b)
Phase angle of the corresponding transfer functions.
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Figure 8.10: Cost of the parametric FIR estimates extracted from swept sine
data (sweep up only)

8.4

Estimation results of the PNLSS model

The estimation is carried out for all 9 combinations of initialisation and training
data considered, as was discussed in Section 8.1. For the nonlinear basis functions, the insight that was acquired from the FAST-test, obtained in Section 6.6.2
and of which the impact was studied in Chapter 7, is used. It was observed that
the odd nonlinear contributions were dominantly present. The even nonlinear
contributions were marginal (at least two orders of magnitude lower). In Section
7.4.3 it was noticed that if the system produces only odd nonlinear response, no
gain is obtained from including also even nonlinear basis functions. Hence, we
chose to include only odd monomials. Including the appropriate basis functions
only, greatly reduces the computational cost since the gradient descent based
optimisation requires calculation of the Jacobian, which is a computationally
expensive operation for large numbers of parameters.
In the eventual estimated models the degrees: 0,1,3,5,7 are included. The
DC term (degree zero) ensures that even when the initial state is set to zero,
because it is not estimated during training for instance, the generated output is
not necessarily zero when a zero input excitation is applied (stationary cylinder
case).
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Table 8.1: Estimation results: erms computed from simulating the output to the
training data set.

A
B
C

ĜBLA
0.12
0.14
0.24

ĜBLA,avg
0.17
0.04
0.24

ĜSWS,avg
0.11
0.08
0.20

In Table 8.1 the results from the estimation process are tabulated. The results
are presented in terms of their erms values. Columns indicate how the estimation
was initiated while the rows distinguish between training dataset. Recall that
the training set had been given letters:
A. training data of random-phase multisine data
B. training data of swept sines (frequency sweeps)
C. combining all data types: multisines, sine sweeps in frequency and sine
sweeps in amplitude.
The best fit is obtained when the model is trained to swept sine (frequency
sweeps) signals only. With an erms = 0.04, an accurate estimation result is
achieved starting from ĜBLA,avg . In Fig. 8.11 the output of the training set is
shown together with the error on the simulated data. The error is calculated as
the di↵erence between the training data and the output of the PNLSS model at
every time step. It can be noticed from Fig. 8.11 that there are no remarkable
error regions within the training data.

8.5

Obtaining an estimate of the initial state of the model

As was described in Section 4.6, simulating the response using a state-space
model requires an estimate of the initial state and initial input, with x0 being
a vector of dimensions n ⇥ 1 and u0 a scalar since there is only one input. In
Section 6.5 it was already shown how much influence the initial conditions can
have on the solution. From hereon we will only focus on estimating x0 since for
all data of cy that were generated, the flow about a stationary cylinder was used
as initial flow field. Hence u0 = 0 for all cases. In this section two approaches
for obtaining estimates of x0 are discussed.
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Figure 8.11: Error on the simulated training set of the best performing estimated
PNLSS model (in black), true output in red.

8.5.1

Estimating the initial state directly from data

Given a model and a dataset, x0 can be regarded as a vector of unknowns which
can be estimated from the data. Hence, similar as for all other parameters, a least
squares cost function, Eq. (4.14a), is minimised. Since the initial state appears
nonlinearly in the state equation, nonlinear optimisation will be required. This
is a logical approach, although it has some pitfalls.
• The nonlinear optimisation process requires an initial guess. As an initial
guess for x0 no intuitive choice exists. Nevertheless the possible influence of
the initial guess cannot be disregarded. To increase the chance of obtaining
a sufficiently good estimate of x0 , two initial guesses are studied:
– x0 equal to zero,
– or in case the model is used to simulate the output to validation data,
the initial state obtained for the training data can be used as initial
guess for the validation data.
• The estimates of x0 are not constrained. As a result one can obtain unrealistic values for x0 and consequently also for the first simulated output
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values. The optimisation algorithm minimises the summed error over all
time steps. Hence in some cases an unrealistic initial state can result in an
overall lower error, yet a undesirable peak in the error is introduced at the
beginning of the time record.
It can be argued that estimating x0 in fact introduces additional freedom
in the model, partly compensating for certain model errors. Suppose that the
output is simulated to a number of validation experiments of which the physical
initial condition, i.e. the flow field at t = 0 of the CFD simulation, is identical. If
then each validation experiment is allowed a di↵erent initial state, so to minimise
the least square error on the simulated output, the model has, to some extent,
been trained to the validation data.
Moreover, if the model is to be used in practice, the true output will be
unknown, rendering the estimation of the initial conditions impossible. An alternative is provided in the next section.

8.5.2

Selecting the initial state from prior simulation outputs

If no initial state can be estimated, e.g. because the true output is unknown or
to avoid unrealistic estimates, the autonomous nature of the modelled system
can be exploited.
The procedure is simple: simulate the output along with the values of the
states for some period of zero displacement. After transients have settled, a
stable limit cycle oscillation is obtained. If the true data is unknown, any given
time instant of the simulated states represents a realistic initial condition, corresponding to a stationary cylinder.
In the special case where it is known that the true physical initial state
corresponded to zero displacement (starting point of any simulation presented
in this dissertation), a search can be conducted over the sequence of simulated
states in order to obtain a state vector which minimises the error on the simulated
output.
This will constrain the search space of initial states to realistic values with
physical meaning and removes the nonlinear optimisation step entirely. The
method is however subject to errors on the simulated output of the model for
the zero displacement case. Additionally, the candidate initial conditions (state
vectors) are a discrete set, following from the discrete PNLSS model. Hence the
resolution depends on the fs at which the model was identified.
In Section 4.7 we illustrated how phase errors as small as half a time step can
result in considerable erms values. Therefore, if necessary, the resolution of the
candidate set can be increased by linearly interpolating in between time steps. If
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fs has been chosen adequately high, it is reasonable to believe also interpolated
states are valid candidates for x0 .

8.6

Model validation

To study the validity of the estimated model, it is subjected to various validation experiments. How to validate the model strongly depends on the ultimate
application, and is therefore a user choice. In this work, two user requirements
are put forward:
1. We want the model to perform well on signals which relate closely to how
VIV is observed in practice. Therefore we will focus on the validation
experiments of single sine oscillations.
2. Secondly, we want a single model to be valid over a wide range in frequency
and amplitude of the input signal. The set of validation experiments will
thus consist of a large number of single sine oscillations of di↵erent frequencies and amplitudes, throughout the marked parameter space of interest
(Section 5.1).
It is fair to say that building a nonlinear model which fulfils these requirements can be considered innovative and challenging. From the models which
were presented in Chapter 3, the majority restricted the operating conditions
to the lock-in region only, or were linear of nature, inherently restricting the
applicability.

8.6.1

Model selection

From the estimation results we obtained the lowest error when starting from
ĜBLA,avg and training to the swept sine data. The ultimately obtained model
corresponds to a local minimum of the cost function, given the training data. It
is however not necessarily the optimal model with regard to the validation data.
Therefore, instead of only validating the model obtained from the final optimisation step, all sets of coefficients attained during the descent of the cost
function (training of the model) are considered candidate models. The optimal
one is then selected on the basis of their mean erms over the validation experiments.
This approach reduces the risk of overfitting the model to the training data,
where overfitting can be of concern not only in case of noisy data but also because
of the inherent di↵erences in nature between the training and validation data.
In Fig. 8.12 it is shown how the mean error on the set of considered validation
experiments (introduced in the next section) evolves during the training process.
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Figure 8.12: Mean erms value obtained for the single sine validation set of Section
8.6.2 (average over all 26 cases), calculated from the model estimate during
successive steps of the training procedure. The location of the minimum mean
error is indicated with a red marker.

Notice that since it is non-convex, a linear model scan is required. The minimum
error and corresponding model is indicated with a red marker. A description of
the final selected model can be consulted in Appendix C.
Notice that in order to calculate the mean erms , the model needs to be provided with an estimate of x0 for every validation experiment. Given that in
total over 1700 candidate models were obtained during training, and that the
set of validation experiments (see next section) consists out of 26 experiments,
obtaining estimates of x0 via nonlinear optimisation is no longer feasible (due to
computation time). Therefore the approach of Section 8.5.2 was preferred for its
simplicity and the low computational cost.

8.6.2

Single sine validation

An overview of the applied validation experiments and the corresponding errors
is given in Table 8.2. For definitions of the error criteria the reader is referred
to Section 4.7.
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• erms1 is the error obtained after conducting a search for x0 amongst the
sequence of states obtained when simulating the output of the stationary
cylinder (procedure of Section 8.5.2).
• erms2 is calculated after estimating x0 from the data itself (procedure of
Section 8.5.1). For each experiment two estimates were obtained starting
from 2 initial guesses, x0 equal to zero and the x0 value obtained from the
search (see previous point). The lowest resulting error is reported.
• The quantities R, emaxA and eDFT are calculated on the data corresponding
to erms1 , i.e. the data simulated starting from the x0 value obtained from
the search.

The di↵erent validation criteria allow to study the type of errors which are
present, without visualisation. For instance, consider case number 5. With
an erms1 value of 0.34, a considerable error is present. The eDFT is only 0.06,
indicating that the error is dominantly a phase error. This is moreover confirmed
from the low emaxA of only 0.001 and the fact that a change in initial condition
has a considerable influence on the error (erms2 ), which is expected for cases
outside the lock-in region.
For case 17, which has the highest erms1 , the di↵erence with eDFT is less
pronounced and a combined phase and amplitude error will be present.
Overall, the model performs well for the majority of cases. Especially good
estimates of the maximum amplitude are reported. From an application perspective this might well be the most conservative criterion.
Only small di↵erences are present between erms1 and erms2 . From a practical point of view it is thus not recommended to compute the time consuming
nonlinear optimisation of the initial state for every validation experiment. Besides, there is no guarantee that the suggested initial guesses will result in a good
estimate.
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Excitation
fex

0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25

/fSt A/D
0 0
0.5 0.05
0.5 0.10
0.5 0.15
0.5 0.20
0.5 0.25
0.7 0.05
0.7 0.10
0.7 0.15
0.7 0.20
0.7 0.25
0.9 0.05
0.9 0.10
0.9 0.15
0.9 0.20
0.9 0.25
1.1 0.05
1.1 0.10
1.1 0.15
1.1 0.20
1.1 0.25
1.3 0.05
1.3 0.10
1.3 0.15
1.3 0.20
1.3 0.25
mean
std
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erms1

erms2

R

emaxA

eDFT

0.02
0.02
0.18
0.13
0.22
0.34
0.03
0.04
0.07
0.15
0.19
0.22
0.08
0.07
0.06
0.07
0.22
0.46
0.08
0.02
0.04
0.04
0.04
0.05
0.11
0.21
0.12
0.11

0.02
0.02
0.13
0.12
0.22
0.23
0.03
0.04
0.07
0.15
0.18
0.22
0.08
0.07
0.06
0.07
0.22
0.46
0.08
0.02
0.04
0.03
0.04
0.05
0.11
0.21
0.11
0.10

0.99
0.99
0.98
0.99
0.97
0.93
0.99
0.99
0.99
0.98
0.98
0.97
0.99
0.99
0.99
0.99
0.97
0.93
0.99
0.99
0.99
0.99
0.99
0.99
0.99
0.97
0.98
0.01

0.004
0.011
0.029
0.022
0.010
0.001
0.021
0.014
0.011
0.004
0.039
0.016
0.065
0.071
0.026
0.001
0.085
0.018
0.043
0.022
0.037
0.025
0.006
0.008
0.018
0.014
0.025
0.021

0.02
0.01
0.10
0.12
0.18
0.06
0.02
0.03
0.05
0.09
0.14
0.20
0.02
0.04
0.02
0.04
0.20
0.37
0.03
0.01
0.01
0.02
0.02
0.02
0.05
0.08
0.08
0.08

Table 8.2: Validation results of mono sine oscillations.
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In Fig. 8.13 and Fig. 8.14, the quality measures are visualised in the f Aplane. Judging from the contour plot of erms1 (Fig. 8.13a) 2 regions of increased
error are present, the high amplitude region outside lock-in at low excitation
frequencies and the low amplitude region in the transition regime just outside
lock-in. In the next Section, these regions will be studied in more detail.

A closer look at the sensitive regions of the f A-plane
In this Section, cases number 5 and 17 (both presenting high error values) are
studied in more detail. In Fig. 8.15 the time series of the true output of case 5
and the simulated output are shown. As was deduced from the large di↵erence
between erms1 and eDFT , the dominant error is in this case a phase error. Moreover, the phase error does not appear to be constant. This can be explained
considering the frequency content of the signal. Outside lock-in there will be
a contribution at fex and one at fSt . The phase error is only present at the
autonomous oscillation frequency resulting in a modulated phase error. For this
case it appears that the mutual phase angle between fex and fSt was di↵erent
during the training with swept sines (at the corresponding instantaneous frequency) than when the wake is excited with a single sine. This does not change
the nature of the signal or the obtained model, but it is however imbedded in
the model while training.
For case 17 we obtained an erms1 = 0.46 and an only mildly lower eDFT = 0.37
indicating significant errors in the amplitude spectrum. From the location of case
17, fex/fSt = 1.1 and A/D = 0.10, visualised in Fig. 8.13a, it can be seen that it
is a location that lies in the transition region and which is close to the lock-in
boundary.
In Section 6.2.1 we saw that the apparent boundaries of the lock-in region,
perceived from swept sine excitation, depend on the sweep rate. Therefore it is
reasonable to assume that the exact boundary obtained when studying single sine
experiments will di↵er from the one imbedded in the estimated model, trained
on swept sine signals.
To confirm this hypothesis, a validation experiment is added (denoted 18bis),
with a frequency-amplitude combination of fex/fSt = 1.125 and A/D = 0.15. This
is directly next to the well captured validation experiment number 18, where an
erms1 = 0.08 was obtained. Case 18bis, however, is located very close to the
lock-in boundary and also labeled as in the transition region. Also for 18bis, a
large erms1 = 0.30 was obtained which is in agreement with the hypothesis. The
error on the simulated output is shown in Fig. 8.16.
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Figure 8.13: Validation results on single sine experiments. (a) Contour plot of
erms2 . (b) Contour plot of R. In red the lock-in region as was observed by Kumar
et al. [59] and the boundary of the transition region (white) are shown. Black
markers indicate the locations of the validation experiments.
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Figure 8.14: Validation results on single sine experiments. (a) Contour plot of
emaxA . (b) Contour plot of eDFT . In red the lock-in region as was observed by
Kumar et al. [59] and the boundary of the transition region (white) are shown.
Black markers indicate the locations of the validation experiments.
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Figure 8.15: Time series of the true (red) and the simulated output (grey) for
validation experiment number 5.

Improving the model estimate

From the previous Section we know that the errors mostly come from a mismatch
between the behaviour of the system during the training data and the validation
experiments. This resulted into phase errors for cases far outside lock-in or for
distinct di↵erences in the nature of the response for cases on the edge of lock-in.
Essentially, as was explained in Chapter 7, a mismatch between the space of
solutions explored during training and the one of the validation data will require
an extrapolation of the model. For nonlinear models this has proven to be a
difficulty.
In this particular case, where the training data were swept sine signals and
the validation is made up out of single sine experiments, lowering the sweep rate
would improve the matching between training and validation. Moreover, the
estimation process can be iterated, where in each iteration additional data is
added in the sensitive regions.
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Figure 8.16: Single sine validation results. (a) True output (red) and error on
the simulated output (black) of case 17. (b) True output (red) and error on the
simulated output (black) of case 18bis.
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Table 8.3: Random phase multisine validation.

8.6.3

A/D

erms

0.05
0.10
0.15
0.20
0.25

0.17
0.35
0.62
0.06
0.79

Broadband validation

In Figure 8.17 the model is validated on swept sine excitation data. Two experiments were selected, one at an A/D = 0.17, which was not part of the training
data and a fast sweep rate (T = 10 s) and one at A/D = 0.20 and a slower sweep
rate (T = 22 s) than during training, which was at T = 16 s.
With an erms = 0.06, the first case is simulated accurately. At the point where
the vortex shedding returns to its natural vortex shedding pattern (autonomous
oscillation outside lock-in) an increased error is observed. Identical observations
are made for the second case where now erms has increased up to 0.40. It can
however be noticed that the errors only pop up at the reentry and exit of lock-in
during sweep down. In Figure 8.17c a zoom of the a↵ected time span is shown.
By plotting the true and the simulated output rather than the error it is clear
that the simulated output su↵ers only from a phase error.
From Section 6.2.1 we know that both the sweep rate and the amplitude have
an influence on the location of the borders of lock-in. Given that the training
data was composed out of sweeps at a single sweep rate, it is not surprising that
the edges of lock-in show small discrepancies with respect to the true data. This
has especially an impact on the timing of the restoring autonomous oscillation,
resulting in a phase error.
The validation was also carried out on random-phase multisine realisations.
The results are reported in Table 8.3. Although the results di↵er depending on
the phase realisation an overall poor result is obtained. In Chapter 7 similar
results were obtained on the Van der Pol system. In that case the PNLSS
model had been trained to multisine excitation and poor results were reported
for validation on sweeps. We can only assume that also in the present case a
similar mismatch between training and validation is present in the higher order
state space.
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Figure 8.17: Validation results on swept sine signals. Red is the true output,
black is the error. Grey is used for the simulated output. (a) Validation of the
swept sine (frequency sweep) with fex /fSt = 0 1.5, A/D = 0.17 and T = 10
s. (b) Validation of the swept sine (frequency sweep) with fex /fSt = 0 1.5,
A/D = 0.20 and T = 22 s. (c) Zoom of (b) at the time where the output is
relaxing to the autonomous oscillation.
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Fy

mÿ + cẏ + ky
Figure 8.18: Schematic representation of the coupled fluid-structure model. Here
Fy = 12 cy ⇢U 2 and all structural parameters are defined per unit span.

8.7

Coupling with a structural oscillator

At this stage we have successfully achieved the objective of constructing a nonlinear model for cy , fulfilling the requirements concerning the operating regime.
It is however insightful to explore a broader scope and focus towards the application of the model. Therefore, as a proof of concept, the identified model is
used in a realistic application where it is an essential element for modelling the
response of freely vibrating cylinders.
In Section 1.4.5 the idea of coupling a nonlinear model obtained from forced
oscillation experiments with a linear model of a structural oscillator was introduced. In Section 3.3.1 the coupling of a linear ROM to a structural equation
was presented (Zhang et al. [127]). In the present section a similar loop is constructed where in this case the identified nonlinear state-space model is used in
conjunction with a linear oscillator equation. The schematic overview is depicted
in Fig. 8.18. As a proof of concept, two characteristic regimes are studied, i.e.
inside lock-in and outside lock-in.
The parameters m, c, k are set by satisfying the equation of motion under
locked conditions. To that end fn was chosen in the presumed synchronisation
region, fn = fSt . To close the system of equations, and to obtain a stable
oscillation, an arbitrary high damping coefficient is used initially. From this
stable point the response p
is explored over a range of fn by changing k and
gradually lowering ⇠ = c/(2 mk) (ratio of critical damping). Solving the system
of equations is performed by time integration using ODE45 (built-in solver in
MATLAB). In particular the structural equation is solved by ODE45. This solver
uses a variable time stepping procedure. The PNLSS model is however designed
to operate at fixed fs . Therefore the output of the PNLSS model and hence the
input to the structural equation is only updated after a timespan of 1Ts .
Two particular regimes are studied, fn /fSt ⌧ 1 (Fig. 8.19) and fn /fSt ⇡ 1
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(Fig. 8.20). As initial condition the displacement and velocity of the cylinder are
zero. Hence the PNLSS model can be initialised with a state vector obtained
from simulating cy on a stationary cylinder.

8.7.1

Simulating a regime outside lock-in

The first configuration is defined by the parameters fn = 0.30fSt and ⇠ = 0.01.
In this case cy will act on the structural oscillator with a frequency far from
its natural frequency. Studying the response in the time domain (Fig. 8.19)
we observe that the displacement amplitude gradually increases from the zero
initial condition to come to a stable maximum of about A/D = 0.03. Only a
small oscillation is present or equivalently, the cylinder is only mildly excited by
the wake when the excitation is applied far from its natural frequency. From the
frequency domain plots of the DFT of cy and y it is clear that the structural
system oscillates at fn . Also at fSt power is present in the displacement, although
two orders of magnitude lower.

8.7.2

Simulating lock-in

The second configuration is defined by fn = 0.94fSt and ⇠ = 0.01. In this case
the structural oscillator settles at an amplitude of about A/D = 0.10 (Fig. 8.20).
From the frequency response we observe that the excitation (vortex shedding)
has departed from fSt and has shifted to a value close to fn . This case represents
the regime in which considerable vortex-induced vibrations are present.
It is worth noting that for all regimes where there is no complete synchronisation of the frequency of cy to fn , the input to the PNLSS model will be a
multicomponent signal. In this regard it can be questioned whether training of
the model (only) to swept sine signals, where there is only a single instantaneous
frequency present, is the most appropriate choice. Nevertheless, using a coupled
PNLSS-structural model to simulate the response of freely vibrating cylinders
looks promising.

8.8

Conclusion

In this chapter the forces acting on an oscillating cylinder undergoing forced
vibrations is modelled using the polynomial nonlinear state-space identification
technique. A pragmatic approach was followed where multiple options of training
data sets and initialisation of the nonlinear model were evaluated. The lowest
estimation errors were obtained when the mean of the best linear approximations
of multiple amplitude levels was used as initialisation, and the model was tuned
on a training data set of swept sine signals only. The di↵erence in obtained
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Figure 8.19: Response of the coupled PNLSS-structural model with parameters
fn = 0.30fSt and ⇠ = 0.01. The present configuration does not lead to lock-in,
hence only a small oscillation amplitude is present.
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Figure 8.20: Response of the coupled PNLSS-structural model with parameters
fn = 0.94fSt and ⇠ = 0.01. The coupled system is in locked condition, meaning
that the vortex shedding has departed from fSt and has synchronised to the
oscillation amplitude at a frequency close to fn .
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estimation results depends mostly on the shape of the cost function which may
have a large number of local minima in the neighbourhood of the initialisation
point.
Special attention was devoted to obtaining an initial state vector. The initial
state was found to play a crucial role when simulating data using a PNLSS model,
especially for data outside the lock-in region. A strategy was introduced where
the initial state can be found using a search algorithm rather than the classical
estimation process. The search algorithm involves simulating the autonomous
output and the corresponding states and considering these states as candidates
for the initial state. The method is only meaningful when data to be simulated
also actually started in the zero displacement condition (which is the case for
all data sets considered here). The advantage is that the cumbersome nonlinear
optimisation, which is required when the initial state is estimated from data, is
avoided. Additionally, the concept of using a simulated state of a meaningful
regime (for instance the autonomous regime) can even be applied when the true
data is unknown, which is obviously the case in a practical application. It was
moreover found that running the estimation process in an additional step, with
as initial guess the state provided by the search algorithm, yielded only limited
improvement on the simulation error.
The obtained model was validated using a large set of validation experiments.
The focus was on the validation of single sine experiments since it is the most
desired signal from an application point of view. A mean validation error of 10%
was obtained with values as low as 2% on multiple experiments. Two sensitive
regions of the f A-plane were identified, the high amplitude region outside lockin (at low frequency) and the region of the lock-in boundary. Errors on the
validation experiments were attributed to a mismatch between the behaviour of
the system during the training data and the validation. E.g. outside lock-in, a
certain time delay will be present between the autonomous oscillation of cy and
the applied oscillation, this delay will be imbedded in the model while it is in
fact defined by the arbitrarily chosen start of the excitation. Also the errors in
the transition region can be associated with a mismatch between training and
validation. It is known that the perceived boundaries of lock-in are a function
of the sweep rate. Hence for single sine experiments the exact location of the
boundary can be di↵erent.
Poor validation results are obtained for random-phase multisine validation
experiments. It appears that swept sine training data covers insufficiently well
the regions of the phase space which are explored during multisine excitation
signals (see Section 7.5.1). New swept sine experiments, at amplitude levels not
included in the training data are however well captured by the model.
Finally an application of the model is illustrated by coupling it to a classical linear mass-spring-damper system. As a proof of concept, two regimes of
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interaction are studied, the di↵erence being the proximity of the selected natural frequency to the Strouhal frequency. It was shown how stable oscillations of
considerable amplitude arise when the output of the PNLSS model (representing
the vortex shedding) synchronises to the oscillation of the structural model at a
common frequency close to fn .

9

Conclusions
9.1

Summary

In this dissertation we set out to model the forces arising on a circular cylinder,
oscillating in cross flow. The oscillating circular cylinder has often been used as a
paradigm for a blu↵ body undergoing vortex-induced vibrations. Modelling the
fluid has proven to be a challenging task. The relationship with the displacement
of the cylinder is highly nonlinear, exhibits hysteresis and behaves as autonomous
oscillator in the unforced condition.
The novelty lies in the application of state-of-the-art nonlinear system identification tools in the domain of fluid dynamics. The objective is to obtain a
lumped black box model which can be used to simulate the forces acting on the
cylinder for a given oscillating displacement. Having such a model would provide
a tremendous reduction in computational time and resources compared to the
alternative of calculating computational fluid dynamic simulations.
The approach boils down to four major steps:
1. acquire data of the phenomenon,
2. select a model structure,
3. define a quality criterion (cost) and fit the model to the data striving for
an optimal fit,
4. assess the performance of the model on a new set of data (not used during
the training process).
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We have opted to acquire the necessary data from CFD simulations. This provides much flexibility with regard to selecting the regime of interest. It provides
a feasible means to build a substantial data set within a limited amount of time.
The proposed approach is however entirely independent from the origin of the
data and could thus equally be applied to experimental data.
In a classical approach, vortex-induced vibrations have often been considered
as an interaction between a nonlinear system, regulating the fluid loading on the
structure, and a linear dynamic system (structural oscillator) providing a coupled
response. In this light, it was found that studying the loading present under
forced cylinder oscillations, where there is an explicit selection of the imposed
displacement, provides much insight into the phenomenon of VIV. Comparison
of the measured forces between forced and free oscillations were found to be in
close agreement if the fluid conditions were carefully matched.
In this dissertation the focus is on the response of forced cylinder oscillations, allowing to cover a wide range of the parameter space. As is common
when studying forced cylinder oscillations, the Reynolds number was fixed. For
practical reasons a low Reynolds number of 100 was selected. In prospective
of the identification process, the response to a variety of excitation signals was
studied. In particular, the influence of the type of signal on the synchronisation
phenomenon (lock-in) was examined.
As model structure, we have opted for the polynomial nonlinear state-space
(PNLSS) structure. It is a flexible structure of which the complexity can easily
be tuned by the order of the polynomials. The given structure has provided
powerful results in a variety of practical applications. To familiarise with the
identification process and to study whether the structure is suitable for modelling
the characteristic behaviour associated to the fluid loading, a PNLSS model was
estimated to data of the Van der Pol equation. The Van der Pol equation is a well
known nonlinear oscillator model, frequently used as starting point for modelling
VIV. Since it is only a second order system, we were able to gain insight into the
response to di↵erent excitation signals from studying the low dimensional state
space. In addition the e↵ect of selecting non-optimal basis functions to model
the known Van der Pol equation was studied.
The accuracy of the obtained model was found to be constrained by a combination of two aspects, 1. how well did the training data capture the space of
solutions of the intended operating regime (validation data set) and 2. how well
were we able to tune the model to the training data. Given the high dimensional
state space of the nonlinear model, the first aspect could only be verified a posteriori of the identification step, therefore a pragmatic approach was suggested
were the parameter space of interest was covered in various manners (composition of the training data set). The tuning of the model is essentially obstructed
by the large number of local minima in the selected cost function. To improve
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the estimate an iterative nonlinear optimisation scheme was proposed where multiple gradient descent paths are examined. To influence the gradient and thus
allow multiple descending paths along the cost function, groups of parameters
were optimised individually, instead of simultaneously optimising the entire set
of parameters.
In order to select appropriate nonlinear basis functions, a quantification and
characterisation of the nonlinearity of the system was carried out. Combining the
insight gained from characterising the nonlinearity together with the pragmatic
composition of the training data and the iterative optimisation scheme allowed us
to obtain an accurate PNLSS model describing the fluid loading on an oscillating
cylinder. The validation pointed out that a model was obtained which fulfils the
goal of simulating the response to single sine excitation with high accuracy.
As proof of concept an application was provided where the PNLSS model,
relating the displacement and the forces acting under forced oscillation conditions, was coupled to the model of a structural oscillator, eventually describing
the response of a freely oscillating cylinder in a vortex-induced vibration regime.

9.2

Main conclusions

The main conclusions are listed here in order of appearance in the text.
1. Iterative optimisation over subsets of parameters can be a useful approach
during the identification of a PNLSS model, e↵ectively avoiding less qualitative local minima.
2. It was found that the lock-in behaviour and its boundaries are greatly
a↵ected by the type and configuration of the excitation signal.
3. The response of cy was found to depend strongly on the initial flow field,
i.e. the flow field at the time step prior to the start of the imposed motion,
whenever the excitation signal (imposed motion) did not include any power
within the observed lock-in range.
4. Using specially designed signals, random-phase multisines, we were able to
quantify and characterise the nonlinear response of the forced oscillating
system. The system was found to behave dominantly odd nonlinear. Additionally, subharmonic contributions were found to exist up to the ratio
1
/6 .
5. It was shown that the Van der Pol equation is covered by the PNLSS model
class, suggesting the adequateness of the PNLSS model class in modelling
the nonlinear fluid loading-displacement relationship.
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6. Using the Van der Pol system we were able to study the impact of selecting sub-optimal basis functions (where optimal is here defined as being
consistent with the observations from the FAST-test). It was found that
introducing unnecessary degrees of freedom can influence the estimate in
a negative way.
7. In the case of the Van der Pol, an accurate fit could be obtained on the
training data even when a sub-optimal selection of basis functions was
included, provided that the nonlinear degree was allowed to be sufficiently
high. Validation of the obtained model on data of a di↵erent type than the
training data however failed in that case.
8. It was found that an accurate model of the Van der Pol system could
be obtained using random-phase multisine excitation signals as training
data. Moreover, the lock-in phenomenon was e↵ectively captured by the
model notwithstanding the random appearance of the broadband excitation
signals.
9. The output of the Van der Pol equation was found to depend on the initial
condition in a similar fashion as the fluid system.
10. High errors were found to occur whenever the PNLSS model, identified
for the Van der Pol system, is used to simulate responses which extend
outside the space of solutions which was covered during training. Here, the
considered space (phase space) is of dimension: number of inputs + number
of state variables. Moreover, a trajectory which is contained within the
bounds of the trained region can still result in considerable errors depending
on how densely the considered region of the phase space was covered during
training. It was found that di↵erent excitation signals have the tendency to
explore di↵erent regions even though their frequency range and amplitude
are identical.
11. Even-though no data of the autonomous oscillating Van der Pol was included in the training set, the PNLSS model did produce a stable limit
cycle. The amplitude, however, did not match that of the true system. It
was suggested that explicit training on data of the autonomous oscillation
is required.
12. We have shown that the PNLSS model class and its identification procedure
can be applied to the fluid loading problem of a submerged oscillating
cylinder.
13. It was shown how an accurate PNLSS model can be obtained from a training set composed out of swept sine signals at various amplitude levels. The
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model accurately describes the intended region of the f A-plane. Good
validation results were obtained for both single sines, errors as low as
erms = 0.02 (relative error) and a mean value of 0.10, and sine sweep
excitations.
14. It was found that the initial state, required when simulating responses
and related to the initial flow field for the true system, could be obtained
from a search algorithm scanning trough the state vectors obtained from
simulating the autonomous output.
15. Having obtained the model, the computing time to simulate the output
is tremendously reduced when compared to computing the classical CFD
simulations (seconds instead of days).
16. The PNLSS model was found to be applicable as the nonlinear block in a
coupled fluid-structural model.

9.3

Future work

• Having shown that PNLSS identification is a useful tool for modelling fluid
loading on a cylinder under forced vibration conditions the next step will
be to extend the model towards the freely vibrating conditions. In Section
8.7 an initial attempt was included as a proof of concept. Much progress
can still be made on this topic. The coupled model can be validated with
experimental data by setting the parameter configuration so to replicate
the experimental conditions.
It should be investigated what training data would yield a model which is
the most appropriate to be used in the coupled model. Since the input to
the PNLSS model will in general be a multicomponent signal, dedicated
multisines or multicomponent swept sines could provide useful alternatives.
• The parameter space covered by the PNLSS model can be extended to
multiple Reynolds numbers. Data of multiple Reynolds numbers can be
included with the addition of a second input, used to include information of for instance U1 provided that D and ⌫ are constants. Extending
the parameter space over a range in Reynolds number for many intended
applications.
• If Reynolds numbers larger than 200 are used, it is required to move to a 3
dimensional structure. In this case a multiple input-multiple output model
might be an interesting choice. The oscillation of sections along the span
could then be regarded as the multiple inputs whereas the corresponding
force coefficients are the multiple outputs.
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• The downside of the flexibility in the PNLSS model structure is the loss
of insight into the nonlinearity. In order to regain insight, dedicated basis
functions could be used where prior knowledge about the system is included. The first steps towards a grey-box model were already presented
in [24]. Working with basis functions which are nonlinear functions of the
output looks a promising strategy.
• The model obtained in this dissertation can be studied at the level of its
coefficients. Not all coefficients will have equal importance and hence a
large number of monomials might be a priori excluded, facilitating the
nonlinear estimation process. In this dissertation, a nonlinear optimisation
strategy was proposed where the optimisation is carried out iteratively over
subsets of coefficients. At the time, the sub sets are composed by grouping
types of monomials, e.g. containing solely state variables. Other subsets
could be explored, in which types of monomials are mixed. Perhaps subsets
of randomly drawn coefficients can improve the optimisation even more.
• In a next step a controller can be designed. A controller could be a valuable
contribution, for instance feeding an actuator which drives the cylinder into
a desired flow regime, e.g. drag reduction through flow control. A controller
could also be added to the coupled fluid-structural model. In this case the
controller may for instance act on the coefficients of the structural model
by hardening or softening the spring in order to suppress VIV.
• Besides the circular cylinder also other structural forms can be studied,
e.g. a wing of an airplane or a wind turbine blade. Since it is an inputoutput model, there is no notion of the geometry of the submerged object.
Therefore no substantial issues are envisaged when data of other submerged
objects would be used. In line with changing the geometry, also other fluid
structure interactions can be considered, e.g. flutter, galloping. Additionally, the interaction between multiple submerged objects and the fluid can
be tackled.
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A

Comments on the estimation of a
PNLSS model

A.1

Calculating the variance on the Best Linear
Approximation

In this section the total variance along with the variances attributed to noise
contributions and nonlinear distortions are calculated for the case of random
phase multisine data in a noiseless input framework.
To calculate the sample variance due to noise ( ˆ2 n ) from periodic data at
a single set point it was shown in [83] that it is advised to increase the SNR
first, so to avoid bias, by averaging over the periods rather than calculating ˆ2 n
directly from raw data. Next a first order approximation is found by means of
Taylor expansion. With the sample variance and the covariances of the input
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(Ŷ (k)) and the output (CˆY (k)) spectra being:
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where over-bars denote complex conjugates. Note that for simplicity the frequency line index k was omitted. The sample variance ˆ2 n of the FRF obtained
from the mth realisation, Ĝ[m] (zk ) can than be approximated by:
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Ŷ [m]
Y

Y

In a noiseless input framework, Eq. A.2 simplifies to:
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The sample variance estimates are then found by averaging the estimates from
each realisation:
M
X
1
2
ˆ2 [m] .
ˆn =
(A.4)
M 1 m=1 n
This variance reflects the uncertainty of the BLA due to noise. If the data would
consists of Q di↵erent set points, a final averaging is needed:
Q

2
ˆn,avg
=

1 X 2
ˆ .
Q q=1 n,q

(A.5)

Besides variance due to noise, also nonlinear distortions will cause uncertainty on
the estimate of the BLA. The combined e↵ect, i.e. the total variance, is calculated
as:
M
1 X [m]
2
ˆBLA
=
|Ĝ
ĜBLA |2 .
(A.6)
M m=1
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Hence the variance due to the stochastic nonlinear contributions become:
2
2
ˆNL
= ˆBLA

ˆn2 .

(A.7)

2
2
2
In analogy to ˆn,avg
also ˆBLA,avg
and ˆNL,avg
can be computed by averaging
over Q set points.

A.2

Nonlinear optimisation using the
Levenberg-Marquardt algorithm

The Levenberg-Marquardt algorithm (LM) [65, 33] is a commonly used nonlinear optimisation technique since it combines the large region of convergence
(although to a local minimum) of a gradient descent method with the speed of
convergence from a classical Gauss-Newton algorithm. If a cost function V (✓) is
to be minimised with respect to ✓ 2 Rn✓ , the LM method will iteratively generate a ✓ until a local minimum is reached. For completeness first the gradient
descent and the Gauss-Newton algorithm will be treated separately. This section
is based on [83].

A.2.1

Gradient descent algorithm

The gradient descent algorithm is an intuitive approach to descending the cost
function. The update of the coefficients is calculated based on the negative
gradient rV and some damping coefficient .
rV.

✓=

(A.8)

Although the convergence is slow, the gradient descent method can be a very
useful tool because of its conceptual simplicity and its large region of convergence.

A.2.2

Gauss-Newton algorithm

When minimising a least-squares cost function (quadratic function), e.g.
V (✓) =

X

t

|e(t, ✓)|2

with e(t, ✓) = cy,CFD (k)

cy,mod (t, ✓),

(A.9a)
(A.9b)

where t denotes all the observed time instances, the Gauss-Newton algorithm
has a faster convergence compared to the gradient method [33]. This is because

A.2. NONLINEAR OPTIMISATION USING THE
LEVENBERG-MARQUARDT ALGORITHM

221

the quadratic nature of the cost function is explicitly used during each iteration.
The update of the parameters is given by:
r2 V

✓=

1

rV,

(A.10)

where r2 is the Hessian matrix containing the second derivatives with respect
to ✓. The Hessian matrix and the gradient are given by:
r2 V =

X
@ 2 V (✓)
@ 2 e(t, ✓)
= 2J T (t, ✓)J(t, ✓) + 2
e(t, ✓)
,
2
t
@✓
@✓2
@V (✓)
rV =
= 2J T (t, ✓)e(t, ✓),
@✓

(A.11a)
(A.11b)

where J(t, ✓) is the Jacobian matrix of e(t, ✓) with respect to ✓:
J(t, ✓) =

@e(t, ✓)
.
@✓

(A.12)

When the error e(t, ✓) is small, the second term of Eq. A.11a can be neglected
and the Hessian can be approximated by:
@ 2 V (✓) ⇠ T
= 2J (t, ✓)J(t, ✓).
@✓2
Consequently the Guass-Newton parameter update
2J T (t, ✓)J(t, ✓) ✓ =

A.2.3

(A.13)
✓ can be calculated from:

J T (t, ✓)e(t, ✓)

(A.14)

Levenberg-Marquardt algorithm

The LM method provides a tradeo↵ between the gradient descent method and
the Gauss-Newton method. The update of ✓ is calculated from:
T
(2JN
(t, ✓)JN (t, ✓) +

2

I n✓ ) ✓ N =

T
JN
(t, ✓)e(t, ✓),

(A.15)

where JN (t, ✓) is the normalised Jacobean, normalised columnwise over all the
measurements t to improve the condition number (i.e. the ratio between the
largest and the smallest nonzero singular value).
JN (t, ✓) = J(t, ✓)N,
and
N = diag

✓

1
rms(J[:,✓1 ] (t, ✓))

, ...,

(A.16)
1

rms(J[:,✓n ] (t, ✓))

◆

(A.17)
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if in Eq. A.15 is large, the method leans towards the gradient descent algorithm
and when becomes small it leans towards the faster converging Gauss-Newton
algorithm. To execute the update, ✓N first needs to be denormalised:
✓ = N ✓N .

(A.18)

In practice the parameter update is calculated in a numerically stable way using
the SVD of the Jacobian and by reducing its rank:
J(t, ✓) = U SV T .

(A.19)

If as a stopping criterion a maximum number of iterations, imax is used, the LM
algorithm can be schematised as is shown in Fig. A.1.

A.3

Graphical representation of the iterative
optimisation scheme

Iterative optimisation over subsets of the total set of coefficients have shown to
contribute in avoiding local minima of the cost functions. The iterations can be
schematically represented by a loop (Fig. A.2). By evaluating multiple possible
subsets during each iteration of the optimisation loop, di↵erent paths along the
cost function are tracked. Doing so, a path around a local minimum can be
discovered. Since the optimal subset, leading to a path on the cost function that
avoids a local minimum is unknown, a number of predefined subsets are tested
during each iteration of the optimisation loop. The proposed subsets are: the
total A, B, C and D matrices and
• The diagonal elements of E. All monomials where a single state is raised
to a power up to p while all other powers equal zero.
• All monomials with only contributions in the input.

• All monomials that are affine in the states. Monomials where only one
state appears, and it appears linearly.
• All monomials without cross products.

• All monomials that are full state-affine. Monomials where at most one
state appears, and if it appears, it appears linearly.
• All monomials with total degree up to 3.

• All monomials with only contributions in the states.
• Only odd nonlinear degrees.
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Initialise !
Compute V(!)
i=1
" = -1

i < imax

no

STOP

yes

Compute J
Normalise J
[U, S, V] = svd(JN)

" = 0.5 "
V = Vnew
! = !new

" = -1
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" = S(1, 1)
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Compute ∆ !N
Denormalise ∆ !N
!new = ! + ∆ !
Compute Vnew(t,!new)
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" = "√10

Vnew < V
or i > imax

no

Figure A.1: Iterative update of the parameters following the LevenbergMarquardt optimisation algorithm [83].
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• All monomials except for the DC component (all states as well as the input
raised to the power 0).
• All monomials.

Clearly, also other subsets could have been proposed. Given the fact that 10
possible subsets were proposed (of which the diagonal option is only valid for
the state equation, the E matrix) and not necessarily the same choice has to be
made for the state as well as for the output equation, we arrive at a total of 90
possibilities (paths on the cost function) to be tested during each optimisation
run.
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Figure A.2: Optimisation scheme. The centre block represents the step in which the optimisation is carried out for
all the possible combinations of subsets of parameters for the state and the output equation. Every combination
yields a di↵erent rms error value.
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B

Analytical PNLSS formulation of the
Van der Pol equation
In this section the analytical PNLSS formulation of the Van der Pol equation, as
presented in Section 7.3 is derived. The Van der Pol equation that is considered
is given by
c̈y (k) + "⌦aut (c2y (k)

1)ċy (k) + ⌦2aut cy (k) = ẏ(k),

(7.1)

where k is used to indicate the sample number such that t = kTs with Ts the
sampling period. Expanding the damping term one obtains
c̈y (k) + "⌦aut c2y (k)ċy (k)

"⌦aut ċy (k) + ⌦2aut cy (k) = ẏ(k).

(B.1)

The Van der Pol equation is a second order ODE, hence it can be rewritten as
a set of two first order ODE’s. This is done by introducing two state variables
as intermediate variables between input and output. We define the state vector
as x(k) = [cy (k) ċy (k)]T . As was seen in Section 4.1, a state-space formulation
consists of two equations: the state equation which describes the dynamics (update) of the internal state of the system and the output equation, relating the
output to the state of the system and possibly also the input. Hence we have
8
"
#
>
>
< ẋ(k) = ċy (k)
(B.2a)
c̈y (k)
>
>
: c (k) = [1 0]x(k),
(B.2b)
y
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where B.2a is the continuous-time state equation and B.2b is the output equation. We can now rewrite B.2a by substituting the expression for c̈y (k) given by
Eq. (B.1),
"
# "
#
ċy (k)
ċy (k)
=
.
(B.3)
c̈y (k)
ẏ(k) "⌦aut c2y (k)ċy (k) + "⌦aut ċy (k) ⌦2aut cy (k)
Rewriting Eq. (B.3) using vector notation to combine the states and the input
one obtains the continuous time state-space representation of the Van der Pol
equation,
8
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#
" #
"
#
>
>
0
1
0
0
< ẋ(k) =
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(B.4a)
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1
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>
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(B.4b)
y

To arrive at the discrete-time form, the derivates are replaced by finite di↵erences. One way of doing this is by using Euler discretisation,
ẋ(k) =
such that,

"

x(k + 1)
Ts

x(k)

#
"
ċy (k)
1 cy (k + 1)
=
Ts ċy (k + 1)
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,

#
cy (k)
.
ċy (k)

(B.5)

(B.6)

Substituting Eq. (B.6) in Eq. (B.4) we obtain the discrete-time PNLSS formulation of the Van der Pol equation,
8
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C

Final estimated PNLSS model
The final model is of the form:
(
x(k + 1) = Ax(k) + By(k) + E⇣(k)
cy (k) = Cx(k) + Dy(k) + F⌘(k).

(C.1a)
(C.1b)

From a linear analysis in Section 8.3.4, a model order (number of state variables)
of nx = 5 was proposed.
On the basis of the FAST-test (Section 6.6.2) it was decided to include only
odd nonlinear degrees in the monomial basis functions ⌘ and ⇣. A monomial
is formed as the crossproduct of all five state variables and the input where
each term is raised to a certain power. In practice monomials of total degree
{0, 3, 5, 7} (sum of the exponents of the states and the input) are included. An
example of a 3th order monomial is given by [x21 · x02 · x03 · x04 · x05 · y 1 ]. Hence it
follows from combinatorics that ⌘ and ⇣ contain 1101 monomials.
If nx = 5 is the model order, ni = 1 is the number of inputs (y), no = 1
is the number of outputs (cy ) and nm = 1101 is the number of monomial basis
functions, the dimensions of the matrices read:
• A 2 R5⇥5
• B 2 R5⇥1
• C 2 R1⇥5
• D 2 R1⇥1
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• E 2 R5⇥1101
• F 2 R1⇥1101
Matrices E and F are large matrices. Both matrices are however very sparse.
The sparseness is a result of the iterative nonlinear optimisation procedure of Section 4.5.2. During this procedure a number of predefined groups of coefficients are
optimised instead of optimising all coefficients simultaneously. Typically three
loops of the optimisation scheme depicted in Fig. A.2 are required. Depending
on the groups of monomials which are activated in subsequent iterations, a large
number of monomials might end up being unused. If the optimisation is for
instance found to converge using the monomials containing only state variables,
i.e. y 0 , all coefficients corresponding to monomials containing y 6=0 remain zero.
This can in fact be regarded as a form of model selection, where the number
of degrees of freedom of the system is reduced. Unused monomials correspond
to columns of zeros in the E matrix. Removing those columns reduces its size
to 2 R5⇥513 .
Amongst the optimised coefficients there will exist a spread in individual
importance, i.e. not all parameters contribute equally to the input-output relationship. As a measure to quantify the individual importance of the parameters,
the rms of the individual contribution of a given parameter is calculated when
simulating the output to the training data. It was found that stability issues
can easily arise when eliminating the less contributing parameters. Changing as
much as one parameter in the E or F matrices suffices to deteriorate the fit to
the training data or even cause instability. The model is therefore reported as is
and no further reduction is applied.
Given the size, listing the matrices of coefficients is impractical. Instead the
entire model along with the training dataset is made available online via the
following link:
https://www.dropbox.com/s/x5s5ks14rx2dy6k/PNLSS_y_cy_or5_
NL357_50Hz.mat?dl=0

or upon request via tim.de.troyer@vub.be.
Potential model reduction strategies are given by:
• Decoupling the multi-variate polynomial. The method uses tensor decomposition to convert large multi-variate polynomials into univariate polynomials [30].
• Forward/backward algorithms which assess the impact of including additional variables [5].
• Use regularisation during the estimation process. Penalise the abundant
use of parameters directly in the cost function.
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[111] V. Strouhal. Über eine besondere Art der Tonerregung. Annalen der Physik
und Chemie, 5(10):216–251, 1878.
[112] S. B. Swithenbank, C.M. Larsen, and J. K. Vandiver. Reynolds number
dependence of flexible cylinder VIV response data. In Proceedings of the
ASME 27th International Conference on O↵shore Mechanincs and Arctic
Engineering, 2008.
[113] B. Van der Pol. Relaxatie-trillingen. Tijdschrift van het Nederlandsch
radiogenootschap, 3:25–40, 1926.
[114] P. Van Overschee and B. De Moor. Subspace Identification for Linear
Systems. Kluwer Academic Publishers, 1996.
[115] K. Vanhoenacker, T. Dobrowiecki, and J. Schoukens. Design of multisine excitations to characterize the nonlinear distortions during FRFmeasurements. IEEE Transactions on Instrumentation and Measurement,
50(5):1097–1102, 2001.
[116] H.K. Versteeg and W. Malalasekera. An introduction to computational
fluid dynamics: the finite volume method. Prentice Hall, 2007.
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What happens when a fluid flows around a blu↵ (i.e. a not-streamlined) body?
This question has been addressed in various fields: by civil engineers designing tall
towers, chimneys or bridges that should withstand the wind loads, by marine engineers
that develop o↵shore oil rigs or underwater pipelines to withstand the ocean currents,
and by mechanical engineers building heat exchangers. Sometimes heuristic models are
employed to study such complicated problems in practice, but due to their simplified
nature, these methods require large safety factors and thus over-dimensioned structures. Another option is the use of high-fidelity computational fluid dynamics (CFD)
simulations. These simulations are very valuable and can o↵er a great deal of insight,
but they require an enormous amount of computational power: a calculation time
of several days or weeks is not exceptional for such coupled fluid-structure problems.
Therefore, CFD simulations have been reserved for some very specific applications, and
are typically not used in the design stages or for control purposes. In this dissertation,
we develop a new method to tackle the question of interacting fluids and structures.
This method should o↵er accurate yet fast solutions, so as to allow the active control
of the fluid loads on the structures.
Fluid-structure interaction in general has been a hot research topic in both academia
and industry for over a century. One specific instance of fluid-structure interaction is the
so-called vortex-induced vibration of elastic structures in a fluid flow. It is well known
that over a wide range of flow conditions, alternating vortex shedding occurs in the wake
of blu↵ bodies. These vortices cause fluctuating forces on the body and can so induce
vibrations. These vibrations are generally undesirable; in some cases high amplitudes
result which may harm or even destroy the structure. To guarantee robustness against
the occurring fluid forces, accurate predictions are vital during the design phase of a
structure. An analytical solution however remains unfound. Since CFD requires a lot
of computing power and experiments a dedicated lab, these approaches are unfit for
those applications where only limited time and resources are available.
System identification o↵ers the possibility to build (reduced-order) mathematical
models based on input-output data. Until recently only linear models could reliably
be identified, and thus this approach was not applicable to the obviously nonlinear
case of vortex-induced vibrations. In this dissertation, we have used novel nonlinear
system identification techniques to build a fully nonlinear state-space model of a 2D
circular cylinder transversely oscillating in a fluid flow. The model is constructed using
time series obtained from a set of CFD simulations. To be able to excite the wake as
richly as possible, we fully controlled (imposed) the motion of the cylinder. Di↵erent
excitation signals have been used: simple harmonic motion (at various frequencies),
sine sweeps, and multisines, to study the oscillating cylinder at di↵erent frequencies
and amplitudes (in and around the lock-in region). All these data have then been used
to train the nonlinear model. Comparison of this identified model with a di↵erent set
of CFD simulation data show that it is in good agreement. We now have a model that
can represent the oscillating cylinder over a set of frequencies and amplitudes at only
a fraction of the computational time required by CFD.

