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1. Introduction

Digital technology plays a dominant role in many aspects of our daily lives.
During the last decade, the number of applications in this area has exploded
exponentially. We use computers and smartphones to surf the world wide web,
communicate wirelessly over large distances, use social media and dating apps,
put family portraits and holiday photos somewhere safe in the cloud ... Even
though the digital application area is almost limitless, a translation is still needed
from the physical, analogue world to the digital world. This translation is where
analogue-to-digital converters come into play.
Analogue-to-digital converters link our physical world to digital computers and
are therefore a vital element in the ever-continuing digitalisation of our world.
They provide the means to translate electronic analogue quantities such as voltages
and currents to streams of bits and bytes. Ever since the conception of analogueto-digital conversion, many different conversion techniques have been introduced,
each with their respective strenghts and weaknesses. The state-of-the-art choice
depends on the requirements on the resolution and the speed of the converter.
In recent-years, continuous-time ΣΔ modulators (pronounced as Sigma-Delta)
attracted growing interest as they effectively narrow the boundary between the
analogue and digital world. Compared to conventional analogue-to-digital converters, ΣΔ modulators significantly reduce the sensitivity to nonidealities of most
of its building blocks. This improvement is achieved through a clever combination
of oversampling and digital post-processing.
Every analogue-to-digital converter has a certain dynamic range. It specifies the
ratio of the largest to the smallest input signal amplitude the converter can resolve.
One of the main annoyances for ΣΔ designers is that the dynamic range is limited
due to unstable behaviour which manifests itself when the input grows above a
certain signal level. The goal of this thesis is to provide modelling tools for ΣΔ
designers to accurately predict this so-called modulator overloading level when
the input signal is a modulated signal. Incorporating the resulting models in
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Figure 1.1.: The analogue-to-digital converter lies on the boundary between the
continuous and discrete world. Its main purpose is to discretise
analogue signals both in time and amplitude.
the design flow can shorten the time to market of the designed products since
unstable behaviour is better and more early predicted during the design stage.
This chapter first discusses the fundamentals of analogue-to-digital conversion.
Next, an introduction to continuous-time ΣΔ modulation is given. Then, state-ofthe-art large-signal stability analysis methods of these modulators are summarised.
The chapter concludes with the goals and the outline of the thesis.

1.1. Analogue-to-digital conversion
The physical world we live in is continuous in nature. The way we perceive and
process information is based on analogue processes and signals which are inherently continuous in time and in amplitude. For example, wireless communication
systems require analogue radio waves to be transmitted and received using antennas to convey information. Due to the continuous nature of these signals, it is
unfortunately impossible to hook up a digital computer directly to these antennas
to process the analogue radio waves. To accomplish this connection and limit
the loss of information between the analogue and digital world, an Analogueto-Digital Converter (ADC) is required. It should execute two tasks: sampling
(discretisation in time) and quantisation (discretisation in amplitude).
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Sampling converts a Continuous-Time (CT) signal into a Discrete-Time (DT)
one by taking a snapshot of the analogue signal every 𝑇𝑠 seconds (Figure 1.1). It
effectively reduces a CT signal to a sequence of analogue samples. To keep a unique
relationship between the CT signal and the DT one, the useful signal bandwidth
𝐵 of the CT signal should be restricted. The Nyquist-Shannon sampling theorem
[Nyqu 28, Shan 49] formalises this requirement and states that the bandwidth of
the CT signal should be smaller than half the sampling frequency 𝑓𝑠 (= 1/𝑇𝑠 ) of
the ADC
𝐵 < 𝑓𝑠 /2
(1.1)
This ensures that the original CT signal can be perfectly reconstructed from the
sampled DT signal. We should thus always carefully satisfy this condition before
using the ADC. Otherwise, aliasing errors are introduced that break the equivalence relation between the CT signal and its DT counterpart and the information
in the signal can be badly corrupted.
Quantisation of the amplitude on the other hand discretises the amplitude of the
CT signal by mapping a continuous voltage or current interval to a discrete set of
values. Each value is represented by a digital binary code (Figure 1.1). The number
of distinct values determines the resolution of the ADC and is mostly expressed
by the number of bits used to code each sample. For example, a resolution of
3 bits corresponds to 23 = 8 distinct values. Observe also from Figure 1.1 that
quantisation introduces errors. This error is called the quantisation noise. Its size
is closely tied to the resolution: the higher the resolution, the smaller the noise
level and vice versa.
When looking at the internal sampling frequency of the converter, an ADC can
be categorised into two main classes: the Nyquist-rate converters and the oversampling converters. As the name suggests, the former class obeys the NyquistShannon theorem and operates at a sampling frequency 𝑓𝑠 that is equal or a bit
higher than twice the bandwidth 𝐵 of the input signal. While being optimal
in terms of conversion rate, Nyquist-rate converters impose stringent requirements on the matching accuracy of the analog components (resistors, capacitors
...) needed for the implementation. Oversampling converters relax these requirements by using an internal sampling frequency that is much higher than twice
the Nyquist frequency. Subsequent combination (i.e. averaging) of multiple lowresolution samples allows to obtain one high-resolution sample. For example,
oversampling a signal with a factor 4 theoretically results in a 1 bit increase in
resolution [Schr 05]. The drawback of oversampling is that additional digital
signal processing hardware, operating at high frequencies, is needed to increase
the resolution numerically after the actual low-resolution conversion process.
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ΣΔ modulator based ADCs belong to the class of oversampling converters. To
explain the fundamental principles of ΣΔ modulation, an analogy is used. It is
based on an in-depth look into how I sustain my ice-cream addiction.

1.2. Paying for my ice-cream addiction
Based on the coffee shop problem in [Pava 17].
During the summer months, I like to bring a daily visit to the local ice-cream
parlour near to my home. Every day I buy three scoops of ice cream that are
neatly balanced on a cone and cost A
C 3.6. Being a traditional Italian ice-cream
parlour, no credit cards are accepted and I need to pay this amount in cash. The
usual way of paying would be that every single day I pay the correct amount
in coins. Or, similarly, I offer a banknote and the parlour owner returns me the
change. Everybody is used to this so-called "Nyquist" habit. But what if I told you
there exists another way to pay in cash banknotes that does not involve any coin
transfer?
The ΣΔ way requires an agreement between the parlour owner and me. Being a
regular customer, the parlour owner agrees to keep a money balance and additionally allows me to pay with A
C 5 banknotes only. The transaction rules concerning
the money balance are straightforward:
- If I owe more than A
C 2.5, I pay with a A
C 5 banknote.
- In the other case, I pay nothing.
The transactions using these rules are shown in Figure 1.2 for the first three days.
At first glance, it seems unusual that you can pay the amount of A
C 3.6 by only
using A
C 5 banknotes since at any given day the money balance differs from A
C 0.
So why bother introducing this ΣΔ way if apparently it does not succeed in ever
paying the correct amount?
The subtlety lies in the fact that the payment on a single day is meaningless but
that on average the correct amount is obtained. To further investigate this rather
strange behaviour, the agreement is translated into an equivalent signal flow
schematic (Figure 1.3). In this schematic, 𝑢 represents the cost of an ice cream
cone (A
C 3.6) and 𝑦(𝑛) represents the amount that I need to pay on the 𝑛th day (A
C5
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Figure 1.2.: The ΣΔ way to pay for your daily dose of ice cream. You keep a balance
and everyday you verify whether or not you need to pay with a A
C5
bill.
or nothing). 𝑧−1 is an operator that implements a delay of one day such that we
can add 𝑢 with the remaining balance of the previous day. If now the average
value of 𝑦 is analysed as a function of the number of days (Figure 1.4), we come
to the conclusion that progressively a better approximation of 𝑢 is obtained. Rest
to relate the ice-cream payment methods to the analogue-to-digital conversion.
The example shows that while the ΣΔ way starts with a resolution of only A
C 5, a
higher resolution estimate (error < A
C0.02) is obtained when averaging over 100
consecutive days.
While oversampling is one of the fundamental principles that ΣΔ modulators
use to increase the resolution, it is not the only trick these modulators have up
their sleeve to decrease the quantisation noise. They additionally introduce noise
shaping. This technique literally ’shapes’ the Power Spectral Density (PSD) of
the quantisation noise such that its deteriorating effects in the frequency band
of interest are reduced. This concept is discussed more in depth in the following
section.
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Figure 1.3.: The ΣΔ equivalent signal
flow schematic.
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Figure 1.4.: Visiting the ice cream parlour more results in an increasingly better approximation of the required
A
C 3.6.

1.3. Sigma-Delta modulation
The original concept of ΣΔ modulation dates back to the sixties. Inose et al.
mentioned it for the first time in the published literature back in 1962 [Inos 62].
Since its conception, a tremendous amount of research has been conducted on the
topic. Fueled by the technological downscaling, which provides faster and more
power efficient digital circuitry, many different architectures, system- and circuitdesign techniques, integrated circuits ... were developed over a period of five
decades [Cand 81, Bose 88, Cand 92, Cher 99a, Schr 05, Jose 13]. This continuing
research and development effort resulted in a mature technology that is readily
implemented in many contemporary industrial products.
Even though the technology behind the ΣΔ modulators has evolved quite significantly over the years, the original concept remains untouched and is still based
on the same two signal processing techniques: oversampling and noise shaping.
Both techniques cleverly exploit the fact that the quantisation noise of a quantiser
can be well approximated by random white noise with a uniform distribution.
Suppose that the quantisation happens in amplitude steps Δ, then the quantisation
2 is approximately equal to Δ2 /12 and thus solely depends on the
noise power 𝜎𝑄
quantiser’s resolution [Schr 05]. Using this approximation, the ideal behaviour of
different types of ADCs can be conveniently understood.
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Figure 1.5.: Architecture and noise behaviour of different ADC types. Analysing
the Power Spectral Density (PSD) shows that the ΣΔ modulator behaves best in terms of in-band noise power. : signal bandwidth,
: quantisation noise.
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Take the Nyquist-rate converter in Figure 1.5 to start with. This converter consists
of an Anti-Alias Filter (AAF) to limit the bandwidth of the continuous-time
signal 𝑢(𝑡) to 𝑓𝑠 /2, a sampler, and a quantiser that introduces a certain amount
2
of quantisation noise. Examining the PSD of the output 𝑦(𝑛) shows that 𝜎𝑄
( ) for Nyquist-rate converters falls completely inside the signal bandwidth
( ). Therefore it creates an unwanted noisy contribution in the output of the
ADC. Oversampling converters mitigate this problem by increasing the sampling
frequency with an Oversampling Ratio (OSR). They spread the noise power over a
larger bandwidth such that a smaller portion of the power remains in the signal
bandwidth. ΣΔ modulators decrease this noise portion even further by actively
shaping, or in other words filtering, the quantisation noise. By enclosing the
quantiser in a negative feedback loop, and combining it with a loopfilter, it is
possible to achieve a high-pass behaviour: noise at lower frequencies is reduced,
while noise at higher frequencies is amplified. Depending on the architecture and
the order of the loopfilter, i.e. the number of integrators, a massive reduction of
the in-band noise power can be achieved [Schr 05].
Example Consider the ΣΔ modulator from the ice-cream example (Figure 1.3).
This modulator implements a certain Signal Transfer Function (STF) and Noise
Transfer Function (NTF). These transfer functions describe, respectively, the
influence of the input signal and quantisation noise on the output. For this
specific example they are equal to
NTF(𝑧) = 1 − 𝑧−1

STF(𝑧) = 1

(1.2)

The STF reveals a one-to-one relationship between the input of the ΣΔ modulator and the corresponding output sequence. The NTF implements high-pass
noise shaping. Due to this shaping, the in-band quantisation noise power is
approximately equal to [Schr 05]
2
𝜎𝑄
=

Δ2
36

𝜋2

 1 3
𝑂𝑆𝑅

(1.3)

This last expression clearly reveals the added value of noise shaping for oversampling converters. Instead of just being inversely proportional to the OSR,
this inverse proportionality is raised to the power 3 which greatly reduces the
in-band quantisation noise power.
Depending on the system- and circuit-design techniques that are employed during
their construction, ΣΔ converters can be further classified into two additional
types: DT and CT converters. Discrete-time converters keep a clear distinction

8

1.3. Sigma-Delta modulation
between the sampling and quantisation operation (Figure 1.5). The vast majority
of ΣΔ modulators are DT and are mostly implemented using switched-capacitor
[Dias 92] or switched-current [Craw 92] techniques. In recent years, however,
communication systems are becoming increasingly eager to obtain higher data
rates. As a consequence, they demand ΣΔ modulators handling increasing signal
bandwidths (> 1 MHz) while maintaining satisfactory noise shaping capabilities.
To answer this demand, the focus of ΣΔ designers is shifting towards CT ΣΔ
modulators. These embed the sampling operation directly in the feedback loop
(Figure 1.5) [Cher 99a, Bree 01, Ortm 06]. This embedding results in some advantages when compared to the DT counterpart: the non-idealities introduced by
the sampler are subject to noise-shaping, implicit anti-alias filtering is provided,
and the bandwidth requirements of the operational amplifiers that are present in
the filter are relaxed. In general, these CT ΣΔ modulators can therefore operate at
sampling frequencies that are an order of magnitude larger than the ones obtained
with DT ΣΔ modulators. Consequently, they can handle larger signal bandwidths.
The main disadvantage of the embedding is that the theoretical analysis of these
CT ΣΔ modulators is made more difficult due to the mixing of CT and DT signals.
For example, the STF and NTF of a DT ΣΔ modulator is straightforwardly determined starting from the transfer function of the DT loopfilter [Schr 05]. The STF
and NTF describe the influence of both the input signal and quantisation error on
the output
𝑌 (𝑧) = STF(𝑧) 𝑈 (𝑧) + NTF(𝑧) 𝑄(𝑧)
(1.4)
where 𝑌 (𝑧), 𝑈 (𝑧) and 𝑄(𝑧) are the Z-transforms of the output, input and quantisation noise sequences respectively. Unfortunately, (1.4) is not applicable to CT
ΣΔ modulators due to the mixing of different types of signals. A more involved
mathematical analysis is then required to derive the equivalent STF and NTF in
the CT case (Appendix A).
A CT ΣΔ modulator is a diverse collection of components arranged in a feedback
configuration. It starts by filtering the CT input signal 𝑢(𝑡) and the CT negative
feedback signal with the CT loopfilter (Figure 1.5). This loopfilter should be as
linear as possible to avoid degradation of the noise shaping capabilities of the
ΣΔ modulator. The output of the loopfilter is afterwards sampled and quantised. Sampling reduces the CT signal to a DT sequence, while quantisation is
a nonlinear process due to the staircaselike transfer characteristic (Figure 1.6).
Finally, a Digital-to-Analogue Convertor (DAC) is needed to close the feedback
loop. The combination of all these components complicates the analysis of CT ΣΔ
modulators. Over the years, several (mathematical) analysis techniques have been
introduced to (pre-)assess the performance of CT ΣΔ modulators. An overview of
those techniques is the subject of next section.
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Figure 1.6.: Ideal transfer characteristic of quantiser with 3-bit resolution.

1.4. Large-signal stability analysis
Every system that incorporates one or more feedback loops is susceptible to unstability and/or oscillating behaviour. If all the components embedded in the
loop would be perfectly linear, the (unwanted) behaviour can be predicted. It can
even be accounted for by a careful design of the loopfilter. CT ΣΔ modulators
unfortunately require the incorporation of a quantiser in the loop that is inherently nonlinear. Therefore, its behaviour becomes signal level dependent. This
imposes considerable challenges on ΣΔ designers. After all, we would like the ΣΔ
modulator to function for any allowable signal within the frequency band and the
amplitude range of interest, regardless of the actual time-domain waveform.
Previously conducted research has revealed that the Describing Function (DF)
theory provides a solid approach for an analytic prediction of the nonlinear
behaviour of ΣΔ modulators [Gelb 68, Arda 87, Lota 08, Romb 13]. In a nutshell,
the DF theory approximates the behaviour of the nonlinear quantiser with a
linearised static gain that is signal dependent and therefore varies as a function of
the input power level. By doing so, linear system theory can be reused to accurately
describe the nonlinear system. For example, a first-order ΣΔ modulator very likely
generates steady-state oscillations, also called limit cycles, when a constant input
signal is applied [Schr 05]. This behaviour is counter-intuitive, since a completely
linear system would only generate a constant output in response to a constant
input. These limit cycles are undesirable and degrade the performance, especially
if the oscillation frequency lies in the frequency band of interest. Using the DF
theory for a known architecture, enables one to anticipate the presence of these
limit cycles and to take countermeasures accordingly. The DF theory also predicts
the modulator overloading level. This overloading level is defined as the maximum
amplitude level for which stable operation of the converter is guaranteed. It is a
crucial parameter that determines the converter’s dynamic range.
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Figure 1.7.: Illustration of a typical output spectrum and performance metrics
(SNR and SNDR) of a continuous-time ΣΔ modulator [Ruiz 05].
In practice the DF theory provides a good approximation of the actual nonlinear
behaviour of the convertor. But it remains an approximation nonetheless. Due to
the complex behaviour of the ΣΔ modulator, designers therefore need to resort to
extensive, time-consuming simulations to deduce nonlinear parameters such as
the modulator overloading level more accurately. Usually, a large-signal stability
analysis is performed. During this analysis, the ΣΔ modulator is excited with a
single-tone sinusoid (Figure 1.7a). The spectrum of the convertor’s output contains
a dominant spectral line at the sinusoid’s frequency as can be expected. Noise
shaping is clearly present and does indeed push a large portion of the quantisation
noise out of the converter’s signal bandwidth (20 MHz). Note also the effect of
nonlinear behaviour. It manifests itself at the harmonics of the fundamental
excitation frequency (i.e. only the third harmonic here).
Remember that a nonlinear system shows a signal dependent behaviour. The performance of the ΣΔ modulator thus changes with the sinusoid’s input amplitude.
To characterise this performance change, the Signal-to-Noise Ratio (SNR) and
the Signal-to-Noise and Distortion Ratio (SNDR) are simulated/measured over
a range of input amplitudes (Figure 1.7b). The SNR and SNDR are obtained by
2
dividing the signal power 𝜎Signal
with the integrated in-band quantisation noise
2
2
power 𝜎Noise
with or without the inclusion of nonlinear distortions 𝜎Distortions

SNR =

2
𝜎Signal
2
𝜎Noise

SNDR =

2
𝜎Signal
2
2
𝜎Noise
+ 𝜎Distortions

(1.5)
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For low input amplitudes, the nonlinear distortion is buried under the quantisation noise floor. Consequently, the SNR equals the SNDR. From a certain
amplitude level on, the nonlinear distortion rises above the quantisation noise
floor and the SNDR starts to deviate from the SNR. This difference increases until
the modulator overloading level is reached. The ΣΔ modulator then becomes
unstable and both ratios collapse.
Note that the performed large-signal stability analysis heavily relies on the assumption that the results obtained for a single-tone sinusoid remain valid for any
excitation signal of a similar power level. Nonlinear behaviour, however, is not
that easily swept under the rug. It does not only depend on the input amplitude
(or equivalent power) level, but also depends on the shape of the time-domain
waveform [Sche 80]. Therefore, this behaviour should be characterised using the
same signals as those encountered during its real-world operation. By all means,
it is not possible to predict the exact excitation signal. In most cases, though, we
have prior knowledge about the PSD and Probability Density Function (PDF) of
the input signal class. For example, wireless communication systems that use
Orthogonal Frequency Division Multiplexing (OFDM) or sound devices produce
analogue modulated signals whose PDF resembles a Gaussian PDF. Applying
such signals to the ΣΔ modulator induces a different nonlinear behaviour when
compared to the single-tone sinusoid. It should therefore be characterised accordingly. In this thesis, we explore different techniques that enable the analysis of
CT ΣΔ modulators using modulated signals that belong to the class of signals the
convertor is designed for.

1.5. Goals and outline
In the current state-of-the-art, the large-signal stability analysis of CT ΣΔ modulators mainly relies on single-tone or two-tone sinusoidal excitation tests. Here,
the goal is to analyse the stability under the excitation of complex modulated
signals. Therefore, we develop a power-dependent modelling technique for the
linear approximation of nonlinear systems excited by a specific class of signals.
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We would like this technique to meet the following specifications
Signal-dependent behaviour
Similar to the DF, it should be possible to predict the behaviour of the system
as a function of the applied input power. This will enable the prediction of
the modulator overloading level.
No prior knowledge
The technique should be able to extract a model of the system without
requiring an analytical description or access to the internal device model.
Applicable to mixed-signal systems
Sampling is inherently part of any CT ΣΔ modulator. Any potential candidate technique should manage to describe the CT to DT conversion adequately.
Minimal user interaction
The number of user adjustable external parameters should be kept to a
minimum. This is required to obtain a technique that is automated as much
as possible.
We can already unveil that the so-called Best Linear Approximation (BLA) will
play a major role in our pursuit for a modelling technique that satisfies all these
specifications. Similar to the DF theory, the BLA theory linearly approximates
the behaviour of the nonlinear system by retrieving a dynamic model. Chapter 2
describes both theories in detail and provides a comparison between them. In
chapters 3 and 4 we delve deeper into both theories separately. We come up with
new insights for both the DF and BLA theory. More specifically, in chapter 3 we
propose an improved DF for circuits that include operational transconductance
amplifiers and use the resulting DF to predict nonlinear effects. Chapter 4 discusses local modelling techniques and how to extend these techniques to improve
the BLA estimation. Therefore, we deliberately shift our focus to strongly resonant
mechanical systems. This shift is motivated by our desire to demonstrate that the
developed techniques are useful in a wide range of applications. Finally, the local
modelling techniques are used for the amplitude-dependent modelling technique
we develop in chapter 5. There, we apply the modelling techniques for the stability
analysis of ΣΔ modulators.
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Mathematical models are only as good
as the assumptions that underpin them.
Miek Meeussen in an
inspired philosophical mood

The ultimate goal of engineering is to create devices and systems to serve human
purposes. To achieve this goal, engineers heavily rely on models. Models allow
to predict the behaviour of their inventions in advance and allow to change their
design accordingly if the inventions do not behave as expected. Despite what
some might believe, we usually do not just blindly put things together and wish
that the outcome simply works. Even though this process can be a lot of fun, it
does not fit into a sound design strategy.
During the design phase, engineers often use linear dynamic models to describe
the behaviour of the system. They provide an extensive set of useful mathematical
properties to their users. The regrettable disadvantage is that practical systems
are not always linear. Practical implementation are often subjected to nonlinear
behaviour up to some level that degrades the performance of the resulting system.
For nonlinear systems it is difficult, and in most cases even impossible, to derive
and evaluate an exact mathematical description.
Linear approximations have been introduced to make the nonlinear complexity
tractable. They re-enable the use of linear system theory while incorporating
signal dependency. These approximations are not unique. Over the years different
theories of linear approximation were proposed. In this chapter, we discuss
both the Describing Function (DF) theory and Best Linear Approximation (BLA)
theory. Our discussion involves the basic principles, underlying assumptions and
application examples for both theories.
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Figure 2.1.: General representation of a system ℎ[•]. The system is excited by a
CT input 𝑢(𝑡) which induces a CT response 𝑦(𝑡).

2.1. The basic principles
Before diving into the topic of linear approximation, we first need to formally
introduce the concepts of linearity, nonlinearity, and how they affect the behaviour
of a system. You can think of a system as a part of the physical world that interacts
with its surroundings through a well-defined number of ports. The interaction is
described by signals that are either forced on (inputs) or appear at (outputs) these
ports. The system is here represented by ℎ[•] (Figure 2.1). It is a more abstract
representation of a physical process, a circuit, or its components that are under
study. Most systems considered here have a Continuous-Time (CT) input port that
is excited by the signal 𝑢(𝑡). The system processes this signal and this results in a
corresponding CT output response 𝑦(𝑡) at its output port. Formally, we represent
the system as
𝑦(𝑡) = ℎ[𝑢(𝑡)]
(2.1)

Example A car is a system that we can control using the steering wheel and its
three pedals (clutch, brake and accelerator). All of these controls act as inputs
to the system. The results of our driving actions, namely acceleration, velocity,
traveled distance, etc. are outputs of the system happening in response to these
control inputs.
A linear system is a system that satisfies the superposition and homogeneity
principle. These principles state that if the input 𝑢 1 (𝑡) produces the response
𝑦 1 (𝑡), and the input 𝑢 2 (𝑡) produces the response 𝑦 2 (𝑡); then the linear combination 𝛼𝑢 1 (𝑡) + 𝛽𝑢 2 (𝑡) will produce 𝛼𝑦 1 (𝑡) + 𝛽𝑦 2 (𝑡) with 𝛼, 𝛽 ∈ R. In this thesis, we
furthermore assume that all the considered systems possess the properties of
time-invariance and causality. Time-invariance states that the behaviour of the
system does not change over time
𝑦(𝑡) = ℎ[𝑢(𝑡)] → 𝑦(𝑡 − 𝜏) = ℎ[𝑢(𝑡 − 𝜏)]
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∀𝜏 ∈ R

(2.2)

2.1. The basic principles
while causality states that the response of the system taken on time instant 𝑡0
only depends on the past and present values 𝑡 ≤ 𝑡0 of its input. In the case of a
causal linear time-invariant system, the behaviour of the system can be completely
described by its impulse response function 𝑔(𝑡) in the time domain. Equivalently,
the system can be described in the frequency domain with the so-called Transfer
Function (TF) 𝐺 ( 𝑗𝜔) that is obtained by applying the Fourier transform on 𝑔(𝑡)
∫+∞
𝐺 ( 𝑗𝜔) =
𝑔(𝑡) 𝑒 − 𝑗 𝜔𝑡 d𝑡

(2.3)

−∞

Intuitively, the TF describes the magnitude and phase change that a single-tone
sinusoid with frequency 𝜔 would undergo when it passes through the system
𝑢(𝑡) = 𝐴 sin(𝜔𝑡) → 𝑦(𝑡) = 𝐴|𝐺 ( 𝑗𝜔) | sin 𝜔𝑡 + ∠𝐺 ( 𝑗𝜔)



(2.4)

where | • | and ∠• are, respectively, the magnitude and phase operator.
Every system that does not satisfy this superposition principle is said to be nonlinear. For nonlinear systems, it is no longer possible to generalise the response to
a specific class of input signals to another class of input signals. This makes the
analysis of nonlinear systems much more complicated than that of linear systems.
In reality, the linearity assumption is only approximately valid. Every real-life
system is intrinsically nonlinear in one way or another. Given this fact, is it
sensible to approximate the behaviour of the nonlinear system by a linear one? To
answer this question, researchers investigated several approximation techniques.
Their common goal is to allow the reuse of linear system theory for the analysis
and design of nonlinear systems.
A possible approach to study nonlinear systems uses simplified models that
substitute each nonlinear operation by an approximating linear one. Linear
system theory can then be used to predict and analyse the behaviour of the
approximating system. As one could expect, the approximation error between
these linear results and the behaviour of the original nonlinear system depends
strongly on the validity of each linear approximation.
Linear approximation can either be performed locally or globally. This boils
down to small- and large-signal linearisation respectively. Suppose that we have
a static saturating nonlinear function (Figure 2.2). Small-signal linearisation
linearises the function around a nominal operating point, in the case of the left
figure this is set to be the origin. Clearly, this linearisation is only valid in the
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Figure 2.2.: Small- (left) and large-signal (middle) linearisation result in a different behaviour as a function of the input signal’s properties (right).
proximity of the operating point. If we would apply a signal 𝑢 with an input range
exceeding the acceptable limits for small-signal operation, the validity of this kind
of linear approximation is completely undermined. To cope with this limitation
the concept of large-signal least-squares linearisation was introduced. This type of
linearisation depends not only on the nonlinear function but also on the properties
of the input signal. Different linear approximations are obtained when driven by
signals with a different waveform, or even when driven by the same waveform
but with a different input range. To demonstrate the usefulness of large-signal
linearisation, we consider that we have a single-tone sinusoidal signal with two
different amplitudes 𝐴1 and 𝐴2 (Figure 2.2) for which a different approximating
function is obtained (− and −). In contrast to the small-signal case where the
linearised gain (the slope of the approximating function) is independent of the
applied amplitude, the large-signal linearisation does now result in an amplitudedependent linearised gain and therefore enjoys a substantial advantage over
small-signal linearisation at the cost of a larger effort to extract the model. Namely
there is no limit to the range of signal amplitudes that can be accommodated.
Furthermore, signal-dependent behaviour is introduced as would be the case
for a full-blown nonlinear model. The main difficulty that is encountered with
large-signal linearisation is that the resulting approximation depends on both
the system and the signal properties (waveform, magnitude, power, spectrum,
probability density function, etc.). In practice, assumptions have to be made about
the current signal properties to be able to calculate the approximating function.
This is where the Describing Functions and the Best Linear Approximation come
into the picture.
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2.2. The Describing Functions
The Describing Function allows to approximate the input-output relationship of
static nonlinear functions (including saturation and/or hysteresis phenomena) by a
large-signal linear gain that is a function of the input signal’s properties [Gelb 68].
The DF only considers input signals that are combinations of three basic signal
classes: a constant, a sinusoid, and Gaussian noise. Note that the applicability
of the DF within practical design and control problems relies on how well the
actual input signals resemble a combination of these three basic signal classes.
If a good resemblance exists, the DF allows to effectively and accurately analyse
the nonlinear behaviour, estimate figures of merit such as gain compression, and
obtain information about system properties (including the presence of limit cycles)
without overcomplicating the mathematics involved.
Independently of the system and the input signal class, all DFs estimate a linear
static gain 𝑁𝑢 that approximates the nonlinear function, in mean-squares sense,
given the input signal 𝑢(𝑡). Finding 𝑁𝑢 eventually boils down in solving the
following quadratic minimisation problem
𝑁𝑢 = arg min E 𝑢 {|𝑦(𝑡) − 𝑁DF 𝑢(𝑡)| 2 }

(2.5)

𝑁DF

where E𝑢 {•} is the expected value operator. This expected value is taken with
respect to the real random variables 𝜇1 , . . . , 𝜇 𝑛 present within 𝑢(𝑡)
∫
∫
E 𝑢 {•(𝜇1 , . . . , 𝜇 𝑛 )} = · · · •(𝜇1 , . . . , 𝜇 𝑛 ) 𝑝(𝜇1 , . . . , 𝜇 𝑛 ) d𝜇1 . . . d𝜇 𝑛
(2.6)
𝑀1

𝑀𝑛

where 𝑝(𝜇1 , . . . , 𝜇 𝑛 ) is the joint multivariate Probability Density Function (PDF),
and 𝑀1 , . . . , 𝑀𝑛 are, respectively, the domains of 𝜇1 , . . . , 𝜇 𝑛 . The minimisation
problem in (2.5) can be solved explicitly, resulting in the following optimal linear
gain
E 𝑢 {𝑦(𝑡) 𝑢(𝑡)}
𝑁𝑢 =
(2.7)
E 𝑢 {𝑢(𝑡) 2 }
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Remark that 𝑁𝑢 depends on the signal class, the joint PDF of the random variables
present within 𝑢(𝑡) and the time 𝑡. However, if a stationary signal is applied
to a static nonlinearity, the expected values in (2.7) become time-independent.
Therefore, (2.7) can be calculated at any convenient time, which is mostly 𝑡 = 0. Due
to this time-independence, (2.7) can be calculated analytically for elementary static
nonlinear functions. It therefore provides valuable insight into the approximative
linear behaviour of the nonlinear function.
Example Consider a symmetric one-bit quantiser that is defined as
(
𝑦 = ℎ(𝑢) =

+Δ

if 𝑢 ≥ 0

−Δ

if 𝑢 < 0

(2.8)

and is excited by a single-tone signal 𝑢(𝑡) = 𝐴 sin(𝜔𝑡 + 𝜑). This single-tone
sinusoid has a deterministic amplitude 𝐴 and angular frequency 𝜔. The phase
offset 𝜑, however, is undetermined and is defined relative to an arbitrary time
reference. The performance of a static nonlinear system, such as (2.8), is
independent of the choice of this time reference, and thus independent of 𝜑.
Therefore, 𝜑 is chosen to be a random variable that is uniformly distributed
between 0 and 2𝜋. The sinusoidal-input describing function 𝑁 𝑠 ( 𝐴) is obtained
by computing two expected values (𝑡 = 0)
∫2 𝜋 

1
2Δ𝐴
E 𝑢 {𝑦(0) 𝑢(0)} =
𝑦 𝐴 sin(𝜑) 𝐴 sin(𝜑)
d𝜑 =
2𝜋
𝜋

(2.9)

0

and
2

∫2 𝜋

E 𝑢 {𝑢(0) } =

𝐴2 sin(𝜑) 2

1
2𝜋

d𝜑 =

𝐴2
2

(2.10)

0

Dividing (2.9) by (2.10) then results in an easily interpretable expression for 𝑁 𝑠
as a function of the input amplitude
𝑁 𝑠 ( 𝐴) =

4Δ
𝜋𝐴

(2.11)

This is used within nonlinear analysis schemes to determine the amplitude and
frequency of e.g. limit cycles.
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2.3. The Best Linear Approximation
The Best Linear Approximation uses a dynamic model to linearise the behaviour
of the nonlinear system. It therefore considers dynamic nonlinear systems that
are excited by stationary random input signals. All signals that possess the same
Power Spectral Density (PSD) and the same PDF result in the same BLA [Pint 12,
Chapter 4].
In this thesis, we consider that the nonlinear systems have fading memory [Boyd 85].
The systems that belong to this system class can be approximated arbitrarily well
in least-square sense by a Volterra series [Boyd 85, Pint 12]. An important property of the systems belonging to this system class is that the periodicity of the
input signal is preserved. Therefore, systems belonging to this nonlinear class
are also called Periodic-In Same Period-Out (PISPO) systems. The periodicity
preservation rules out systems that generate sub-harmonics, contain bifurcations,
or exhibit chaotic behaviour. It does, however, include systems that show hard
nonlinear behaviour such as clipping, dead zones, quantisation, etc.
The BLA is obtained by estimating the `optimal´ Linear Time-Invariant (LTI)
system that minimises in mean-square sense the error between the nonlinear
response of the system and the response of the approximating LTI system. This
estimation is most easily performed in the frequency domain, where it boils down
to solving the following minimisation problem
𝐺 BLA ( 𝑗𝜔) = arg min E 𝑈 {|𝑌 (𝜔) − 𝐺 ( 𝑗𝜔) 𝑈 (𝜔) | 2 }

(2.12)

𝐺( 𝑗 𝜔)

where 𝑈 (𝜔) = F {𝑦(𝑡)} and 𝑌 (𝜔) = F {𝑢(𝑡)} are the input and output spectra obtained by taking the Fourier transform F {•}. The expected value E 𝑈 {•} is taken
with respect to the random realisations of the input signal 𝑈 (𝜔)
∫ ∫
E 𝑈 {•} =
• 𝑞(𝑈𝑅 ,𝑈𝐼 ) d𝑈𝑅 d𝑈𝐼
(2.13)
𝑀𝑅 𝑀𝐼

where 𝑈 = 𝑈𝑅 + 𝑗𝑈𝐼 , and 𝑞(𝑈𝑅 ,𝑈𝐼 ) is the PDF of the complex random variable 𝑈.
𝑀𝑅 and 𝑀𝐼 are, respectively, the domains of 𝑈𝑅 and 𝑈𝐼 . Equation (2.12) can be
solved explicitly and results in the following expression for the BLA
𝐺 BLA ( 𝑗𝜔) =

𝑆 𝑦𝑢 (𝜔)
𝑆𝑢𝑢 (𝜔)

=

E 𝑈 {𝑌 (𝜔) 𝑈 𝐻 (𝜔)}
E 𝑈 {|𝑈 (𝜔) | 2 }

(2.14)
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where 𝑆 𝑦𝑢 (𝜔) is the cross-power spectrum between the output 𝑦(𝑡) and the input
𝑢(𝑡), and 𝑆𝑢𝑢 (𝜔) is the auto-power spectrum of the input. • 𝐻 is the complex
conjugate transpose operator.
Evaluating (2.14) analytically, as in the case of the DF, proves to be impossible for
dynamic (nonlinear) systems. Therefore, the BLA is predominantly determined
non-parametrically from simulated or measured input-output spectra [Pint 12]. In
many simulation or measurement scenarios, one only has access to time-domain
data. These spectra can then be obtained by performing the Discrete Fourier
Transform (DFT) on the time-domain signals. Suppose that we have a continuoustime signal 𝑥(𝑡) that is sampled equidistantly with a sampling period 𝑇𝑠 for a total
of 𝑁 samples at a sampling rate above the Nyquist rate. The DFT 𝑋 (𝑘) of the
sequence 𝑥(𝑛𝑇𝑠 ) is then defined as
𝑋 (𝑘) =

−1
1 𝑁Õ

𝑥(𝑛𝑇𝑠 ) 𝑒 − 𝑗 𝜔 𝑘 𝑛𝑇𝑠

𝑁

(2.15)

𝑛=0

In the remainder of this thesis, we assume that whenever the notation 𝑋 (𝑘) is used,
we are dealing with the DFT of the signal 𝑥(𝑡) as defined in (2.15). The frequency
𝜔 𝑘 that corresponds with the bin 𝑘 is defined as 𝜔 𝑘 = 2𝜋𝑘/(𝑁𝑇𝑠 ). Remark that the
DFT requires the time samples to be equally spaced in time. Variable time steps
can be used, but require the data to be interpolated to an equidistant time grid
before computing the DFT. This will introduce interpolation errors and should
therefore be handled with care. Using the DFT spectra of the input 𝑈 (𝑘) and
output 𝑌 (𝑘), the original BLA definition in (2.14) is recast to
𝐺 BLA ( 𝑗𝜔 𝑘 ) =

E 𝑈 {𝑌 (𝑘) 𝑈 𝐻 (𝑘)}
E 𝑈 {|𝑈 (𝑘)| 2 }

(2.16)

Apart from estimating 𝐺 BLA ( 𝑗𝜔 𝑘 ), the BLA theory additionally provides the
means to characterise the contributions that are not related to the linear behaviour of the system. These contributions can be divided into two sources: an
additive noise source 𝑁 (𝑘) and an additive nonlinear distortion source 𝐷 (𝑘) (Figure 2.3). Performing a statistical analysis of the unmodelled residuals 𝑌 (𝑘) −
𝐺 BLA ( 𝑗𝜔 𝑘 ) 𝑈 (𝑘) allows one to split the variance (power) contributed by these
sources as a function of 𝜔 𝑘 . The estimation of these variances has one main
advantage: the portion of the output spectrum 𝑌 (𝑘) that is perturbed by noise
and nonlinear distortions is identified, and the validity of the obtained linear
approximation can be evaluated both numerically and visually.
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Figure 2.3.: Every nonlinear PISPO system that is excited by a random signal can
be linearly approximated by the BLA. The unmodelled dynamics are
attributed to noise 𝑁 (𝑘) and nonlinear distortions 𝐷 (𝑘).

Multisine excitations
Applying stochastic noise signals to excite the nonlinear PISPO system does not
allow us to seperate the contributions of 𝑁 (𝑘) and 𝐷 (𝑘). Establishing separability
of both contributions requires to excite the system with a deterministic signal.
The distortion term inherits (non-)determinism from the input signal while the
noise term remains stochastic. The idea is to synthesise a deterministic signal that
can mimic the behaviour of the original stochastic signal. Then, the original signal
is replaced by the synthesised signal to determine the BLA and to additionally
separate the noise and the distortion contributions in the output spectrum.
A good candidate signal to implement this idea is the so-called random-phase
multisine signal. A random-phase multisine is defined in the time domain as the
sum of 𝐹 commensurate tones
𝑢(𝑡) =

𝐹
Õ

𝐴 𝑘 sin(2𝜋𝑘 𝑓0 𝑡 + 𝜑 𝑘 )

(2.17)

𝑘=1

where 𝑓0 is the base tone of the multisine. 𝐴 𝑘 and 𝜑 𝑘 are, respectively, the amplitude and phase of the 𝑘 th tone. Choosing the amplitudes 𝐴 𝑘 deterministically
sets the PSD of the signal. The phases 𝜑 𝑘 set the PDF. They are the realisation
of a random process that sets the phases of one realisation of the multisine. For
one such a phase realisation, the multisine is a deterministic, periodic signal. It
has fixed values for the amplitudes 𝐴 𝑘 and phases 𝜑 𝑘 . When all realisations are
taken together, a random signal is created that belongs to the class of the original
random excitation (Figure 2.4). For a random-phase multisine, the phases 𝜑 𝑘 are
selected independently from a uniform distribution [0, 2𝜋) such that the multisine
realisations resemble filtered white Gaussian noise. Independent controllability of
both the amplitudes and the phases is important to efficiently mimic the PSD and
the PDF of the original stochastic signals. After all, the same BLA is obtained for
different signals that share a common PSD and PDF. Ideally, an infinite number of
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Figure 2.4.: Random-phase multisines have a Gaussian PDF with a discrete PSD.
Different phase realisations are used to emulate a random signal.
tones should be present in the multisine to emulate a continuous PSD. Based on
our practical experience, a good rule of thumb is to have at least 30 tones to obtain
satisfactory results. Another attractive property of the multisine signal is that
it is a periodic signal. The periodicity implies that a proper experimental setup
ensures that spectral leakage can be avoided completely in the steady-state input
and output spectra. This simplifies the BLA estimation techniques. Furthermore,
the distortion term also becomes periodic with the same period (PISPO) which
additionally ensures that it can be separated from the stochastic noise term.
Over the years, several BLA estimation techniques for systems excited with these
multisines have been developed. The most straightforward one is the so-called robust method [Pint 12, Section 4.3.1]. This method computes (2.16) by considering
𝑀 independent phase realisations of the multisine signal. The changing phases
result in a different time-domain signal and, consequently in a different nonlinear
behaviour. Great care needs to be taken to ensure that the changing phases do not
alter the PDF of the multisine excitation. Otherwise, different BLAs are obtained.
The method requires that 𝑀 different steady-state inputs 𝑈 (𝑘) and outputs 𝑌 (𝑘)
are obtained for these 𝑀 independent phase realisations. Computing the average
and the variance over these realisations is then sufficient to estimate the BLA and
the combined variance of the noise and the nonlinear distortions. To compute
the noise variance separately, one needs to perform a statistical noise analysis
for every phase realisation. A natural way to do this is to retrieve 𝑃 periods of
the steady-state input-output spectra for a certain phase realisation. After all,
re-application of a multisine with the same phase realisation does not change the
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nonlinear behaviour. Differences over these 𝑃 spectra are exclusively caused by
the noise source 𝑁 (𝑘). It is then sufficient to compute the variance over these 𝑃
spectra to compute the noise variance separately. In this PhD, the number 𝑃 is also
called the number of periods of the multisine. For a more in-depth explanation of
the robust method we refer to [Pint 12, Section 4.3].
Example The goal of this example is to showcase the capabilities of multisines
for emulating filtered white Gaussian noise signals and for estimating the
BLA. Therefore, we consider the nonlinear system displayed below, which is a
cascade of a linear dynamic Chebychev filter and a nonlinear static function
that includes a deadzone and saturation. Furthermore, the output of the cascade
is perturbed by white Gaussian noise with a standard deviation equal to 0.01 V.

Suppose that we would want to derive the BLA for a filtered white Gaussian
noise excitation (−) with a standard deviation 𝜎 equal to 1 V (Figure below).
Instead of using the original signal, we will emulate the behaviour using a
random-phase multisine (−) with 𝐹 = 1000 tones.
PDF
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Comparing the PDF and the time domain waveforms shows that the randomphase multisine indeed resembles the original Gaussian noise excitation. The
main difference becomes clear in the frequency domain where the multisine
has complete control over the PSD.
𝑀 = 100 phase realisations and 𝑃 = 2 steady-state periods of the random-phase
multisine are acquired using a time-domain simulator with a fixed time-step.
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One additional period is used during the simulation to ensure that the transient
is completely damped out and steady-state is reached. The robust method is
used to identify the BLA and estimates for the standard deviation of the noise
𝜎
ˆ 𝑁 (𝑘) and nonlinear distortion contributions 𝜎
ˆ 𝐷 (𝑘) in the output spectrum:
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A significant portion of the output spectrum is clearly perturbed by the nonlinear distortion which in turn results in a ’noisy’ estimate of the mean output
𝑌ˆ (𝑘) and the BLA. The noise on the other hand has, in this example, a marginal
contribution in the output spectrum. Additionally, we show the influence of
the input amplitude on the resulting BLA by doubling the input Root Mean
Square (RMS) value 𝜎. The BLA clearly shows a significant reduction of the
overall gain. This gain reduction is caused by the static nonlinear function that
saturates the power-elevated signal relatively more compared to the original
power level. This example showed that the BLA is an effective tool to analyse
the approximative linear behaviour of a dynamic nonlinear system, together
with a characterisation of the noise and distortion levels.
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2.4. Towards a combined approach?
Taking a bird’s eye view, it seems that the DF and BLA start from a different perspective (Table 2.1) and result in complementary application domains. Therefore,
it is up to the user to decide which theory is best suited for the application at hand.
The most notable difference between both theories is the required preliminary
system knowledge. The DF theory needs an accurate mathematical representation
of the system (white-box) to ensure that the computation of (2.7) yields a valid
linear approximation. With the BLA theory, on the other hand, no prior knowledge about the system is needed since the BLA is extracted non-parametrically
from simulated/measured data. In the particular case where the nonlinear system
is strictly static, both theories are related to each other as follows. Suppose that
we have a strictly static nonlinear function that is excited by white Gaussian
noise with a certain power 𝜎 2 . The Bussgang theorem [Buss 75] then dictates that
𝑆 𝑦𝑢 (𝜔) = 𝐶 𝑆𝑢𝑢 (𝜔), where 𝐶 is a frequency-independent constant that depends
only on the applied input power. In this case, the BLA reduces to a constant that
is, moreover, the same as the DF that is obtained for white Gaussian noise.
In the past, several solutions have been proposed to extend the original DF and
BLA theory. The DF theory was generalised towards multisine excitations by
relating it to the more general Volterra theory [Peyt 91]. Furthermore, Nuij et al.
introduced the higher-order sinusoidal input describing function that includes
the influence of the single-tone sinusoidal magnitude on the generated harmonics [Nuij 06]. Power-scalable parametric modelling techniques for the BLA have
been proposed that rely on nonlinear optimisation algorithms [De L 06b, Vand 09].
Regrettably, these extensions are not well adapted to be used for the analysis of
continuous-time ΣΔ modulators. They either require thorough knowledge about
the Volterra series expansion, or are not suited to model the mixed-signal nature
of the ΣΔ modulator. In recent years, local modelling techniques [Pint 11] have
been developed that enable the robust non-parametric estimation of the BLA.
These techniques are a promising candidate to blend concepts from both the DF
and the BLA and result in a combined approach for the linear approximation of
nonlinear systems. But before diving head-first into this combined approach, we
first study some key aspects of both the DF (Chapter 3) and the BLA (Chapter 4)
separately.
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2. Linear approximations

Describing Functions

Best Linear
Approximation

Signals

Constant
(Two-tone) Sinusoid
Gaussian noise

Random process
Multisine

Type of nonlinearities

Static

Dynamic

System knowledge

White-box

Black-box

Modelling dependency

Amplitude

Frequency

Table 2.1.: Depending on the needs of the user, a choice has to be made between
the Describing Functions or the Best Linear Approximation.
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Function applied to OTA-based
circuits
As a starting point for my research, I looked into the Describing Function (DF) theory. This chapter is inspired by the following question: how
can this theory effectively be applied to the analysis of circuits incorporating
operational transconductance amplifiers? The content of this chapter is
published in [Peum 17].
Continuous-time active circuits using Operational Transconductance Amplifiers (OTA) and capacitors, also known as gm − C circuits, have attracted the
interest of designers due to their high-frequency capability (1 MHz - 100 MHz
range), easy tunability and structural flexibility [Sanc 00, Lina 91]. In recent
years, however, the Complementary Metal Oxide Semiconductor (CMOS) technology downscaling has caused a substantial decline in the obtainable dynamic
range [Gras 15, Abde 15]. As a result, the Operational Transconductance Amplifier (OTA) behaves nonlinearly for smaller signal levels than before. This nonlinear
behaviour is a knife that cuts both ways: depending on the application at hand it
is undesirable (e.g. causes nonlinear distortion in filters) or desired (e.g. electronic
mixers).
The general description of weakly nonlinear systems (Volterra) has been used in
the past to predict the nonlinear effects within gm − C filters [Szcz 93, Fern 08].
Although successful, this Volterra-based approach has one main disadvantage:
interpretable results are obtained mainly for single-tone and two-tone excitations
[Wamb 13]. On the other hand, modern wireless communication systems deal with
more complex, digitally modulated signals, e.g. Orthogonal Frequency Division
Multiplexing (OFDM). As explained in Chapter 2, the signal-dependent nonlinear
nature of the OTA does not enable the translation of the behaviour when excited
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with a single-tone or a two-tone signal to the behaviour obtained for modulated
signals [De L 06a].
Another solid approach to describe nonlinear systems is based on the earlier
introduced DF theory (Chapter 2). Current design flows merely use the DF to
retrieve initial estimates of the system properties (i.e. oscillation frequency and
amplitude). Obtaining accurate estimates proves difficult for most applications
due to the crude theoretical approximation that is used to describe the nonlinear
behaviour. To remedy the above mentioned issues, we propose an improved
DF which predicts the saturation behaviour for both single-tone and complex
modulated excitations. Designers can then more accurately predict the effect
of the saturation nonlinearity without the need to perform a large number of
time-consuming simulations.

3.1. Approximation of the static nonlinear
behaviour
In the past, the DF has proven to be helpful in a myriad of different applications.
The applicability of the DF theory stands or falls with the capability of the computed DF to accurately describe the actual nonlinear behaviour of the system.
In general, two different approaches exist to compute the DF. Both of them require access to simulated/measured data of the static nonlinear behaviour of the
system. The first approach computes the DF directly by numerical integration
of the integrals in (2.7). The second approach first approximates the original
static nonlinear behaviour of the system with an analytic function. Thereafter,
this analytic function is used to compute (2.7). We apply the second approach
throughout this chapter for the nonlinear analysis of saturation phenomena.
In literature, several analytic approximations exist that allow to model saturation.
One commonly used approximation models the limiting behaviour of saturation
by an abrupt change. It uses a piecewise linear function that maintains a perfectly linear operation in the intermediate region (Figure 3.1a) [Gelb 68]. This
elementary function is widely used, but cannot be applied in everyday practice
due to the poor modelling power that is caused by its simplicity (Figure 3.1b).
Other saturating mathematical functions exist that are differentiable and thus
exhibit smooth behaviour. Examples of such functions are the hyperbolic tangent
∫𝑥 2
𝑦(𝑥) = tanh(𝑥) and the error function 𝑦(𝑥) = √2𝜋 𝑒 −𝑡 d𝑡. While these functions
0
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y

ỹ
Actual
u

Elementary
(a) Approximations

Relative error [dB]

3.1. Approximation of the static nonlinear behaviour

−10
−40
−70
−100
−0.6

−0.3
0
0.3
Input u [V]

0.6

(b) Approximation error

Figure 3.1.: (a) The generally used elementary approximating function does not
provide a good fit of the actual saturation behaviour. The proposed
approximation function in (3.1) provides a far more better fit (𝑅 = 5).
(b) Relative error for the elementary approximation, the hyperbolic
tangent, the error function, and the proposed approximation.

improve the modelling accuracy in the transition regions around |𝑢| = 0.3 V, they
are less accurate in the vicinity of the origin (Figure 3.1b). Furthermore, they
require a nonlinear optimisation scheme to be fitted onto the original saturation
characteristic.

To tackle these problems, we propose to use the following approximating function
instead
! 2𝑛+1
𝑅
Õ
𝑢
𝑦˜ (𝑢) =
𝛼𝑛 √
(3.1)
1 + 𝑢2
𝑛=0
where 𝑢 is the input, 𝑦˜ represents the approximation of the actual saturation
characteristic 𝑦, and 𝑅 is the order of the approximation. The coefficients 𝛼𝑛 can
be obtained with a linear least-squares regression that tailors 𝑦˜ to 𝑦. Only odd
functions are considered for 𝑦˜ since the even terms result in a zero contribution
when evaluating the DF [Gelb 68].

The reason for choosing (3.1) is two-fold: the resulting model is linear in the
parameters 𝛼𝑛 , which allows to avoid potential nonlinear estimation difficulties,
and the small-signal linearised behaviour is obtained using the coefficient 𝛼0 of
the expansion. Imposing that the modelled and simulated small-signal behaviour
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coincide leads to the following relationship
lim

𝑢→ 0

d 𝑦˜
d𝑢

= 𝐺 𝑆𝑆

→

(3.2)

𝛼0 = 𝐺 𝑆𝑆

where 𝐺 𝑆𝑆 is the small-signal gain obtained by linearising the actual system
around its operating point. The estimation algorithm that is used to estimate
the 𝛼𝑛 is a traditional linear least-squares minimizer for all the coefficients 𝛼𝑛 ,
except for 𝛼0 , which is fixed to match 𝐺 𝑆𝑆 . The result of fitting 𝑦˜ on the previously
introduced saturation characteristic is illustrated for 𝑅 = 5 in Figure 3.1b. As it
can be observed from Figure 3.1a, 𝑦˜ outperforms the earlier introduced analytic
approximations. A relative error with respect to 𝑦 of −50 dB is obtained over the
whole input range.

3.2. The improved Describing Function
The previous section dealt with the derivation of a model 𝑦˜ which approximates
the actual static nonlinear function closely. An accurate approximation is essential
since the DF theory is applied directly to 𝑦˜ rather than to the actual saturation
nonlinearity 𝑦. We restrict ourselves to the single-tone and Gaussian noise cases
here, since they are the most interesting ones for the majority of applications.
Neglecting the constant input is justified because most electronic systems stabilise
their operating point using dedicated circuitry (e.g. through common-mode
feedback).

Single-tone sinusoid
The Sinusoidal-Input Describing Function (SIDF) 𝑁 𝑠 ( 𝐴) can be obtained by expanding (2.7) into its integral form and substituting 𝑢 with 𝐴 sin(𝜙)
𝜋

𝑁 𝑠 ( 𝐴) =

∫
𝑅
Õ
𝛼𝑛
𝜋𝐴
𝑛=0

−𝜋

𝐴 sin(𝜙)
p

1 + 𝐴2 sin2 (𝜙)

! 2𝑛+1
sin(𝜙) d𝜙

(3.3)

where 𝜙 is considered to be uniformly distributed in the interval [−𝜋, 𝜋]. 𝑁 𝑠 ( 𝐴)
can be simplified further by applying the substitution 𝑥 = sin(𝜙) and taking into
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𝑃 E[𝑛] ( 𝐴)

𝑃 F[𝑛] ( 𝐴)

1
𝐴2 + 2
13
8
𝐴4 + 𝐴2 +
3
3
103
128
16
𝐴6 +
𝐴4 +
𝐴2 +
15
15
5

1
2𝐴2 + 2
17
8
3𝐴4 + 𝐴2 +
3
3
164
152
16
4𝐴6 +
𝐴4 +
𝐴2 +
15
15
5

𝑛
0
1
2
3

Table 3.1.: Polynomials belonging to (3.5) for 𝑛 ranging between 0 and 3.
account that we have a perfectly odd approximation characteristic

𝑁 𝑠 ( 𝐴) =

∫
𝑅
Õ
4 𝛼𝑛
𝜋𝐴
𝑛=0

0

1

𝐴𝑥
√

! 2𝑛+1

1 + 𝐴2 𝑥 2

𝑥
√

1 − 𝑥2

d𝑥

(3.4)

Unfortunately, no analytical solution for the integral of (3.4) exists. However,
by using a symbolic integration package [Wolf], the integral can be written as a
function of the complete elliptic integral of the first and second kind, F (𝑘) and
E (𝑘) respectively [Abra 48]

𝑁 𝑠 ( 𝐴) =



[𝑛]
2 ) − 𝑃 [𝑛] ( 𝐴) F (−𝐴2 )
𝑅 4𝛼𝑛 𝑃
(
𝐴)
E
(−𝐴
Õ
E
F
𝑛=0

𝜋 𝐴2 ( 𝐴2 + 1) 𝑛

(3.5)

Efficient numerical implementations exist for these elliptic integrals [Carl 95].
They are readily available in most numerical math libraries. 𝑃 F[𝑛] ( 𝐴2 ) and 𝑃 E[𝑛] ( 𝐴2 )
are even polynomials of order 𝑛 in the variable 𝐴2 . These polynomials depend on
the order 𝑛 and can be derived by performing arithmetic manipulations on the
original integral. Table 3.1 lists some of these polynomials [Wolf].

Gaussian noise
Real-world applications generally use complex modulated signals instead of singletone waves. In most cases, these modulated signals can be analytically approximated by Gaussian noise such that otherwise untreatable signals can still be
dealt with. The method used in the sinusoidal case can be adapted to retrieve the
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Random-Input Describing Function (RIDF)

𝑁𝑟 (𝜎) =

𝑅
Õ
𝑛=0

∫+∞

𝛼𝑛
√
2𝜋𝜎 3

−∞

𝑢
√

1 + 𝑢2

! 2𝑛+1

𝑢2
𝑢 exp −

2𝜎 2

!
d𝑢

(3.6)

where 𝜎 is the standard deviation of the zero-mean Gaussian distributed noise
signal 𝑢. Again, a symbolic integration package [Wolf] is used to transform (3.6).
This time the result includes the confluent hypergeometric function of the second
kind 𝑈 (𝑎, 𝑏, 𝑧) [Slat 60]
𝑁𝑟 (𝜎) =

𝑅
Õ
1 
(2𝑛 + 1)!! 𝛼𝑛  1
𝑈 𝑛 + , 0,
√
2
2𝜎 2
2𝑛 2𝜎
𝑛=0

(3.7)

Here, (𝑛)!! represent the double factorial operator defined by (𝑛)!! = 𝑛(𝑛 − 2) (𝑛 −
4) ... 1. As in the sinusoidal case, efficient numerical algorithms exist to evaluate
(3.7) [Slat 60].

3.3. Application of the DF to OTA-based circuits
The derived RIDF and SIDF are applied to a gm − C filter and an oscillator. First, a
fully-differential OTA is designed in 0.18 𝜇m CMOS with a supply voltage 𝑉cc equal
to 1.8 V. The circuit is based on the master’s thesis of Stephane Bronckers [Bron 05].
The RIDF is thereafter used to study the effects of modulated signals, modelled by
random-phase multisines, on the shape of the transfer function of a Tow-Thomas
biquad filter configuration. The oscillator application involves the prediction of
the amplitude and oscillation frequency of a quadrature OTA-based oscillator
using the SIDF.

The operational transconductance amplifier
A fully differential wide bandwidth OTA ( 𝑓−3𝑑𝐵 = 1.4 GHz) was designed in a
0.18 𝜇m CMOS technology. This OTA consists of three main stages (Figure 3.2a):
– An input stage that level shifts the input common-mode voltage from 0.9 V
to 0.4 V using two source followers. By doing so, the input and the output
common-mode voltage ranges are better matched.
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– A transconductance stage that provides most of the transconductance 𝑔𝑚
that is needed for the voltage-to-current conversion. Source degeneration
(𝑅 𝑑𝑒𝑔 ) has been included to linearise the response of the OTA.
– An output stage that delivers the high output impedance using a folded
cascode configuration.
The common-mode voltage at the output nodes is stabilised at 0.9 V, i.e. half of
the power supply 𝑉𝑐𝑐 , by an active common-mode circuit (Figure 3.2b).
Every practical OTA exhibits nonlinear saturation effects that limit the obtainable
dynamic range. The static voltage-to-current relationship can be constructed to
evaluate both the behaviour and the severeness of this saturation phenomenon.
In the case of the OTA this analysis boils down to performing a DC sweep of the
differential input voltage. The corresponding differential current which flows
through a shorted output is then analysed. The voltage-to-current relationship
that is obtained here is the one that has been used as an example for the nonlinear
behaviour in Figure 3.1a. The input 𝑢 and the output 𝑦 are the differential input
voltage and differential output current respectively. The small-signal linear gain
𝐺 𝑆𝑆 of the OTA is equal to 625 𝜇S and is obtained by an AC analysis.

Verification of the Describing Functions
It is imperative to verify the performance of the approximative SIDF and the RIDF
first. They have been derived earlier in Section 3.2 and are compared to the actual
gain compression that is induced by the OTA. The actual compression is obtained
by Harmonic Balance (HB) simulations of the designed OTA. The simulations are
performed using the Advanced Design System (ADS) suite.
We excite the OTA independently with a single-tone sinusoid and a random-phase
multisine (with a flat amplitude spectrum) to compute the large-signal linearised
gain using (2.16) for a set of different values of 𝐴 and 𝜎. In the single-tone case,
(2.16) simplifies to the division of the output spectrum by the input spectrum at
the excited frequency. For the multisine excitation, the robust method (Section 2.3)
with 𝑀 = 100 independent phase realisations is used.
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(a) Operational transconductance amplifier.

(b) Common-mode feedback.

Figure 3.2.: Circuits used during the design of the OTA.
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Figure 3.3.: The proposed approximation 𝑦˜ (𝑅 = 5) outperforms the nonlinear
prediction capability of the elementary one for both the single-tone
(a) and Gaussian noise excitation (b). The SIDF and RIDF are verified
with large-signal Harmonic Balance simulations (•).
Figure 3.3 shows 𝑁 𝑠 ( 𝐴) and 𝑁𝑟 (𝜎) as a function of their respective input variable. The proposed DFs were also compared with the elementary approximating
function (Figure 3.1a). For low values of 𝐴 and 𝜎, the gain converges to the
small-signal transconductance 𝑔𝑚 . Compression is visible for higher values of the
input variables. The improved modelling of the nonlinear characteristic obtained
by 𝑦˜ provides a far better fit than the elementary one. Still, the method remains
numerically efficient to compute and evaluate. For example, simulating (2.16)
with HB (𝑀 = 100 realisations) for a given Root Mean Square (RMS) value 𝜎 on an
Intel i7-4790 CPU (3.6 GHz) takes at least a minute, while the model evaluation
of (3.7) takes less than a second.
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Figure 3.4.: Differential Tow-Thomas biquad under study. To verify the RIDF, we
excite the system with a random-phase differential-mode multisine
with varying RMS level.

Tow-Thomas biquad
Early research [Bial 71] has shown that any transfer function needed for active
filter design can be established by the exclusive use of OTAs and capacitors,
laying the foundation for gm − C filters. One widely used method to realise highorder filters is by cascading second-order gm − C biquads. A popular biquad is
the so-called Tow-Thomas biquad (Figure 3.4). This specific gm − C architecture
consists of two integrators, an ideal one and a lossy one, connected in a feedback
configuration [Sun 02].
The biquad exhibits the following differential low-pass transfer function 𝐻 (𝑠, 𝑔®)
from input to output voltage
− 𝑔0 𝑔1

𝐻 (𝑠, 𝑔®) =
𝐶1 𝐶2

𝑠2 + 𝑔

3 𝐶1 𝑠 + 𝑔1 𝑔2

(3.8)

where 𝑠 is the complex Laplace variable, 𝑔1 − 𝑔4 and 𝐶1 − 𝐶2 are, respectively,
the transconductances of the OTAs and the capacitors present in Figure 3.4. 𝑔®
represents the vector of all tranconductances combined, i.e. 𝑔® = (𝑔1 , 𝑔2 , 𝑔3 , 𝑔4 ) ∈
R4×1 .
A straightforward method to evaluate the input amplitude-dependent behaviour
of the biquad would be to replace all the transconductances 𝑔1 to 𝑔4 with the
proposed 𝑁𝑟 (𝜎). However, this approach is fundamentally wrong, the reason
being that each of the OTAs has a different 𝜎 at its respective input which should
be taken into account properly. Looking at the existing literature, single feedback
systems containing multiple nonlinearities were only investigated for sinusoidal
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Algorithm 1 Iterative algorithm for the derivation of the correct 𝜎𝑘2 and the corresponding transconductance vector 𝑔®.
1. For every node 𝑘, use the input power to initialise 𝜎𝑘2 and 𝑔®:
𝜎𝑘2 = 𝜎𝑢2
𝑔® = 𝑁𝑟 (𝜎𝑢 ) using (3.7)
2. Use the current transconductance vector 𝑔® to compute the transfer functions
2
𝐻𝑢→ 𝑘 (𝑠, 𝑔®). Retrieve an update 𝜎𝑘,new
of 𝜎𝑘2 by evaluating (3.10). Use 𝜎𝑘,new
to obtain a new transconductance vector: 𝑔® = 𝑁𝑟 (𝜎𝑘,new ).
2
3. Verify whether or not |𝜎𝑘,new
− 𝜎𝑘2 |/𝜎𝑘2 remains below a specified maximum
relative error, and this for every node 𝑘. If it does, stop the iteration. If not,
2
set 𝜎𝑘2 = 𝜎𝑘,new
and reiterate starting from step 2.

signals due to their easy graphical interpretation [Gelb 68, Davi 71]. To take these
multiple nonlinear OTAs into account for Gaussian noise, we start from the input
power level 𝜎𝑢2 and use linear system theory to retrieve an estimate of the power
𝜎𝑘2 at every node 𝑘 present in the network. The following relationship can be used
for the derivation of 𝜎𝑘2 as a function of 𝜎𝑢2 [Gelb 68]
𝜎𝑘2

∫+∞
=
|𝐻𝑢→ 𝑘 ( 𝑗2𝜋 𝑓 , 𝑔®)| 2 𝑆𝑢𝑢 (2𝜋 𝑓 ) d 𝑓

(3.9)

−∞

where 𝑆𝑢𝑢 (2𝜋 𝑓 ) is the input power spectral density and 𝐻𝑢→ 𝑘 (𝑠, 𝑔®) is the linear
transfer function from the input to node 𝑘 expressed in symbolic form. (3.9) can
be further simplified if we consider that the input signal is white Gaussian noise
modelled by random-phase multisines as in (2.17)
𝜎𝑘2 =

𝐹
2𝜎𝑢2 Õ

𝐹

|𝐻𝑢→ 𝑘 ( 𝑗2𝜋 𝑟 𝑓0 , 𝑔®)| 2

(3.10)

𝑟 =1

The transfer functions 𝐻𝑢→𝑘 (𝑠, 𝑔®) can be derived using the modified nodal analysis
on the equivalent linear circuit [Giel 12]. This equivalent circuit is obtained by replacing the OTAs with an ideal voltage-controlled current source. Symbolic circuit
analysis tools exist (e.g. [Mont]) which allow to automatically generate 𝐻𝑢→𝑘 (𝑠, 𝑔®).
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These linear symbolic transfer functions are indirectly dependent on 𝜎𝑘2 through
𝑔®, which means that (3.9) cannot be solved directly. To cope with this issue, we
propose to use an iterative scheme that deals with this dependency (Algorithm 1).
Since Algorithm 1 is a nonlinear optimisation scheme, potential convergence
issues could arise. However, no convergence problems were encountered in any
of the considered cases. One possible method to mitigate convergence issues,
if encountered, is to improve the estimates of 𝜎𝑘2 during the initialisation by
performing an AC analysis on the circuit and subsequently calculating (3.10).
The iterative procedure of Algorithm 1 is applied to the Tow-Thomas biquad
example (Figure 3.4). The capacitors and transconductances are chosen such that
a quality factor of 2 and a resonance frequency of 1 MHz are obtained. As input,
we apply a random-phase multisine with a frequency resolution 𝑓0 of 50 kHz and
200 excited tones. For comparison purposes, transistor-level HB simulations are
performed to extract the Best Linear Approximation (BLA) using (2.16). This is
done for RMS values ranging between 0.01 VRMS and 0.3 VRMS . We use the relative
error (RE) between the outcome of Algorithm 1 and the estimated 𝐺ˆ BLA as a figure
of merit for the accuracy
RE( 𝑓 ) =

𝐻 ( 𝑗2𝜋 𝑓 , 𝑔®) − 𝐺ˆ BLA ( 𝑗2𝜋 𝑓 )
𝐺ˆ BLA ( 𝑗2𝜋 𝑓 )

(3.11)

Unfortunately, the results of HB are distorted by nonlinear effects, which grow in
size as the multisine’s power increases. The required total number of phase realisations is determined using the standard deviation 𝜎BLA (𝑘) of the BLA estimate
𝐺ˆ BLA ( 𝑗𝜔 𝑘 ), which is defined as
v
u
t
𝜎BLA (𝑘) =

1

𝑀
Õ
𝑌 [𝑚] (𝑘)

𝑀 (𝑀 − 1) 𝑚=1 𝑈 [𝑚] (𝑘)

2

− 𝐺ˆ BLA ( 𝑗𝜔 𝑘 )

(3.12)

where 𝑀 is the total number of phase realisations. 𝑈 [𝑚] (𝑘) and 𝑌 [𝑚] (𝑘) are,
respectively, the input and output spectrum of the biquad corresponding to the
𝑚 th multisine realisation. To guarantee that the relative error is a representative
measure for the prediction capabilities of the RIDF, and is not dominated by
the adverse effects of the nonlinear distortion, we impose that the RMS 𝜎BLA
for all considered 𝜎𝑢 should be minimally 10 dB below the relative error. This
requirement is fulfilled for 𝑀 = 200 independent phase realisations.
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Figure 3.5.: Different iterations of Algorithm 1 show that the proposed algorithm
converges rapidly (only 3 iterations are needed) to acquire a good
estimate of the actual behaviour obtained through a steady-state analysis (𝜎𝑢 = 0.3 VRMS ).

To verify the performance of the proposed iterative scheme, different iterations of
Algorithm 1 are showcased in Figure 3.5 for 𝜎𝑢 = 0.3 VRMS . The results obtained
by the initialisation of the transfer function show that Algorithm 1 results in a
big improvement of the model quality. In the case of the biquad only 3 iterations
of the algorithm are needed to obtain a good approximation of the steady-state
analysis (a relative error fluctuating around −40 dB is obtained). More iterations
are needed when more complex transfer functions are involved. For example,
increasing the Q-factor of 𝐻 (𝑠, 𝑔®) in (3.8) from 2 to 4 already requires one more
iteration on average.
Figure 3.6 shows the influence of an increase of input RMS value on the transfer
function 𝐻 (𝑠, 𝑔®) of the biquad, and this for both the proposed and the elementary
approximation. The following observations can be made
– Increasing 𝜎𝑢 does not exclusively result in gain compression. It also alters
the resonance frequency of the biquad (only slightly visible in the figure).
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Figure 3.6.: The transfer function 𝐻 of the biquad changes when the input RMS
value is increased from 0.01 dBVRMS to 0.3 dBVRMS . − : proposed RIDF,
− : elementary RIDF, • and • : relative error for 𝜎𝑢 = 0.01 dBVRMS , ×
and × : relative error for 𝜎𝑢 = 0.3 dBVRMS .
– Both RIDFs exhibit the same behaviour at low 𝜎𝑢 , as is shown by the equal
relative error for • and •.
– The relative error in the case of the elementary RIDF at 0.3 dBVRMS (×)
shows an increased deterministic peaking close to the resonance frequency.
This indicates that the elementary RIDF does not well model the change in
resonance frequency.
To further analyse the capabilities of both RIDFs, we compare the accuracy (relative error) and efficiency (simulation time) as a function of 𝜎𝑢 (Figure 3.7).
The mean of the relative error taken over the frequency has been chosen to represent the accuracy. For each value of 𝜎𝑢 a single figure of merit is extracted.
Again, the results obtained by Algorithm 1 are verified against transistor-level
HB simulations. The average simulation time for one realisation of (2.16) with a
random-phase multisine was 1.34 s on the same Intel i7-4790 (3.6 GHz) machine.
Analysing Figure 3.7a shows that the proposed RIDF is characterised by an approx-
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Figure 3.7.: Comparison of the mean relative error (a) and CPU time (b) for the
proposed and elementary RIDF as a function of 𝜎𝑢 .
imately constant relative error (≈ −40 dB) as a function of 𝜎𝑢 . This is not the case
for the elementary RIDF where the mean relative error rises to a maximum value
of −22 dB. The increase in accuracy is coupled with a small loss in computational
efficiency (Figure 3.7b). Investigation of Figure 3.7b shows that the CPU time is
not constant as a function of 𝜎𝑢 :
– The elementary RIDF shows two jumps in the computation time which
correspond with an increment of the iteration count in Algorithm 1.
– These jumps in iteration count are less apparent for the proposed RIDF.
This behaviour is caused by the numerical evaluation of (3.7) for which the
computation time depends on the input parameters of 𝑈 (𝑎, 𝑏, 𝑧) [Pear 16].
The elementary RIDF takes maximally 0.19 s to solve Algorithm 1 while the proposed RIDF has to compute maximally for 1.5 s. These computation times are still
significantly lower than the HB simulation time for 200 realisations, which range
from 6 minutes to 9 minutes and 44 seconds.
From these comparisons, we conclude that the proposed RIDF exhibits a much
lower relative error than the elementary RIDF while still remaining numerically
efficient to compute.
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Quadrature OTA-based oscillator
On-chip automatic tuning is essential to avoid that parasitic phenomena such as
thermal variations, parasitic capacitances, fabrication tolerances and mismatches
influence the envisioned performance of a circuit. CMOS filter designers generally
adopt the master-slave system to obtain this tuning [Krum 88, Scha 89]. Masterslave tuning employs a Phase-Locked Loop (PLL) as a master to generate a proper
tuning signal for the slave system, i.e. the Tow-Thomas biquad. At the core of
this PLL architecture, a Voltage-Controlled Oscillator (VCO) is required that has
to be carefully matched to the biquad. This is necessary to effectively counteract
parasitic phenomena.
We want to verify how well the proposed SIDF (3.4) can predict the oscillation
amplitude and frequency of a sinusoidal gm − C oscillator. For this purpose, we
consider the quadrature oscillator that is depicted in Figure 3.8 [Kard 92]. It
consist of two parts: the linear part sets the oscillation frequency (𝑔1 , 𝑔2 , 𝐶1 and
𝐶2 ), while the nonlinear one ensures the start-up of the oscillator and stabilises
its amplitude (𝑔3 and 𝑔4 ). The poles of such a quadrature oscillator are generally
described by the following characteristic equation
𝑠2 − 𝑏 𝑠 + Ω20 = 0

(3.13)

where Ω 0 sets the oscillation frequency. To achieve a persistent oscillation, 𝑏
should be equal to 0. 𝑏 > 0 and 𝑏 < 0, respectively, correspond with undamped or
damped oscillatory behaviour. To avoid the occurrence of an asymmetry in the
oscillator, dummy OTAs were added as shown in Figure 3.8 to ensure that the
corresponding differential nodes are loaded by the same parasitic capacitance and
present the same output conductance.
Both 𝑏 and Ω 0 are a function of the transconductances 𝑔𝑖 , the total capacitances
tot = 𝑔 + 3 𝑔 dummy and
(𝐶𝑖tot = 𝐶𝑖 + 𝐶parasitic ) and the total output conductances (𝑔𝑜1
𝑜1
𝑜
dummy

tot = 𝑔 + 𝑔 + 𝑔 + 𝑔
𝑔𝑜2
𝑜2
𝑜3
𝑜4
𝑜

𝑏=

Ω20 =
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Figure 3.8.: The differential quadrature oscillator under study. Dummy OTAs are
added (gray) such that each node of the oscillator sees the same parasitic capacitance and presents the same output conductance. The SIDF
presumes a perfect sinusoidal operation at a fixed angular frequency
Ω 0.
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dummy

𝑔𝑜1 to 𝑔𝑜4 are the output conductances of the different OTAs in Figure 3.8. 𝑔𝑜
is the output conductance of the inserted dummy OTAs. 𝐶parasitic is the parasitic
capacitance that consists of a combination of the input and output capacitances
of the different OTAs connected to a specific node. 𝐴1 and 𝐴2 represent the
amplitudes of the single-tone sinusoid taken at the different nodes of the circuit
(Figure 3.8). Similarly to what we did in Section 3.3, we define 𝐴® as the vector of
the different amplitudes, i.e. 𝐴® = ( 𝐴1 , 𝐴2 ).
An ideal oscillator would not include the coefficient 𝑏 (purely imaginary poles).
However, the finite output impedances of the OTAs result in the presence of losses
and a departure from ideality. Therefore, a mechanism has to be put in place to
compensate for these losses and to allow for self-startup of the oscillation. The
nonlinear behaviour of 𝑔3 and 𝑔4 with respect to 𝐴1 is constructed such that 𝑔4
is larger than 𝑔3 . A proper degeneration resistor 𝑅 𝑑𝑒𝑔 is chosen to this end as in
Fig. 3.2a. Furthermore, 𝑔4 starts to compress at lower amplitude which ensures
self-startup and convergence of the initially unstable poles to the imaginary axis.
A pertinent question remains to be solved: how can we deduce the steady-state
oscillation parameters 𝜓® = (𝜓1 , 𝜓2 ) = 𝐴®
and Ω 0 using the SIDF? The solution
𝑏=0

is obtained starting from the observation that the characteristic equation (3.13)
only reaches steady state if 𝑏 equals to 0. By evaluating (3.14) as a function of
® and using the SIDF (𝑔𝑖 ( 𝐴 𝑘 ) = 𝑁 𝑠 ( 𝐴 𝑘 )), the amplitudes at which 𝑏( 𝐴)
®
the vector 𝐴,
® at a specific intersection
crosses the zero-axis are obtained. If the slope of 𝑏( 𝐴)
is negative, then the obtained oscillation can be proven to be stable and unique
for the corresponding amplitude [Davi 71]. Two issues still need to be figured out
before applying the method:
– The amplitudes in 𝐴® are not independent from each other. Fixing one
arbitrary amplitude 𝐴 𝑘 , results in fixed values for all the others. They can
be calculated using the closed-loop linearised transfer function from node 𝑘
to the node under consideration. This requires to replace all the nonlinear
systems with their respective SIDF 𝑁 𝑠 [Davi 71].
– The OTA is not a purely static nonlinear system. If this would be the case,
the derivation of Ω 0 would be greatly simplified: the output conductance
would become a frequency-independent constant in that case. However,
assuming this adversely impacts the estimation accuracy of the oscillation
frequency. To take the frequency dependence of the output conductance of
the OTA into account, we need to solve the implicit equation (3.15). Again,
we propose to use an algorithm that iteratively introduces this frequency
dependence (Algorithm 2).
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Algorithm 2 Iterative scheme for the derivation of 𝑏 and Ω 0 as a function of 𝐴1 .
𝐻 𝑘→ 𝑘+1 ( 𝑗Ω 0 ) represents the linear transfer function between node 𝑘 and the next
node 𝑘 + 1. 𝑁 𝑠𝑘 (𝜓 𝑘 ) is the SIDF of the nonlinear element that connects node 𝑘 and
𝑘 + 1.
1. Initialise Ω 0 presuming no oscillation is present:
Ω0 = 0
2. Evaluate (3.14) for different values of 𝐴1 . Set the oscillation amplitude 𝜓1
equal to the amplitude for which 𝑏 becomes 0 and has a negative slope.
3. Starting from 𝜓1 , recursively determine the other amplitudes of 𝜓® using the
following recursive formula:
𝜓 𝑘+1 ← |𝐻 𝑘→𝑘+1 ( 𝑗Ω 0 )| 𝑁 𝑠𝑘 (𝜓 𝑘 ) 𝜓 𝑘

for 𝑘 > 1

4. Retrieve an update of the oscillation frequency Ω 0,new by evaluating (3.15)
using the current values for 𝜓® and Ω 0 .
5. Verify whether or not the relative variation |Ω 0,new − Ω 0 |/Ω 0 lies below a
specified maximum allowed relative error. If it does, stop the iteration. If it
does not, set Ω 0 = Ω 0,new and restart the iteration from step 2.

This iterative scheme is implemented and applied to the previously introduced
quadrature oscillator. The capacitances and transconductances are chosen such
that an oscillation frequency close to 1 MHz is obtained. Figure 3.9 shows the
resulting 𝑏 and Ω 0 as a function of 𝐴1 with 𝐴2 = 𝜓2 . It required 3 iterations of
Algorithm 2 to obtain a relative error smaller than 0.1 %. To provide a point of
comparison, the analysis has been applied using both the proposed and elementary
SIDF. In the first stage, the steady-state oscillation amplitude 𝜓1 is deduced from
Figure 3.9a by determining where 𝑏 crosses the zero-axis. If we compare this value
to the one retrieved with an oscillator analysis, we conclude that the elementary
SIDF significantly underestimates the actual amplitude (Table 3.2). The proposed
𝑁 𝑠 on the other hand results in an amplitude which almost coincides with the
one predicted by the oscillator analysis (relative error of −45.1 dB). Using the
® we deduce the oscillation frequency that is predicted
estimated amplitude 𝜓,
by the SIDF. Figure 3.9b shows that both SIDFs overestimate the oscillation
frequency. The prediction for 𝑦˜ , however, is more accurate than the elementary
one (Table 3.2). This overestimation can be explained as follows. The DF theory
does not account for the influence of harmonics [Gelb 68], which are significant in
the case of an oscillator. Simulations show that the prediction capability of the
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ỹ

Oscillator
analysis

Unstable
Stable

0.3

ψ1
A1 [V ]
(a) 𝑏 as a function of 𝐴1 .

0.7

0.3

ψ1

0.7

A1 [V ]
(b) Ω 0 as a function of 𝐴1 .

Figure 3.9.: Comparison between the elementary and proposed approximation.
𝑦˜ provides a better estimation of the steady-state oscillation, both in
amplitude and in frequency.
DF approach declines with an increasing oscillation amplitude. This behaviour is
caused by growing harmonics. They are no longer negligible when compared to
the fundamental tone.
The computation times in Table 3.2 show that the proposed SIDF does not significantly increase the computational cost when compared to the elementary one.
Furthermore, both SIDFs remain computationally more efficient than the oscillator
analysis using ADS.
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Building the SIDF
SIDF evaluation

Errors

3.4. Summary

Maximum relative error 𝜓®
Relative error Ω 0

Total

Proposed SIDF

Elementary SIDF

HB

1.05 s
+ 0.70 s

1.05 s
+ 0.64 s

5.29 s

1.75 s

1.69 s

5.29 s

−45.1 dB
−20.8 dB

−34.6 dB
−16.9 dB

Table 3.2.: The proposed SIDF increases the accuracy of the obtained estimates for
𝜓® and Ω 0 . This marginally increases the computational cost compared
to the elementary SIDF.

3.4. Summary
In this chapter, we introduce an improved DF that accurately predicts the nonlinear behaviour of devices that exhibit saturation. The main advantage is that the
proposed DF can be directly fit to the saturation characteristic. This eliminates the
need for often cumbersome assumptions about the shape of the saturation behaviour. As it turns out, the proposed DF can be efficiently computed for single-tone
sinusoidal and Gaussian distributed white noise excitations.
The DF has been applied on a gm − C Tow-Thomas filter and a quadrature OTAbased oscillator. In both cases, an iterative scheme using the DF was developed
that predicts the nonlinear effects of the saturating behaviour accurately without
resorting to time-consuming simulations.
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During our exploration of the BLA theory, we developed an extension
for currently existing local modelling techniques using the Bootstrapped
Total Least Squares estimator. The results of this chapter are published
in [Peum 18] and [Peum 19].
At first sight, the computation of the Best Linear Approximation (BLA) is based
on a relatively straightforward principle. Divide the cross-power spectrum of
the input and output by the auto-power spectrum of the input and you obtain
the BLA for a nonlinear period-conserving system. The problem hence seems to
be solved? Unfortunately this is not the case. When using random signals as an
excitation, there are two principal hurdles to impede this simplicity. The first one
is related to the calculation of the expected values. A good approximation can
demand a large simulation/measurement time due to the large number of input
realisations that is needed to remove variability. The second hurdle is related to
leakage/transient phenomena. They introduce a bias in the estimation.
In recent years, advanced local modelling techniques have been developed to
cope with these challenges. The most prominent ones are the Local Polynomial Method (LPM) [Pint 10b, Pint 10a] and the Local Rational Method (LRM)
[McKe 12, Voor 18]. Starting from the measured noisy input-output data, these
methods locally approximate both the BLA and the leakage term in the frequency
domain by a polynomial (LPM) or a rational function (LRM) of low order. By
doing so, accurate estimates of the non-parametric BLA have been obtained starting from a reduced amount of simulation/measurement time in a myriad of
applications [Pint 12, Geer 17, Voor 18]. For the characterisation of strongly
resonant systems, however, there is still room for improvement. The LPM is
ill-suited for the identification of these systems since the local polynomial models
insufficiently capture the resonant behaviour, unless a disproportionately large
simulation/measurement time is used [Scho 13]. The LRM significantly enhances
the modelling capacity in these resonances by using a local rational model. This
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enhancement does not come for free: the rational model is derived using a biased
estimator [McKe 12, Voor 18], and the extension towards Multiple-Input MultipleOutput (MIMO) systems is not trivial due to the existence of various possible
parametrisations of the transfer function matrix [Glov 74, Kail 80]. However, the
ability of a method to estimate an unbiased local model remains essential to generate confidence bounds [Pint 10b], while the identification of strongly resonant
systems with arbitrary MIMO excitations ensures a proper excitation for all the
resonances of the system [Pint 12].
To improve the bias properties and extend currently existing local modelling
techniques towards MIMO, we develop a local rational modelling technique based
on the iterative Bootstrapped Total Least Squares (BTLS) esimator. It provides
an unbiased estimate of the non-parametric BLA and is applicable to large-scale
MIMO systems as well. By doing so, both the BLA and its corresponding uncertainty can be accurately estimated at the expense of an increased computational
cost when compared to the LPM and the LRM. In this chapter, we introduce
the basic ideas of local modelling techniques. We furthermore explain how the
BTLS estimator functions together with the changes that are needed for the local
modelling context. Next, we provide simulation examples. To speed things up, we
propose a numerically efficient scheme for the calculation of a large-scale MIMO
system of order 100 with as much as 100 input and 100 outputs. Finally, we
conclude with the characterisation of the resonant behaviour of the tailplane of a
glider using measurements.

4.1. The basic idea
The local modelling techniques studied in this chapter all start from the same
fundamental equation in the frequency domain. It describes the input-output
behaviour of a nonlinear Periodic-In Same Period-Out (PISPO) MIMO system
approximated by the BLA (Figure 4.1)
Y(𝑘) = GBLA (Ω 𝑘 ) U(𝑘) + L(Ω 𝑘 ) + N(𝑘) + D(𝑘)

(4.1)

where U(𝑘) ∈ C 𝑛𝑢 ×1 and Y(𝑘) ∈ C 𝑛𝑦 ×1 are the vectors of, respectively, the stacked
𝑛𝑢 input and stacked 𝑛 𝑦 output Discrete Fourier Transform (DFT) spectra1 . Ω 𝑘
is the generalised frequency variable. Depending on the underlying process, Ω 𝑘
1 All
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vectors and matrices are represented by boldface symbols.

4.1. The basic idea
equals 𝑗𝜔 𝑘 for continuous-time systems, 𝑒 − 𝑗 𝜔 𝑘 𝑇𝑠 for discrete-time systems and
√
𝑗𝜔 𝑘 for diffusion phenomena.
The output is perturbed by noise N(𝑘) ∈ C 𝑛𝑦 ×1 and nonlinear distortions D(𝑘) ∈
C 𝑛𝑦 ×1 . We assume that the noise source N(𝑘) has the following properties
1. N(𝑘) is zero mean and circular complex distributed, which is equivalent to
stating that E{N(𝑘)} = 0 and E{N(𝑘) N𝑇 (𝑟)} = 0 for ∀ 𝑘, 𝑟.
2. N(𝑘) is uncorrelated with N(𝑟) whenever 𝑘 ≠ 𝑟 : E{N(𝑘) N 𝐻 (𝑟)} = 0.
3. N(𝑘) is uncorrelated with the input signal U(𝑘): E{N(𝑘) U 𝐻 (𝑘)} = 0.
This property is automatically fulfilled if the system under study is operating
in open loop.
If the input signals have a Gaussian Probability Density Function (PDF), the
nonlinear distortion D(𝑘) has the following properties
1. D(𝑘) has zero mean: E{D(𝑘)} = 0.
2. D(𝑘) is uncorrelated with the input: E{D(𝑘) U 𝐻 (𝑘)} = 0.
3. D(𝑘) has a smooth power spectrum E{D(𝑘) D 𝐻 (𝑘)} as a function of 𝑘.
An independent leakage contribution L(Ω 𝑘 ) ∈ C 𝑛𝑦 ×1 is present due to the fact
that we use a (rectangular) finite-time window during the calculation of the DFT
spectra in (4.1). Leakage occurs in the calculation of the DFT of aperiodic signals
or periodic signals that are observed during a non-integer number of periods. It
can be proven [Pint 12, Chapter 6] that GBLA (Ω 𝑘 ) and L(Ω 𝑘 ) are both smooth
functions of the frequency that share the same poles in their dynamics. The
leakage L(Ω 𝑘 ) in itself can be divided into two different terms
L(Ω 𝑘 ) = L 𝑵 (Ω 𝑘 ) + L𝐶 (Ω 𝑘 )

(4.2)

where L 𝑵 is the noise leakage and L𝐶 is the combined leakage introduced by 𝑼, 𝒀
and 𝑫. These leakage terms become zero if the initial and final conditions of the
experiment become the same. Since 𝑵 is a random variable, the noise leakage L 𝑵
is in general not zero. L𝐶 can be made equal to zero if and only if periodic input
signals are applied that are observed during an integer number of periods, and if
the resulting observed outputs of the system have reached steady-state.
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Figure 4.1.: The output-error framework describes the input-output behaviour of
a nonlinear PISPO system in the frequency domain using the BLA.

Due to the smoothness of both GBLA (Ω 𝑘 ) and L(Ω 𝑘 ), the method requires that
U(𝑘) varies unpredictably as a function of the frequency such that the local
modelling technique can discriminate between GBLA (Ω 𝑘 ) U(𝑘) and L(Ω 𝑘 ). This
requirement implies a kind of ’roughness’ condition on the 𝑛𝑢 input signals.
Namely, the spectral difference
|𝑈𝑖 (𝑘 + 1) − 𝑈𝑖 (𝑘)|

𝑖 = 1, 2 ... 𝑛𝑢

(4.3)

should not vanish to zero for ΔΩ 𝑘 → 0 where ΔΩ 𝑘 = Ω 𝑘+1 − Ω 𝑘 . Even though the
local modelling techniques are applicable to both stochastic and deterministic
excitations, we focus only on signals that satisfy this ’roughness’ condition. Such
signals are among others random noise, periodic noise, random-phase multisines
and (pseudo-)random binary sequences. Another requirement for these signals is
that they need to guarantee the identifiability of each local model in the MIMO
setting. A necessary condition for this requirement is that none of the inputs 𝑈𝑖 (𝑘)
can be fully correlated with the other inputs 𝑈𝑙 (𝑘) at each frequency. Mathematically, this requirement is satisfied when E{U(𝑘) U 𝐻 (𝑘)} is of full rank [Pint 12].

The basic idea of the local modelling techniques is to approximate both GBLA (Ω 𝑘 )
and L(Ω 𝑘 ) with a local model over Ω 𝑘 . Since G(Ω 𝑘 ) and L(Ω 𝑘 ) are presumed to
be smooth functions of Ω 𝑘 , essentially any continuous function can be used for
this purpose. Popular choices which showed outstanding results in the past are
polynomial matrices (LPM) and rational matrix parametrisations (LRM) [Pint 10b,
Pint 10a, McKe 12, Voor 18]. To showcase the mechanism behind these local
modelling techniques, let us assume that we want to estimate GBLA (Ω 𝑘 ) and
L(Ω 𝑘 ) for a Single-Input Single-Output (SISO) system by using a polynomial
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ĜBLA (Ωk )
5

−15

Output |Y | [dB]

20

−25

∆Ω

∆Ω

Ωk

Ωk

|L| [dB]

Input |U| [dB]

4.1. The basic idea

−80

Figure 4.2.: Starting from simulated/measured input-output data, a local model
for both 𝐺 (Ω 𝑘 + 𝛿𝑟 ) and 𝐿(Ω 𝑘 + 𝛿𝑟 ) is simultaneously estimated in the
frequency window ΔΩ () around the center frequency Ω 𝑘 . When the
models are evaluated at the center frequency (𝛿𝑟 = 0), estimates for
both the BLA 𝐺ˆ BLA (Ω 𝑘 ) and leakage 𝐿ˆ (Ω 𝑘 ) are obtained. This local
modelling strategy is repeated for all (Ω 𝑘 ).
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model (Figure 4.2). Using the local set of frequencies Ω 𝑘+𝑟 centered around Ω 𝑘 2 ,
both the BLA and leakage term in (4.1) can be approximated by polynomial
matrices
GBLA (Ω 𝑘+𝑟 ) = GBLA (Ω 𝑘 + 𝛿𝑟 ) ≈ ĜBLA (Ω 𝑘 ) +

𝑛𝐺
Õ

g 𝑘𝑚 𝛿𝑟𝑚

(4.4)

𝑚=1

L(Ω 𝑘+𝑟 ) = L(Ω 𝑘 + 𝛿𝑟 )

≈ L̂(Ω 𝑘 ) +

𝑛𝐿
Õ

ℓ𝑘𝑚 𝛿𝑟𝑚

(4.5)

𝑚=1

where 𝑟 = {−𝑛ΔΩ , ..., −1, 0, 1, ..., 𝑛ΔΩ } and 𝛿𝑟 ∈ C quantifies the local frequency variation around Ω 𝑘 . The number of frequency points considered for the local
estimation within the local frequency window ΔΩ is then equal to 2𝑛ΔΩ + 1.
ĜBLA (Ω 𝑘 ) ∈ C 𝑛𝑦 ×𝑛𝑢 and L̂(Ω 𝑘 ) ∈ C 𝑛𝑦 ×1 are, respectively, the local BLA and leakage estimates while g 𝑘𝑚 ∈ C 𝑛𝑦 ×𝑛𝑢 and ℓ𝑘𝑚 ∈ C 𝑛𝑦 ×1 are the unknown polynomial
coefficients that model the dynamic variations within each local model. Since
these dynamic variations are limited in the local modelling context, the polynomial orders 𝑛𝐺 and 𝑛 𝐿 do not exceed 4 in most use cases [Pint 12, Chapter 7].
Furthermore, the same order is mostly used for GBLA and L (𝑛𝐺 = 𝑛 𝐿 ) such that
identical modelling capacities are provided for both terms. The coefficients g 𝑘𝑚
and ℓ𝑘𝑚 , together with ĜBLA (Ω 𝑘 ) and L̂(Ω 𝑘 ), are retrieved by substituting (4.4)
and (4.5) in (4.1) and consequently solving the resulting set of linear equations. By
shifting the local window over the whole frequency range, it is possible to retrieve
a non-parametric estimate for GBLA (Ω 𝑘 ), L(Ω 𝑘 ) and the combined covariance
matrix Cov{N + D} over the complete excited bandwidth.
To improve on the modelling capabilities around resonances, one could opt to use
local rational models instead of polynomials. Identifying these rational models
for MIMO systems remains challenging for two reasons. The rational function
matrix parametrisation is not unambiguously defined [Kail 80] and the estimation procedure is more complex since the model is inherently nonlinear in the
parameters. Many different parametrisations of the rational function matrix exist, e.g. the state-space representation, left and right matrix fraction and partial
fraction descriptions [Kail 80]. One criterion that plays an important role in the
selection process is whether or not the original nonlinear estimation problem
can be reduced to a linear least squares one. As it turns out, the Left Matrix
Fraction (LMF) description is the only parametrisation that satisfies this criterion
within the input-output setting [Pint 12, Section 6.6].

2 An
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asymmetric window is used at the borders of the frequency band.

4.1. The basic idea
The LMF rewrites the rational function matrices GBLA and L as the ratio of two
matrix polynomials
GBLA (Ω 𝑘 + 𝛿𝑟 ) ≈ A−1
𝑘 (𝛿𝑟 ) B 𝑘 (𝛿𝑟 ) =
L(Ω 𝑘 + 𝛿𝑟 ) ≈ A−1
𝑘 (𝛿𝑟 ) C 𝑘 (𝛿𝑟 ) =

𝑛𝐴
Õ

a 𝑘𝑚 𝛿𝑟𝑚

𝑚=0
𝑛𝐴
Õ
𝑚=0

𝑛𝐵
 −1  Õ

a 𝑘𝑚 𝛿𝑟𝑚

 −1

b 𝑘𝑚 𝛿𝑟𝑚



(4.6)

c 𝑘𝑚 𝛿𝑟𝑚



(4.7)

𝑚=0
𝑛𝐶
Õ
𝑚=0

where a 𝑘𝑚 ∈ C 𝑛𝑦 ×𝑛𝑦 represents the complex matrix coefficients of the denominator and b 𝑘𝑚 ∈ C 𝑛𝑦 ×𝑛𝑢 and c 𝑘𝑚 ∈ C 𝑛𝑦 ×1 represent the complex matrix and vector
coefficients of the numerator of, respectively, GBLA and L. The same denominator polynomial Ak is used for both GBLA and L since both terms share common
poles [Pint 12, Chapter 6]. Again, the polynomial orders 𝑛 𝐴, 𝑛 𝐵 and 𝑛𝐶 are mostly
chosen equal to each other (with a maximum order of 4). This choice ensures
that the local rational function does not favor the modelling of the resonance or
the anti-resonance regions [Pint 12, Section 7.2.2.2]. The rationale behind the
complex coefficients is that the reformulation of G and L as a function of 𝛿𝑟 does
not yield real spectra. There is no complex conjugate mirrored spectrum around
Ω 𝑘 . Substituting (4.6) and (4.7) in (4.1) and multiplying the result with A 𝑘 (𝛿𝑟 )
gives the following linearised model equations for 𝑟 ∈ [−𝑛ΔΩ , 𝑛ΔΩ ] ∩ Z
A 𝑘 (𝛿𝑟 ) Y(𝑘 + 𝑟) = B 𝑘 (𝛿𝑟 ) U(𝑘 + 𝑟) + C 𝑘 (𝛿𝑟 ) + A 𝑘 (𝛿𝑟 ) N(𝑘 + 𝑟) + A 𝑘 (𝛿𝑟 ) D(𝑘 + 𝑟) (4.8)
which can be easily solved with a linear least squares estimation procedure. This
procedure only provides a consistent estimate if the noise and the nonlinear
distortion in the local frequency window originate from a white noise source
that is filtered by the denominator polynomial A 𝑘 (𝛿𝑟 ). In all other cases, A 𝑘 (𝛿𝑟 )
wrongly shapes these terms and this results in a biased estimate of the model
coefficients. For low signal-to-noise ratios (< 20 dB), this bias becomes increasingly
dominant and undermines the general applicability of the LMF parametrisation
for local modelling purposes [Geer 16].
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4.2. Using Bootstrapped Total Least Squares for
local modelling purposes
A wide variety of estimators has been developed in the past to tackle the estimation
of a rational transfer function with the LMF parametrisation [Pint 94]. Most of
these frequency domain estimators have been studied and successfully applied in
a global identification setting. The objective then consists in capturing the whole
dynamic behaviour of GBLA in one single parametric rational transfer function
matrix. The identification of this matrix is difficult for lightly-damped mechanical
systems but can be made possible even when excessive orders (> 20) are demanded
due to a large number of resonant modes [Bult 05].
Within the global identification setting, accurate non-parametric models are
still required for initialisation and validation purposes. Local modelling techniques contribute significantly here as they improve the non-parametric estimation. Using a linear least squares estimator within this local modelling context
seemed favorable at first: the estimator is fast, non-iterative and computationally efficient implementations exist [Pint 12]. Unfortunately, this estimator is
also biased and introduces an erroneous noise shaping that becomes increasingly
significant for large-scale MIMO systems. An increasing number of excited frequencies is then required to identify all the local model parameters. Iterative
methods have been introduced to improve the least squares estimate with varying
precision [Pint 98]. The most straightforward one is the Sanathanan-Koerner
method [Sana 63, Desc 06]. It overcomes the lack of sensitivity towards the lowfrequency errors by iteratively reweighting the least squares solution with the
denominator polynomial that is obtained in the previous iteration. However,
recent application of this method for local modelling purposes [Geer 16, Voor 18]
has resulted in estimation errors that are larger than the non-iterative LRM. This
is mainly due to convergence issues and over-fitting. These problems render this
method ill-suited to perform a local model estimation.
More advanced techniques exist that remove the bias from the Sanathanan-Koerner
method. An alternative iterative linear least squares estimator can be used, that
is based on the instrumental variables approach [Blom 10]. While this approach
effectively removes the bias of the Sanathanan-Koerner method, it results in a
decrease of the numerical conditioning when elementary polynomials as in (4.6)
and (4.7) are used [Gils 13, Herp 14]. This poor conditioning can potentially
result in an erroneous estimate. Additionally, gradient-based methods exist that
require a Gauss-Newton or Levenberg-Marquardt optimisation scheme to solve
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the nonlinear estimation problem directly [More 78, Knoc 09]. These schemes
are not recommended either in the local modelling context as they require good
initial estimates to avoid local minima. An accurate generation of these initial
values most often requires an additional identification step. This increases the
complexity of the estimation procedure even further.
To overcome the downsides that are associated with the above-mentioned estimation techniques, we develop a technique that efficiently estimates a local rational
model without introducing a bias on the estimate. We retrieve this unbiased
rational model by using the BTLS estimator. It has primarily been used in the past
for global system identification purposes [Van , Pint 98]. The BTLS estimator is an
iterative estimator that produces consistent estimates during each iteration step.
Iteration is used to improve the weighting and thereby the stochastic efficiency of
the estimator. The global minimum of the BTLS cost function is obtained using
the Generalised Singular Value Decomposition (GSVD), which is a standard linear
algebra decomposition. Asymptotically, this cost tends towards the Maximum
Likelihood (ML) cost for an infinite number of iterations. Furthermore, the BTLS
estimator is self-starting. When compared with gradient-based methods, this
eliminates the dependency on other estimators for initialisation purposes. In the
remainder of the thesis, the name Local Bootstrapped Total Least Squares (LBTLS)
is adopted to describe the application of the BTLS estimator to the local modelling
context.
The main purpose of this section is to explain the successive steps of the algorithm
and their accompanying assumptions. To do so, the model equations are constructed first. Next, the minimisation problem is defined. Afterwards, we derive
expressions for the weighting matrix and the column covariance matrix that are
used by the LBTLS estimator to estimate GBLA and L. In a final stage, we derive the
uncertainty bounds for these estimated properties given the uncertainty bounds
on the measurements.
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The model equations
Multivariable systems often contain common pole dynamics which originate from
the division by det( 𝐴 𝑘 ) that is needed to compute 𝐴−1
𝑘 = adjugate{ 𝐴 𝑘 }/det( 𝐴 𝑘 ), if
𝐴 𝑘 is invertible. We propose to use the common-denominator parametrisation by
imposing structure on a 𝑘𝑚
a 𝑘𝑚 = 𝑎 𝑚 (𝑘) I𝑛𝑦
(4.9)
where 𝑎 𝑚 (𝑘) ∈ C, and I𝑛𝑦 ∈ C 𝑛𝑦 ×𝑛𝑦 is the identity matrix of size 𝑛 𝑦 × 𝑛 𝑦 . Remark
that the structure imposed in (4.9) is entirely equivalent to the following commondenominator transfer-matrix representation. It relates every output 𝑌 𝑗 ( 𝑗 = 1... 𝑛 𝑦 )
of the MIMO system with the input 𝑈𝑖 (𝑖 = 1... 𝑛𝑢 ) and the leakage term (for clarity
the index 𝑘 is omitted in the polynomial models)
𝑌 𝑗 (𝑘 + 𝑟) =

𝑛𝑢
Õ
𝐵 𝑗𝑖 (𝛿𝑟 , 𝜽)
𝑖

𝐴(𝛿𝑟 , 𝜽)

𝑈𝑖 (𝑘 + 𝑟) +

𝐶 𝑗 (𝛿𝑟 , 𝜽)

(4.10)

𝐴(𝛿𝑟 , 𝜽)

where 𝐴(𝛿𝑟 , 𝜽) is the common-denominator polynomial, 𝐵 𝑗𝑖 (𝛿𝑟 , 𝜽) is the numerator
polynomial from input 𝑈𝑖 to output 𝑌 𝑗 , and 𝐶 𝑗 (𝛿𝑟 , 𝜽) is the numerator polynomial
that captures the leakage contribution for the output 𝑌 𝑗 . These polynomials are
defined as
𝐴(𝛿𝑟 , 𝜽) =

𝑛𝐴
Õ

𝑎 𝑚 𝛿𝑟𝑚

𝐵 𝑗𝑖 (𝛿𝑟 , 𝜽) =

𝑚=0

𝑛𝐵
Õ

𝑗𝑖

𝑏 𝑚 𝛿𝑟𝑚

𝐶 𝑗 (𝛿𝑟 , 𝜽) =

𝑚=0

𝑛𝐶
Õ

𝑗

𝑐 𝑚 𝛿𝑟𝑚

(4.11)

𝑚=0

where 𝑎 𝑚 , 𝑏 𝑚 , 𝑐 𝑚 ∈ C are the unknown coefficients that need to be estimated. The
vector 𝜽 ∈ C [ ( (𝑛𝐵 +1) 𝑛𝑢 +𝑛𝐶 +1) 𝑛𝑦 +𝑛 𝐴+1]×1 represents the stacked vector of all unknown
coefficients. It can be constructed by combining the coefficients as follows
𝑗𝑖

𝑗

𝜽 𝐵,𝑌1
©
ª
 𝜽 𝐶,𝑌1 ®

®
 𝜽 𝐵,𝑌2 ®

®
 𝜽 𝐶,𝑌 ®
2 ®

 . ®
 .. ®

®

®
𝜽 =  𝜽 𝐵,𝑌𝑛𝑦 ® ∈ C 𝑛 𝜃 ×1 with

®
𝜽 𝐶,𝑌𝑛𝑦 ®

®
 𝑎0 ®

®
 𝑎 ®
 1 ®
 . ®
 .. ®

®
« 𝑎𝑛𝐴 ¬
60

𝜽 𝐵,𝑌𝑗

𝑗1

𝑗2

𝑏0
 © 𝑗1
 𝑏1
= vec  .
 ..

𝑗1
«𝑏 𝑛𝐵

𝑏0
𝑗2
𝑏1
..
.

𝑗

𝜽 𝐶,𝑌𝑗

𝑐
© 0𝑗 ª
𝑐 ®
 1®
= . ®
 .. ®

®
𝑗
«𝑐 𝑛𝐶 ¬

𝑗2
𝑏 𝑛𝐵

𝑗𝑛

...
...
...
...

𝑏0 𝑢
𝑗𝑛 ª 
𝑏 1 𝑢 ®®
.. ®®
. ®
𝑗𝑛𝑢
𝑏 𝑛𝐵 ¬

(4.12)
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where vec{•} is the vector operator that stacks all the columns of a matrix on top
of each other and 𝑛 𝜃 is the total number of coefficients. Multiplying (4.10) with
𝐴(𝛿𝑟 , 𝜽) and substituting the polynomials by their description shown in (4.12), the
original set of model equations can be restructured to a matrix format. For every
frequency Ω 𝑘+𝑟 that is present in the local window, the complex error between
measurement and model becomes
(4.13)

e(Ω 𝑘+𝑟 , 𝜽) = J(Ω 𝑘+𝑟 ) 𝜽 = [J0 (Ω 𝑘+𝑟 ) + 𝚫J(Ω 𝑘+𝑟 )] 𝜽 ≈ 0

where 𝚫J is the stochastic part of J induced by the additive noise and nonlinear
distortion that perturbs the noiseless part J0 . The Jacobian matrix J(Ω 𝑘+𝑟 ) has the
following structure
𝑇
𝑛𝐵
©U ⊗ P


J(Ω 𝑘+𝑟 ) = 


«

P 𝑛𝐶

−𝑌1 P 𝑛 𝐴
−𝑌2 P 𝑛 𝐴
..
.

ª
®
®
®𝜽 ≈ 0
..
..
®
.
.
®
𝑇
𝑛
𝑛
𝑛
𝐵
𝐴
𝐶
U ⊗P
P
−𝑌𝑛𝑦 P ¬
(4.14)
𝑇 is the transpose operator, and P 𝑛 =
⊗
is
the
Kronecker
product
[Brew
78],
•


1 𝛿𝑟 𝛿𝑟2 . . . 𝛿𝑟𝑛 . Adopting the proposed common denominator structure
not only results in a parametrisation with less parameters than the general LMF
description (4.6) and (4.7). It also grants us the possibility to introduce a sparse
structure in e(Ω 𝑘+𝑟 , 𝜽) for MIMO systems. This sparse representation facilitates
the time-efficient computation of the LBTLS estimator (Section 4.5).
U𝑇

⊗ P 𝑛𝐵

P 𝑛𝐶

Example Consider a 2 × 2 MIMO system with 𝑛 𝐴 = 𝑛 𝐵 = 𝑛𝐶 = 1. The Jacobian
matrix J(Ω 𝑘+𝑟 ) then has the following structure
𝐵11
𝐵12
𝐶1
z }| { z }| { z}|{

𝑈1 𝑈1 𝛿 𝑟 𝑈2 𝑈2 𝛿 𝑟 1 𝛿 𝑟 0
0
0
0
0 0
0
0
0
0
0 0 𝑈1 𝑈1 𝛿 𝑟 𝑈2 𝑈2 𝛿 𝑟 1 𝛿 𝑟
| {z } | {z } |{z}
𝐵21
𝐵22
𝐶2

−𝐴𝑌1
z }| {

−𝑌1 −𝑌1 𝛿𝑟
−𝑌2 −𝑌2 𝛿𝑟
| {z }
−𝐴𝑌2
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Parameter estimation
At its core, the LBTLS estimator uses the Weighted Generalised Total Least
Squares (WGTLS) method to estimate the local rational model [Pint 98]. This
method is a natural extension of the least squares estimation in the sense that
errors on both the dependent and independent variables are taken into account. It
yields a consistent estimate provided that the input-output covariances are exactly
known or consistently estimated [Van 91]. One of the advantages of the WGTLS
is that it uses the linearised model equations of (4.10). It thus results in the same
Jacobian matrix (4.14). Starting from J in (4.10), the WGTLS estimates the local
rational model by solving the following minimisation problem
argmin

||W (J − Ĵ) C −1 ||𝐹
(4.15)

Ĵ

subject to

Ĵ 𝜽 = 0 and 𝜽 𝐻 𝜽 = 1

where || • ||𝐹 is the Frobenius norm, W ∈ C [𝑛𝑦 (2𝑛ΔΩ +1) ]×[𝑛𝑦 (2𝑛ΔΩ +1) ] is a left weighting
matrix, and C ∈ C 𝑛 𝜃 ×𝑛 𝜃 is a square root of the column covariance matrix C𝑊 𝐽 of
the matrix pair W J. The solution 𝜽 can be efficiently calculated by the GSVD
of the matrix pair (W J, C). This is equivalent to minimising the cost function
(4.15) [Paig 86, Pint 98]. Remark that the application of the GSVD does not require
the computation of the inverse of C. This automatically implies that the estimation
can be performed even when C is singular. It is crucial that C is proportional to
the square root of the true (or consistently estimated) column covariance matrix
𝐻
C = T C1/2
𝑊 𝐽 such that C C = C𝑊 𝐽

(4.16)

where T is an arbitrary orthogonal matrix. This weighting results in an exact compensation for the noise and distortion shaping that is present in W J. Consequently,
a consistent estimate is obtained [Pint 98].
One of the main differences between the WGTLS method and the linear least
squares estimation lies in the manner used to remove the parameter ambiguity in
the matrix. Typically, this parameter ambiguity is resolved by fixing one of the
coefficients, mostly a 𝑘0 , to the identity matrix. Unfortunately, this constraint can
lead to an ill-conditioned set of equations. This is especially true if the value of
the fixed parameter is close to zero in reality. The WGTLS method circumvents
this issue by constraining the Euclidian norm of the parameters to one (𝜽 𝐻 𝜽 = 1).
Every parameter can then be taken into account during the estimation procedure
while keeping the numerical dynamics reasonable.
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In general, the choice of the weighting matrix W does not affect the consistency of
the WGTLS method. It mainly modifies the stochastic efficiency of the estimator.
Similar to what is done for the Sanathanan-Koerner method, the LBTLS estimator
improves the efficiency by iteratively updating W with an improved approximation of the ML weighting [Pint 12, Section 9.12.3]. The improved estimate of the
weighting is obtained at each iteration and it results in a progressively improving
estimate of the model parameters. This iterative scheme brings the efficiency of
the LBTLS estimator close to the ML efficiency. While doing so, it maintains the
favorable global minimisation properties of the WGTLS method [Pint 12]. The
main advantage of the LBTLS estimator is that consistency is guaranteed at each
iteration step while this is not the case for the Sanathanan-Koerner method. This
consistency preserving property does not only ensure that the iteration can be
stopped at any time, but also allows to limit the number of iterations. All simulation cases and practical applications considered here suggest that 5 iterations are
sufficient to get very close to the ML efficiency.

Derivation of the left weighting matrix and column
covariance matrix
Originally, the BTLS estimator was developed in a global identification context.
The noise and the distortion were imposed on the input U and the output Y.
Although the local modelling context only considers the output-error framework,
this section considers a complete errors-in-variables framework. More general
expressions for both W and C 𝐻 C can therefore be obtained.
During each iteration of the LBTLS estimator, the weighting W is adapted to approximate the ML weighting increasingly better [Bult 05]. In the multi-dimensional
case, it is impossible to apply the full ML weighting without violating the linearity
condition of the parameters [Pint 98]. By adopting the common denominator
structure, however, a frequency-dependent scalar weighting function 𝑤 𝑗 (𝛿) can
be constructed for each output 𝑌 𝑗 that uses the covariance matrix of the input
C𝑈 (𝑘) ∈ C 𝑛𝑢 ×𝑛𝑢 , the covariance matrix of the output C𝑌 (𝑘) ∈ C 𝑛𝑦 ×𝑛𝑦 , and the
cross-covariance between the input and output C𝑌 𝑈 ∈ C 𝑛𝑦 ×𝑛𝑢
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ˆ =
𝑤 𝑗 (𝛿𝑟 , 𝜽)

𝑛𝑢
Õ

𝐻
ˆ C [𝑖, 𝑖 ] (𝑘 + 𝑟) 𝐵 𝑗𝑖 (𝛿𝑟 , 𝜽)
ˆ
𝐵 𝑗𝑖
(𝛿𝑟 , 𝜽)
𝑈

𝑖=1

+

𝑛𝑢 Õ
𝑛𝑢
Õ



ˆ C [𝑙, 𝑖 ] (𝑘 + 𝑟) 𝐵 𝑗𝑖 (𝛿𝑟 , 𝜽)
ˆ
2 Real 𝐵 𝑗𝑙𝐻 (𝛿𝑟 , 𝜽)
𝑈

𝑖=1 𝑙=𝑖+1

−

𝑛𝑢
Õ



[ 𝑗, 𝑖 ]

ˆ C
ˆ
2 Real 𝐴 𝐻 (𝛿𝑟 , 𝜽)
𝑌 𝑈 (𝑘 + 𝑟) 𝐵 𝑗𝑖 (𝛿𝑟 , 𝜽)

(4.17)



𝑖=1
[ 𝑗, 𝑗 ]

ˆ C
+𝐴 𝐻 (𝛿𝑟 , 𝜽)
𝑌

ˆ
(𝑘 + 𝑟) 𝐴(𝛿𝑟 , 𝜽)

where 𝜽ˆ is the parameter vector that is obtained in the previous iteration, and
• [ 𝛼, 𝛽 ] is the operator that selects the element belonging to row 𝛼 and column 𝛽 of
the corresponding matrix. Starting values for the iterative procedure are obtained
ˆ = 1. Observe that 𝑤 𝑗 (𝛿𝑟 , 𝜽)
ˆ does not include the
by setting the weighting 𝑤 𝑗 (𝛿𝑟 , 𝜽)
covariance contributions between the different outputs. This is inherent to the
proposed common denominator structure in (4.10). It results in a loss of stochastic
efficiency when compared to the ML efficiency.
ˆ is constructed in such a way that W J accommodates
The weighting matrix W(𝛿𝑟 , 𝜽)
ˆ in the following manner
the proposed scalar weighting function 𝑤 𝑗 (𝛿𝑟 , 𝜽)
q
𝑛𝐵
−1 𝑇
© 𝑤1 U ⊗ P

W J = 

«

q

𝑛𝐶
𝑤 −1
1 P
..
.

..
q

.

𝑇
𝑤 −1
𝑛𝑦 U

⊗ P 𝑛𝐵

q

𝑛𝐶
𝑤 −1
𝑛𝑦 P

q
𝑛𝐴
− 𝑤 −1
ª
1 𝑌1 P
®
..
®
.
®
q
®
𝑛
−1
𝐴
− 𝑤 𝑛𝑦 𝑌𝑛𝑦 P ¬
(4.18)

Starting from the constructed W J derived earlier in (4.18), it is possible to derive an explicit expression for the column covariance matrix C𝑊 𝐽 . The column
covariance matrix evaluated at Ω 𝑘+𝑟 is defined as
ˆ = C 𝐻 C = E{(W ΔJ) 𝐻 (W ΔJ)}
C𝑊 𝐽 (Ω 𝑘+𝑟 , 𝜽)

(4.19)

where W ΔJ is the part of W J that exclusively depends on the additive noise and
the nonlinear distortion that is present at the input and output vectors.
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It has the following structure
q
𝑛𝐵
−1 𝑇
© 𝑤 1 V𝑈 ⊗ P

W ΔJ = 

«

0
..

..

.
q

.

𝑇
𝑛𝐵
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𝑛𝐴
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ª
1 𝑉𝑌1 P
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®
q
®
𝑛
−1
𝐴
− 𝑤 𝑛𝑦 𝑉𝑌𝑛𝑦 P ¬

(4.20)

where V𝑈 = N𝑈 + D𝑈 and V𝑌 = N𝑌 + D𝑌 . Combining (4.18) and (4.20) results in the
following expression for C 𝐻 C
|𝑤 1 | −1 Λ
©

ˆ = 
C𝑊 𝐽 (Ω 𝑘+𝑟 , 𝜽)


−1 𝐻
«−|𝑤 1 | Φ1

..

−|𝑤 1 | −1 Φ1
..
.

.

...

|𝑤 𝑛𝑦 | −1 Λ
−|𝑤 𝑛𝑦 | −1 Φ𝑛𝐻𝑦

ª
®
®
®
®
−|𝑤 𝑛𝑦 | −1 Φ𝑛𝑦
®
−1
−1
|𝑤 1 | Σ1 + · · · + |𝑤 𝑛𝑦 | Σ𝑛𝑦 ¬
(4.21)

with
n
 
o
𝑇
𝑇
Λ = E (V𝑈
(𝑘 + 𝑟)) 𝐻 ⊗ (P 𝑛𝐵 ) 𝐻 . V𝑈
(𝑘 + 𝑟) ⊗ P 𝑛𝐵
n
o 

𝑇
𝑇
= E (V𝑈
(𝑘 + 𝑟)) 𝐻 V𝑈
(𝑘 + 𝑟) ⊗ (P 𝑛𝐵 ) 𝐻 P 𝑛𝐵


𝑇
= C𝑈
(𝑘 + 𝑟) ⊗ (P 𝑛𝐵 ) 𝐻 P 𝑛𝐵

(4.22)

and


[ 𝑗, :]
Φ 𝑗 = (C𝑌 𝑈 (𝑘 + 𝑟))𝑇 ⊗ (P 𝑛𝐵 ) 𝐻 P 𝑛 𝐴


[ 𝑗, 𝑗 ]
Σ 𝑗 = C𝑌 (𝑘 + 𝑟) (P 𝑛 𝐴 ) 𝐻 P 𝑛 𝐴

(4.23)
(4.24)

To obtain an expression for the covariance as a function of the noise covariances,
we applied in (4.22)-(4.24) the mixed-product property of the kronecker product
(𝜌 ⊗ 𝜎).(𝜏 ⊗ 𝜐) = (𝜌𝜏) ⊗ (𝜎𝜐). • [ 𝑗, :] is the operator that selects the 𝑗 th row from a
matrix.
To ensure both the consistency and the stochastic efficiency, the construction of
ˆ and C𝑊 𝐽 requires a consistent estimate of the true covariances C𝑈 , C𝑌
𝑤 𝑗 (𝛿, 𝜽)
and C𝑌 𝑈 . Unfortunately, information about these quantities is not available a
priori. This can undermine the consistency of the LBTLS estimator. The lack of
information is mitigated by considering the following two aspects of the original
problem formulation:
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1. In the output-error framework, C𝑈 and C𝑌 𝑈 are both equal to zero as the
input is noise-free.
2. Following the lines of the LPM and the LRM, it also makes sense to assume
here that the disturbing output noise and the nonlinear distortion are white
in every small local frequency window. This assumption simplifies the
output covariance matrix to
[ 𝑗, 𝑗 ]

C𝑌

(𝑘 + 𝑟) = 𝜎 2𝑗

and

[𝑖, 𝑗 ]

C𝑌

(𝑘 + 𝑟) = 0 for 𝑖 ≠ 𝑗

(4.25)

where 𝜎 2𝑗 is the unknown power of the white noise source that perturbs
output 𝑗. On the condition that the noise and nonlinear distortions in
the local window can be well approximated by this assumption, the LBTLS
estimator remains unbiased (Appendix B). Additionally, the exact knowledge
of 𝜎 2𝑗 is not necessary since it acts as a scaling factor. While this changes the
interpretation of the cost function value (Appendix B), it does not have an
influence on the retrieved parameter solution.
Transformation from the errors-in-variables framework to the output-error framework (C𝑈 = C𝑌 𝑈 = 0) greatly shortens the expressions which are eventually to be
used by the LBTLS estimator to derive consistent local model parameters. First of
all, the weighting 𝑤 𝑗 (𝛿𝑟 , 𝜽) in (4.17) only has to compensate for the output noise
shaping that is induced by the common-denominator part 𝐴(𝛿𝑟 , 𝜽). Secondly, Λ
and Φ 𝑗 become zero and the column covariance matrix in (4.21) is simplified since
it only considers noise on the common-denominator coefficients.

Calculation of the uncertainty bounds on the parameters
Aside from providing a consistent estimate of the BLA and the leakage term, the
LBTLS estimator provides the uncertainty bounds on the estimated properties
without imposing strong requirements on the Signal-to-Noise Ratio (SNR). The
classical LRM, which uses the least-squares estimation procedure, performs a linearisation to approximate the output covariance matrix [Voor 18]. A minimal SNR
of 20 dB is then recommended to make the bias error sufficiently small [Geer 16].
Earlier conducted research revealed that this requirement can be softened for
the ML estimator in the errors-in-variables framework [Pint 07]. Only in frequency regions where the input and output SNR are both very low (smaller than
3 dB), a deviation between the sample ML estimator and the Cramér-Rao lower
bound (smallest possible stochastic uncertainty for an unbiased estimator) can
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be observed. This situation hardly occurs in most applications. Since the LBTLS
estimator belongs to the class of approximate ML estimators, a SNR of at least 3 dB
for both the input and output in the same frequency region is a strict minimum to
guarantee a correct estimation of the uncertainty bounds.
The uncertainty bounds on the estimated parameters can be calculated starting
from the equivalent cost function 𝑉LBTLS of the parameters estimation problem in
(4.15)
𝑉LBTLS (𝜽,𝑼,𝒀) =
=

𝑛ΔΩ
Õ

𝜺 𝐻 (Ω 𝑘+𝑟 , 𝜽) C−1
𝜀 (𝜽) 𝜺(Ω 𝑘+𝑟 , 𝜽)

𝑟 =−𝑛ΔΩ
𝑛ΔΩ
Õ


ˆ C−1
ˆ
e 𝐻 (Ω 𝑘+𝑟 , 𝜽 W 𝐻 (𝛿𝑟 , 𝜽)
𝜀 (𝜽) W(𝛿𝑟 , 𝜽) e(Ω 𝑘+𝑟 , 𝜽)

(4.26)

𝑟 =−𝑛ΔΩ

= 𝜼 𝐻 (𝜽) 𝑪 −1
𝜂 (𝜽) 𝜼(𝜽)
= 𝝆 𝐻 (𝜽) 𝝆(𝜽)
subject to 𝜽 𝐻 𝜽 = 1. C 𝜀 (𝜽) can be further expanded in terms of C𝑊 𝐽
C 𝜀 (𝜽) =

𝑛ΔΩ
Õ

(4.27)

ˆ 𝜽
𝜽 𝐻 C𝑊 𝐽 (Ω 𝑘+𝑙 , 𝜽)

𝑙=𝑛ΔΩ

𝜽ˆ is the parameter vector that is obtained in the last iteration of the LBTLS
estimator. The variables 𝜼(𝜽), 𝑪 𝜂 (𝜽), and 𝝆(𝜽) are defined as
𝜼 = [𝜺𝑇 (Ω 𝑘−𝑛ΔΩ )

...

𝑪 𝜂 = Block diagonal(𝑪 𝜀

𝜺𝑇 (Ω 𝑘+𝑛ΔΩ )] 𝑇
...

(4.28)
(4.29)

𝑪𝜀)

𝝆(𝜃) = 𝑪 −1/2
(𝜽)𝜼(𝜽)
𝜂

(4.30)

The last identity of (4.26) shows that the LBTLS can be recast in the classical form
of a nonlinear least-squares problem. In general, the covariance matrix of 𝜽ˆ for
such a nonlinear least-squares problem is equal to [Pint 12, Section 9.7]
Cov{ 𝜽ˆ } =
n

o

00
𝐻 0
00
−1
ˆ 0 ,𝒀0 )] −1 E [𝑉 0
ˆ
ˆ
ˆ
[𝑉LBTLS
( 𝜽,𝑼
LBTLS ( 𝜽,𝑼,𝒀)] 𝑉LBTLS ( 𝜽,𝑼,𝒀) [𝑉LBTLS ( 𝜽,𝑼0 ,𝒀0 )]

(4.31)
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where •0 and •00 are, respectively, the first- and second-order derivative of 𝑉LBTLS
towards the parameter vector 𝜽. 𝑼0 and 𝒀0 are the noise- and distortion-free
spectra of, respectively, the input and the output. Unfortunately, (4.31) cannot be
computed explicitly for the LBTLS estimator.
To enable the computation of the covariance matrix of the estimated LBTLS
parameters, we introduce an approximation. Since the LBTLS estimate is mostly
close to the optimal ML solution, the covariance matrix (4.31) is approximated by
the following expression [Pint 12, Section 9.11]
00
ˆ 0 ,𝒀0 )] −1 = [𝚼 𝐻 ( 𝜽)
ˆ 𝚼( 𝜽)]
ˆ −1
Cov{ 𝜽ˆ } ≈ [𝑉LBTLS
( 𝜽,𝑼

(4.32)

ˆ = 𝜕 𝝆/𝜕𝜽 ( 𝜽)
ˆ is the Jacobian matrix of (4.26) evaluated in 𝜽.
ˆ This
where 𝚼( 𝜽)
approximation assumes that a sufficient SNR (> 6 dB) is available for the measured
output [Pint 12, Section 12.3.4]. Furthermore, we assume that the model orders
𝑛 𝐴, 𝑛 𝐵 and 𝑛𝐶 are chosen large enough such that the model errors are smaller than
the noise contribution.
The covariance matrix of the estimated parameters requires the computation of
the Jacobian matrix 𝚼. The analytic calculation 𝚼 is impossible, since it requires
to compute the partial derivative of 𝑪 −1/2
(𝜽) to the parameter vector 𝜽. An
𝜂
alternative is to approximate 𝚼 numerically using a finite-difference approach.
However, this approach is not always very accurate and can be a time-consuming
process. To cope with the above-mentioned issues, Guillaume et al. proposed to
substitute the original Jacobian matrix 𝚼 with a so-called pseudo-Jacobian matrix
𝚼+ [Guil 96]
!
ˆ
ˆ 1 𝜕 C 𝜀 ( 𝜽)
𝜕 𝜺(Ω 𝑘+𝑟 , 𝜽)
[:, 𝑖 ]
−1
−1/2
ˆ 𝜺(Ω 𝑘+𝑟 , 𝜽)
ˆ
ˆ = C 𝜀 ( 𝜽)
ˆ
−
C 𝜀 ( 𝜽)
(4.33)
𝚼+ (Ω 𝑘+𝑟 , 𝜽)
2 𝜕 𝜽ˆ [𝑖 ]
𝜕 𝜽ˆ [𝑖 ]
This pseudo-Jacobian matrix has two distinct advantages. First, only the derivatives of 𝜺 and 𝑪 𝜀 to the parameter 𝜽 occur. Since both of these quantities are
analytic functions of 𝜽, these derivatives can be easily computed without the need
for a finite-difference approximation. Second, it has been proven that 𝚼 and 𝚼+
yield the same stationary point and thus the same minimum of (4.26). Due to
these advantages, we use the pseudo-Jacobian matrix 𝚼+ for the computation of
the covariance matrix of the LBTLS estimator in (4.32).
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Starting from the calculated Cov{ 𝜽ˆ }, it is now possible to obtain the corresponding
uncertainty on the BLA estimate. This derivation starts from a linearisation
ˆ around its expected value obtained at the
of the parametric BLA GBLA (Ω 𝑘+𝑟 , 𝜽)
ˆ
parameter values 𝜃 = E{ 𝜽 }
ˆ ≈ GBLA (Ω 𝑘+𝑟 , E{ 𝜽ˆ }) +
GBLA (Ω 𝑘+𝑟 , 𝜽)

𝜕 GBLA (Ω 𝑘+𝑟 , 𝜽)
𝜕𝜽

( 𝜽ˆ − E{ 𝜽ˆ })

(4.34)

E{𝜽ˆ }

By applying the vec{•} operator on GBLA and by combining it with the following
property of the Kronecker product: vec{𝜌 𝜎 𝜏} = (𝜏𝑇 ⊗ 𝜌) vec{𝜎}, an expression for
the covariance matrix of the vectorised BLA matrix is obtained as follows

I𝑛 𝜃

ˆ
Cov{vec{GBLA (Ω 𝑘+𝑟 , 𝜽)}}
≈
!
!
𝐻
𝜕 GBLA (Ω 𝑘+𝑟 , 𝜽)
𝜕 GBLA (Ω 𝑘+𝑟 , 𝜽)
ˆ
⊗
Cov{ 𝜽 } I𝑛 𝜃 ⊗
𝜕𝜽
𝜕𝜽
ˆ
ˆ
𝜽

(4.35)

𝜽

We additionally have approximated the unknown expected value of the parameters
ˆ
E{ 𝜽ˆ } with the estimated parameters 𝜽.
The variances of GBLA [ 𝑗, 𝑖 ] can subsequently be derived from (4.35) by merely conˆ
sidering the diagonal values of Cov{vec{GBLA (Ω 𝑘+𝑟 , 𝜽)}}.
These variances are used
later in this chapter to visualise the uncertainty bounds on the estimated GBLA .
One has to be aware that they do not take into account the correlation between the
ˆ
different transfer functions that is described in Cov{vec{GBLA (Ω 𝑘+𝑟 , 𝜽)}}
by the
off-diagonal elements. Therefore, these (diagonal) variances potentially represent
an over- or underestimation of the actual multidimensional uncertainty volume.

4.3. A first simulation example: the SISO case
With this first example, we want to illustrate the performance of the LPM, the
LRM, the Vector Fitting (VF), and the LBTLS methods on an elementary SISO
system. The VF technique is a reformulation of the iterative Sanathanan-Koerner
method that employs rational basis functions instead of polynomials as weighting
functions [Gust 99, Hend 06]. To provide a fair comparison, we had to translate
the original VF technique from the transfer function level to the input-output
level (Appendix C).
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Figure 4.3.: The open-loop simulation configuration excited the linear dynamic
system 𝐺 ( 𝑗𝜔) with a known random-phase multisine input 𝑈 (𝑘)
and afterwards adds filtered (band-limited) Gaussian white noise
𝑁 (𝑘) = 𝐻 ( 𝑗𝜔) 𝐸 (𝑘) to retrieve the noisy output 𝑌 (𝑘).
We construct a continuous-time (Ω = 𝑗𝜔) open-loop system (Figure 4.3) that possesses the following dynamic responses for 𝐺 and 𝐻
𝐺 ( 𝑗𝜔) =
𝐻 ( 𝑗𝜔) =

0.1 (( 𝑗𝜔) 2 + 0.1 𝑗𝜔 + 625)
( 𝑗𝜔) 2 + 0.1 𝑗𝜔 + 100
39.5 ( 𝑗𝜔) 2

(4.36)

(( 𝑗𝜔) 2 + 3.8 𝑗𝜔 + 177.1) (( 𝑗𝜔)) 2 + 5.1 𝑗𝜔 + 316.8)

The input 𝑈 (𝑘) is chosen to be a full flat random-phase multisine with a Root
Mean Square (RMS) value of 1𝑉RMS . 1000 spectral lines are excited in a bandwidth
ranging from 0.005 Hz to 5 Hz. The simulation calculates the output response
𝑌 (𝑘) directly in the frequency domain which eliminates the leakage contribution
𝐿 ( 𝑗𝜔 𝑘 ). We can therefore focus entirely on the modelling capacities of the different
2 (𝑘).
methods for the transfer function 𝐺 BLA ( 𝑗𝜔 𝑘 ) and the output noise variance 𝜎𝑁
The noise signal 𝐸 (𝑘) originates from a zero-mean complex circular Gaussian
white noise source with a RMS value of 𝜎𝐸 = 0.01𝑉RMS . The results of 1000 MonteCarlo runs are averaged to deduce the general behaviour of all the methods. The
estimates are obtained with 𝑛ΔΩ = 5, 𝑛𝐺 = 4, 𝑛 𝑝 = 1, and 𝑛 𝐵 = 𝑛 𝐴 = 2.
A visual analysis of the bias on the averaged estimated transfer function 𝐺ˆ ( 𝑗𝜔 𝑘 )
(Figure 4.4) proved to be difficult. The LBTLS estimator, the LRM, and the
VF technique all provide a good fit. The LPM, however, is characterised by a
substantial approximation error in the vicinity of the strong resonance that is
present at 1.6 Hz. This discrepancy is caused by the lack of flexibility of the
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|G − ĜLPM |

3

4

1

2

3

4

5

40
Amplitude [dB]

Amplitude [dB]

40

40

0

0
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Figure 4.4.: The estimated transfer functions are averaged over 1000 Monte-Carlo
runs on the measured output spectrum. The results are compared
with the true 𝐺 ( 𝑗𝜔 𝑘 ) (−).

σ̂N2

|G(Ωk + δr )|
|G(Ωk )|

Ωk
Frequency

Figure 4.5.: Applying LBTLS on a single Monte-Carlo experiment results in out2 due to the presence of poleliers for the noise variance estimate 𝜎
ˆ𝑁
zero cancellations in the local model 𝐺 (Ω 𝑘 + 𝛿𝑟 ).
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polynomial model. It insufficiently captures the strongly resonant behaviour of
𝐺 ( 𝑗𝜔).
To better verify the modelling capacity of the different methods, the estimated
2 is compared with the theoretically applied noise variance
noise variance 𝜎
ˆ𝑁
2
2
|𝐻 ( 𝑗𝜔 𝑘 ) | 𝜎𝐸 . As it turns out, the LBTLS estimator is plagued by outliers in the
noise variance estimate (Figure 4.5) due to pole-zero cancellations that are present
in the local model 𝐺 (Ω 𝑘 + 𝛿𝑟 ). These cancellations do not influence the quality of
the transfer function estimate. The noise variance estimate, however, depends on
the residual error over the whole local frequency range and therefore is negatively
impacted by them.
To avoid the pole-zero cancellations, we propose to apply a (simple) model order
selection procedure during the local model estimation. By choosing the local
model order as low as possible, while keeping the model accurate, the occurence
of pole-zero cancellations is reduced to a minimum. Model selection is performed
with the Akaike Information Criterion (AIC) to deduce the ’correct’ model order [Akai 74]. The AIC selects the ’best’ model among a group of candidate
models. This model describes the local system dynamics accurately. At the same
time it remains parsimonious in the number of parameters because a penalty is
added for each parameter added to the model. The group of candidate models 𝑆
contains all possible combinations of model orders limited to the maximum order
𝑛𝐺 , 𝑛 𝑝 , 𝑛 𝐵 , and 𝑛𝐶 . For each possible model order belonging to 𝑆, the corresponding local model is derived using each of the local estimators. We retain the model
that minimises the AIC cost function [Ljun 98]

𝑉AIC (𝛼, 𝛽, 𝛾) = 𝑉LM 1 +
with 𝑉LM =

𝑛ΔΩ
Õ

𝑛𝜃



2𝑛ΔΩ + 1

(4.37)

|𝑌 (𝑘 + 𝑟) − 𝑌ˆ (𝑘 + 𝑟)| 2

𝑟 =−𝑛ΔΩ

where 𝑌ˆ (𝑘) is the predicted output generated with the estimated local model, and
𝑛 𝜃 is the number of unknown complex parameters.
Combining the local modelling techniques with the AIC procedure enables an
2 and the true noise
equitable comparison between the noise variance estimates 𝜎
ˆ𝑁
2
2
variance |𝐻 ( 𝑗𝜔 𝑘 )| 𝜎𝐸 (Figure 4.6). The following observations can be made
1. The 68 % confidence interval of the LBTLS estimator is centered around the
true noise variance. This indicates that this estimator is unbiased over the
whole frequency range.
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Figure 4.6.: The shaded areas represent the 68 % confidence interval of the estimated noise variances obtained by averaging 1000 Monte-Carlo runs.
The results are compared with the true noise variance (−).
2. For the LPM this unbiasedness disappears in the vicinity of the resonance
due to modelling errors.
3. The LRM resolves this modelling issue partly. It visibly introduces a bias in
the estimated noise variance at higher frequencies and still shows peaking
around the resonance.
4. VF removes the peaking phenomenon around the resonance, but maintains
a bias at higher frequencies.
From these observations it can be concluded that LBTLS is the estimator that
overall shows the best performance in retrieving an unbiased estimate of both
2 . This unbiased behaviour is conditioned to
𝐺ˆ ( 𝑗𝜔 𝑘 ) and the noise variance 𝜎
ˆ𝑁
the absence of pole-zero cancellations. They need to be prevented by applying a
model order selection procedure.

73

4. Local modelling techniques

4.4. Simulation example: the MIMO case
This section takes a closer look at two different properties of the LBTLS estimator
for a generic lightly-damped MIMO system. First, the influence of iteration on the
LBTLS estimates is studied. Secondly, the results are compared with existing local
modelling techniques [Pint 10b, Voor 18]. Three different estimators are used in
this comparison: the LPM, the iterative LRM employing the Sanathanan-Koerner
method, and the iterative LBTLS estimator. In the remainder of this thesis, the
number indicated next to the methods designates the number of iterations used
during the estimation.
The simulated system possesses the dynamic behaviour of a lightly damped
mechanical system with the following model structure
G

[ 𝑗, 𝑖 ]

( 𝑗𝜔 𝑘 ) =

𝑛𝑝
Õ
𝑛=1

[ 𝑗, 𝑖 ]

𝑝 2𝑛

r𝑛

𝑗𝜔 𝑘 − 𝑝 𝑛

 + ( 𝑝 2𝑛 ) 𝐻

[ 𝑗, 𝑖 ] 𝐻
)

(r 𝑛

𝑗𝜔 𝑘 − 𝑝 𝑛𝐻



(4.38)

where 𝑛 𝑝 is the number of natural modes of the system, 𝑝 𝑛 are the pole locations
and 𝑟ˆ𝑛 ∈ C 𝑛𝑦 ×𝑛𝑢 are the residue matrices of the poles. All the poles have the same
relative damping equal to 1.25 10−3 and are equally spaced in the simulated frequency window. Observe that the residue matrix of each mode is multiplied with
𝑝 2𝑛 or ( 𝑝 2𝑛 ) 𝐻 such that a high dynamic range is obtained. The residue matrices are
chosen in a random way to ensure that each natural mode is expressed differently
for all input-output combinations. To not overcomplicate the simulation example,
the leakage contribution L is not included in the model. The output noise perturbation N(𝑘) originates from a zero-mean complex circular Gaussian white noise
source. It is added in the frequency domain in such a way that a SNR of 40 dB is
obtained at each frequency. In this simulation example, we consider a system with
2 inputs, 3 outputs and 𝑛 𝑝 = 9 natural modes (Figure 4.7).

Influence of iterating with the LBTLS estimator
To evaluate the impact of the number of iterations, we compare the LBTLS-5
estimate with the LBTLS-1 estimate using the initial values only. For each input
𝑈𝑖 (𝑘), we use a complex Gaussian white noise excitation with a RMS value of
1𝑉RMS in a bandwidth of 1 kHz to excite the system. G is estimated in the frequency
band [5 Hz, 1000 Hz] from the input-output data using the LBTLS estimator with
𝑛 𝐴 = 𝑛 𝐵 = 1. Visual inspection of the results with 𝑛 𝐴 = 𝑛 𝐵 = 2, shows that unwanted
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Figure 4.7.: Magnitude plot of the true system matrix.
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Figure 4.8.: Applying the proposed LBTLS estimator to a system with 2 inputs
and 3 outputs for a varying iteration count reveals that the largest
gain in accuracy by iteration occurs in the boundary regions. The
R2 MSE of the estimated Ĝ [1, 2] with LBTLS-1 (light blue +) and LBTLS5 (dark blue ×) is compared with the reference standard deviation of
the transfer function (grey −).

pole-zero cancellations occur in the regions with a small dynamic variation. This
in turn increases the modelling error. The width 𝑛ΔΩ of the frequency window
is chosen automatically by the algorithm based on the number of Degrees Of
Freedom (DOF) 𝑞 of the residual matrix as follows [Pint 12, Section 7.2.2.2]
𝑞 = 2𝑛ΔΩ + 1 − 𝑛 𝜃

=⇒

𝑛ΔΩ = ceil

n 𝑞 + 𝑛 𝜃 − 1o
2

(4.39)

In this simulation example, 𝑞 is chosen fixed and equal to 8 + 𝑛 𝑦 . Fixing 𝑞 ensures
that the obtained non-parametric estimates can be straightforwardly used for
further global identification purposes [Pint 12, Section 12.3.2]. Otherwise, a
good bookkeeping of the varying DOF should be kept to be able to calculate the
asymptotic properties of these global estimators.

To assess the goodness of fit of the estimated model, we compare the reference
standard deviation derived from the exact C𝑌 (𝑘) with the Relative Root Mean
Square Error (R2 MSE) of the estimated values, which is defined as




R MSE 𝑮ˆ [ 𝑗, 𝑖 ] ( 𝑗𝜔 𝑘 ) =
2
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v
u
u
t

2
𝑛exp ˆ [ 𝑗, 𝑖 ]
1 Õ
𝑮𝑙
( 𝑗𝜔 𝑘 ) − 𝑮 [ 𝑗, 𝑖 ] ( 𝑗𝜔 𝑘 )

𝑛exp

𝑙=1

𝑮 [ 𝑗, 𝑖 ] ( 𝑗𝜔 𝑘 )

(4.40)

4.4. Simulation example: the MIMO case
where Ĝ𝑙 ( 𝑗𝜔 𝑘 ) is the acquired estimate for the 𝑙 th Monte-Carlo run on the noisy
output spectrum. In this example, 𝑛exp = 100 Monte-Carlo realisations are performed. The reference expected value of the standard deviation is computed
using the noiseless regressor matrix of the LPM and the exactly known output
noise covariance matrix C𝑌 , which is possible in this simulation context [Pint 12,
Section 7.2.2.4]. For clarity, only one input-output combination is shown. It is
selected randomly from G (Figure 4.8). A good fit is characterised by a R2 MSE that
approximates the reference standard deviation well. Remark that this standard deviation of G [1, 2] contains resonances at 230 Hz, 510 Hz, 633 Hz and 749 Hz. These
correspond exactly to the anti-resonances of G [1, 2] (Figure 4.7). These resonances
are an artefact of the division of the standard deviation by G [1, 2] . Due to the lower
magnitude of G [1, 2] around the anti-resonance frequencies, potentially misleading
resonances are created. Fortunately, these artefacts do not affect the interpretation
of the results. Comparing the R2 MSE of the estimated Ĝ over the different MonteCarlo runs reveals that the LBTLS estimator, even without any iteration, provides
ˆ Nevertheless, iterating results in an
an accurate estimate of the parameters 𝜃.
improvement of the accuracy. This accuracy improvement is especially visible
near the boundaries of the considered frequency spectrum.

Comparison with the LPM and the LRM
We use the same simulation settings as in the previous section to analyse and
compare the performance of both the LPM [Pint 10b] and the LRM [Voor 18] with
the earlier obtained LBTLS estimate (Figure 4.9). In the case of the LPM a 4th
order polynomial is used with 𝑞 = 8 + 𝑛 𝑦 . The same properties are used both for the
LRM and the LBTLS estimator. Furthermore, we apply the Sanathanan-Koerner
method with 5 iterations to the LRM to obtain a fair comparison with the iterative
LBTLS estimator.
As could be expected, the LPM provides an accurate estimation of G in the antiresonances and in the transition regions in between these anti-resonances and the
resonances (Figure 4.9a). However, a poor quality estimate is obtained for the
polynomial method in the resonance regions due to the limited modelling capacity
of the polynomial model. The inspection of G [1, 2] reveals that the number of
frequency bins that is present in the 3 dB bandwidth of the resonances ranges
from 1 to 11. The LPM requires at least 7 frequency bins in a resonance to ensure
that the approximation error remains sufficiently low [Scho 13]. The LRM-5
(Figure 4.9b) improves the modelling of the resonances significantly to reach a
performance that is comparable to the LBTLS-5 estimator.
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(a) The Local Polynomial Method.
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(b) The Local Rational Method.

Figure 4.9.: The R2 MSE of the estimated Ĝ [1, 2] using the LPM (red +) and the
LRM-1 (yellow +) is compared with LBTLS-5 (blue ×). Additionally,
the reference standard deviation is shown (grey −).
To further evaluate the performance of the different methods over the whole
frequency range, the values of the following cost function are compared for the
different estimators (Table 4.1)
𝑉cost =

𝐹
1Õ

𝐹 𝑘=1

vec{Ĝ( 𝑗𝜔 𝑘 ) − G( 𝑗𝜔 𝑘 )} 𝐻 C−1
vec{G} vec{ Ĝ( 𝑗𝜔 𝑘 ) − G( 𝑗𝜔 𝑘 )}

(4.41)

where 𝐹 is the total number of excited frequencies in the input signal, Ĝ is the
mean of Ĝ𝑙 taken over the Monte-Carlo runs and Cvec{G} is the reference covariance
matrix of the stacked G matrix. From Table 4.1, we conclude that the LPM is not

78

4.4. Simulation example: the MIMO case

𝑉cost
𝑛𝜃

LPM

LRM-1

LRM-5

LBTLS-1

LBTLS-5

2.71𝑒3
5

0.71
4

1.12
4

1.06
4

0.64
4

Table 4.1.: Cost function comparison for the MIMO simulation example.
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Figure 4.10.: The STD of the estimated Ĝ [1, 2] using the LPM (red +) is compared
with the LBTLS-5 estimator (blue ×). The reference standard deviation for one realisation is also depicted (grey −).
adapted to model resonant systems. A high value of the cost function is obtained
in that case (1000 times more) which results in a variability that is 30 times larger.
The LRM-1 and LBTLS-5 have a comparable performance to model these resonant
systems. Application of the LBTLS-5 estimator results in the lowest value of 𝑉cost .
Remark that iterating with the LRM increases the value of the cost function as has
been reported earlier in [Geer 16].
Another important feature of the LBTLS estimator is the capability to accurately
estimate uncertainty bounds on the acquired G. To verify that the derivation
of uncertainty bounds is indeed correct (Section 4.2), we compare the STandard
Deviation (STD) obtained with the LPM and the LBTLS-5 estimator for one single
Monte-Carlo run (Figure 4.10). We observe that the estimated standard deviation
overlaps well in the regions where the LPM provides a reliable fit. In the resonance
regions, LBTLS-5 lowers the modelling error and thus results in an uncertainty
bound estimation that is closer to the reference standard deviation.
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Figure 4.11.: Dividing the QR decomposition of W J into several QR decompositions for each output 𝑌 𝑗 greatly reduces both the computational
complexity and memory usage.

4.5. Numerically efficient computation
One of the original aspirations when developing the LBTLS estimator was to
ensure that it can be applied to large-scale MIMO systems. However, we rapidly
came up against the limits of the current implementation of the estimator. After
all, the estimated parameters are obtained by the calculation of the GSVD of the
matrix pair (W J, C) [Paig 86, Pint 98]. This GSVD algorithm starts with a QR
factorisation of W J. The computation of the upper triangular matrix R𝑊 𝐽 is the
most important one for the estimation of the parameter vector 𝜽 since
W J 𝜽 = Q R𝑊 𝐽 𝜽 ≈ 0 =⇒ R𝑊 𝐽 𝜽 ≈ 0

(4.42)

Unfortunately, this QR factorisation becomes computationally expensive whenever
a large amount of inputs and outputs is considered.
We propose to explicitly take advantage of the structure of the matrix W J to counteract the dimensional explosion (Figure 4.11). Instead of computing one single
QR decomposition of the whole matrix W J, as done in a generic GSVD implementation, we propose to calculate a separate (and smaller) QR decomposition for each
output 𝑌 𝑗 independently. Each upper triangular matrix R 𝑗 belonging to output
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𝑌 𝑗 can be divided into three parts. Each part describes a different projection.
The numerator coefficients are projected in the top triangle ( ), the denominator
coefficients in the bottom triangle ( ), and the mapping between these numerator
and denominator coefficients in the square (). Since the numerator coefficients of
the different outputs are modelled independently, and  can be used without
further modifications for the construction of R𝑊 𝐽 . Only for the denominator
part, one additional QR decomposition needs to be performed on the stacked
lower parts to compute the final projection Rden belonging to the denominator
coefficients.
To analyse the computational complexity of the proposed method, the number
of floating point operations (flops) needed to compute R𝑊 𝐽 is estimated. The
computational complexity of the QR decomposition is characterised 2 𝑚 𝑛2 flops
for a 𝑚 × 𝑛-matrix [Golu 12]. Straightforward application of the QR decomposition
on W J would therefore result in
h
i2


2 𝑛 𝑦 (2𝑛ΔΩ + 1) (𝑛 𝐴 + 1) + [(𝑛 𝐵 + 1) 𝑛𝑢 + (𝑛𝐶 + 1)] 𝑛 𝑦 = 𝑂 𝑛 𝑦 𝑛ΔΩ 𝑛2𝑢 𝑛2𝑦 flops (4.43)
while our proposed method results in
h
i2


2 𝑛 𝑦 (2𝑛ΔΩ + 1) (𝑛 𝐴 + 1) + (𝑛 𝐵 + 1) 𝑛𝑢 + (𝑛𝐶 + 1) = 𝑂 𝑛 𝑦 𝑛ΔΩ 𝑛2𝑢 flops

(4.44)

Analysing (4.43) and (4.44) shows that the proposed method effectively deflates
the computational complexity of the QR decomposition from a cubic dependence
on 𝑛 𝑦 to a linear one.
Remark that the dependency of the number of flops on the window width 2𝑛ΔΩ + 1
holds an additional dependency on 𝑛𝑢 and 𝑛 𝑦 . After all, 𝑛ΔΩ is chosen relative
to 𝑛 𝜃 and the DOF with (4.39). Since 𝑛 𝜃 = (𝑛 𝐴 + 1) + [(𝑛 𝐵 + 1) 𝑛𝑢 + (𝑛𝐶 + 1)] 𝑛 𝑦 , this
means that the dependency of (4.43) and (4.44) on 𝑛𝑢 and 𝑛 𝑦 increases with one.
Therefore, the original computational complexity of the QR decomposition is not
cubic with respect to 𝑛 𝑦 but quartic. As a consequence, the proposed method
converts this quartic dependency on 𝑛 𝑦 to a quadratic one. The dependency on 𝑛𝑢
becomes cubic and is not affected by the method.
If no noise is present at the input (as in the output-error framework) then a second
step can be applied to improve the numerical efficiency even further. In that case,
the matrices Λ and Φ 𝑗 of the column covariance matrix C𝑊 𝐽 in (4.22)-(4.24) are
zero. Consequently only a GSVD of the common denominator part is necessary
such that the dimensional explosion can be further reduced. The projection of
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the noiseless part of the matrix W J onto its null space is already performed once
the QR decomposition of W J is calculated. Therefore the block structure of the
resulting R𝑊 𝐽 matrix is used to increase the efficiency of the computation with
respect to the number of outputs [Van 91]. The original model equations (4.14)
are rewritten using the QR decomposition of W J as follows

WJ𝜽 = 𝑸

𝑹num
0

𝑹map
𝑹den + Δ𝑹den




𝜽 num
=0
𝜽 den

(4.45)

Rnum and Rmap are, respectively, the numerator and mapping part of R𝑊 𝐽 as
shown in Figure 4.11. 𝜽 num and 𝜽 den represent the numerator and denominator
coefficients. The input is not perturbed with noise in this case. Hence, only
the Rden part that corresponds to the denominator coefficients is affected by the
output noise through ΔRden . The GSVD is applied to the matrix pair (Rden + ΔRden ,
𝑛
Í𝑦
|𝑤 𝑗 | −1 Σ 𝑗 ) only. This retrieves an estimate for the denominator coefficients 𝜽 den .
𝑗=1

Afterwards, the numerator coefficients 𝜽 den are obtained by manipulating the first
block row of (4.45) in the following manner
𝜽 num = −(Rnum ) −1 Rmap 𝜽 den

(4.46)

Remark that computation of (4.46) can also be done for each output separately by
making use of the block structure of R𝑊 𝐽 .
When all the above mentioned measures are combined, a computationally efficient
scheme results. This scheme allows to estimate MIMO systems with a large
number of inputs and outputs, within a reasonable time frame.

Application to a large-scale MIMO system
The effectiveness of the improved numerical scheme is illustrated on a large-scale
MIMO system with 100 inputs and 100 outputs. The same dynamic behaviour as
in (4.38) is used. Now, we set 𝑛 𝑝 = 100 such that the estimators are challenged to
describe a complex lightly-damped system. The LPM (2nd order polynomial), the
LRM-1 (𝑛 𝐴 = 𝑛 𝐵 = 1) and LBTLS-5 estimator (𝑛 𝐴 = 𝑛 𝐵 = 1) are applied to simulated
input-output data sets (Figure 4.12). The DOF is chosen equal to 8 for every
output independently.
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(a) The Local Polynomial Method.
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(b) Bootstrapped Total Least Squares.

Figure 4.12.: The error of the estimated Ĝ [42, 17] using the LPM (red •) and the
LBTLS-5 estimator (blue •) is compared with the true FRF (grey −).
Additionally, a zoomed-in view between 800 Hz and 900 Hz shows
the estimated Ĝ using the LPM (red ×) and the LBTLS-5 estimator
(blue ×).
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Average computation time

LPM

LRM

Efficient LBTLS

Traditional LBTLS

0.041 s

1.84 s

4.29 s

1.5 hours

Table 4.2.: Average computation time needed to estimate a local model at one
single frequency for a MIMO system with 100 inputs and 100 outputs.
In case of the LBTLS estimator and the LRM, the time for performing
one single iteration is displayed.
To compare the performance of the non-parametric G estimates, we visualise
the results obtained by the LPM and the LBTLS-5 estimator for one arbitrary
input-output combination Ĝ [42, 17] . The LRM-1 had a similar performance as
the LBTLS-5 estimator. Comparable results were also obtained for all the other
input-output combinations. Unlike the LBTLS-5 estimator, Figure 4.12 shows that
the LPM cannot adequately model the resonant behaviour of the system. Due
to the high number of inputs and outputs, the size of the local window 2𝑛ΔΩ + 1
is equal to 210. As a result, the system matrix G needs to be modelled over a
broad frequency range which is challenging for the polynomial models. One
possible solution would be to increase the order of the polynomials. This generally
improves the modelling capabilities of the LPM. Unfortunately, increasing the
order negatively impacts the estimate. A larger order results in a wider local
frequency window in which the dynamic behaviour of G varied even more.
Comparing the computation time for each method on an Intel Xeon E5-2630 v3
@2.4 GHz processor-based Windows computer (Table 4.2), reveals that the LBTLS
estimator requires an increased computation time when compared with the LPM
and the LRM (Table 4.2). This increase is significantly reduced by implementing
the numerically efficient scheme that was outlined earlier in this section. In the
end, the efficient BTLS implementation is only a factor 2.33 slower than the LRM.
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4.6. Systems operating in feedback
Up to now, we always have assumed that the input U(𝑘) of the system was noiseand distortion-free. This condition is rarely met in practice. Multiple systems
are mostly working in synergy to implement particular functionalities. In most
control applications, the system is embedded in a feedback configuration, resulting
in a dependency of the actual input of the system on both the actuator and the
system dynamics. In these situations, the input is surely perturbed with noise
and nonlinear distortion. The suggested local modelling techniques are then
not applicable. A slight adaptation of the methods, however, enables one to
apply these techniques for the identification of systems operating in feedback
(Figure 4.13) [Pint 13].
The identification of MIMO systems operating in feedback requires the exact
knowledge of the 𝑛𝑟 succesively applied reference signals 𝑅𝑖 (𝑘) (𝑖 = 1 ... 𝑛𝑟 ). This
requirement is fulfilled in the vast majority of simulation/measurement scenarios.
Instead of applying the local modelling techniques directly from the perturbed
input U(k) to the perturbed output Y(k), we use an intermediate modelling step
that models Y(𝑘) and U(𝑘) as a function of R(𝑘)


  BLA


 
 

Y(𝑘)
GR→Y (Ω 𝑘 )
LR→Y (Ω 𝑘 )
NR→Y (𝑘)
DR→Y (𝑘)
= BLA
R(𝑘) +
+
+
U(𝑘)
GR→U (Ω 𝑘 )
LR→U (Ω 𝑘 )
NR→U (𝑘)
DR→U (𝑘)

(4.47)

which can be rewritten using the stacked input-output vector Z(𝑘) as follows
Z(𝑘) = GBLA
R→Z (Ω 𝑘 ) R(𝑘) + LR→Z (Ω 𝑘 ) + NR→Z (𝑘) + DR→Z (𝑘)

(4.48)

Since the reference signals are unperturbed by noise and nonlinear distortions,
local modelling techniques can be applied to (4.48) without introducing a bias.
Using the estimated properties it is then possible to derive the BLA from U to Y
BLA
BLA †
GBLA
U→Y (Ω 𝑘 ) = GR→Y (Ω 𝑘 ) (GR→U ) (Ω 𝑘 )

(4.49)

where •† is the pseudo-inverse of the matrix [Ben 03]. Starting from the blockdiagonal covariance matrix Cvec{GBLA } (Ω 𝑘 ) it is furthermore possible to derive
R→Z

uncertainty bounds on GBLA
U→Y (Ω 𝑘 ) [Pint 12, Appendix 7.F]
Cvec{GBLA } (Ω 𝑘 ) = 𝝆 Cvec{GBLA } (Ω 𝑘 ) 𝝆 𝐻
U→Y
R→Z

𝑇
BLA †
with 𝝆 = (GR→U ) (Ω 𝑘 ) ⊗ [I𝑛𝑦 − GBLA
U→Y (Ω 𝑘 )]

(4.50)
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Figure 4.13.: MIMO system operating in a feedback configuration.
Introducing the known reference signals in the local modelling techniques elegantly converts the closed-loop identification problem to the output-error framework. As shown in (4.49) and (4.50), only two post-processing steps are required
to deduce from the augmented modelling in (4.47) a consistent estimate of the
BLA and uncertainty bounds.

4.7. Measurements on the tailplane of a glider
The application of the proposed technique to a realistic measurement example
is indispensable to illustrate the (dis)advantages of the proposed technique in
an experimental setting. Therefore, the resonant behaviour of the tailplane of a
glider is characterised using the previously described local modelling techniques.
In this section, we describe the measurement setup and provide a measurement
comparison between the LBTLS, the LPM and the (iterative) LRM.

The measurement setup
The system under test is the tailplane of a glider that is connected to a wall
via its central mounting points (Figure 4.14a). The tailplane is excited by two
mini-shakers (B&K 4810) and the responses are measured at 5 different locations
using impedance heads (B&K 8001) and accelerometers (B&K 4371). Both the
generation (HPE 1445A) and acquisition (HPE 1430A) of the different signals is
carried out by the VME eXtensions for Instrumentation (VXI) measurement system
(Figure 4.14b). The output signal of the arbitrary waveform generators needs to be
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(a) The tailplane of the glider.

(b) Measurement setup. Sensors 1 and 2 record forces, sensors 3, 4 and 5
record accelerations.

Figure 4.14.: The VXI measurement setup makes it possible to identify the resonant behaviour of the tailplane of a glider.
amplified before application to the mini-shakers. Additionally, a power resistor
(18 Ω/5 W) is connected in series to the shaker to reduce the inductive effects of
the shaker on the amplifier’s output. The recorded signals are amplified using
charge amplifiers and buffered before being applied to the acquisition channels.
Unlike the simulation examples, the output-error framework is invalid due to
feedback introduced by the dynamic interaction between the mini-shakers and
the glider’s tailplane. To cope with this issue, two impedance heads (1 and 2)
are connected directly between the output of the mini-shakers and the excitation
points of the tailplane. These impedance heads record the force signals 𝑈1 (𝑘) and
𝑈2 (𝑘) that are truly applied to the system. As output signals Y, the accelerations
at three different positions (3, 4 and 5) are recorded. The main advantage of the
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VXI system is that all the different generation and acquisition modules share the
same internal clock. This ensures that all the signals are synchronised and use the
same fixed sampling frequency. This is needed to reliably convert the recorded
signals from the time domain to the frequency domain using the DFT.

Comparison between LBTLS, the LPM and the LRM
Using the described measurement setup, filtered Gaussian white noise with a
cutoff frequency of 100 Hz is applied as reference signal to both mini-shakers.
Remark that due to the aperiodic nature of the reference signals, the leakage
term L will also have to be estimated during the modelling stage. In this setup,
both noise and nonlinear distortions disturb the measured signals U and Y. We
deliberately apply enough force onto the tailplane of the glider to make sure that
a fair amount of nonlinear distortion is present in the measurement data. This
allows to verify how the proposed technique behaves in an experimental setting
where the Signal-to-Noise and Distortion Ratio (SNDR) is lower than 20 dB. A
data set was obtained with a total measurement time of 108 s using a sampling
frequency of 305 Hz. To generate a reference estimate, the LPM was applied to the
complete data set using a 4th order polynomial for both G and L.
The main goal of the local modelling techniques is to generate a reliable estimate
when the amount of available data is limited. Therefore, we restricted the length
of the data set to one tenth of the total measurement time and subsequently
applied the LPM (4th order polynomial), the LRM (𝑛 𝐴 = 𝑛 𝐵 = 𝑛𝐶 = 1) and the
LBTLS estimator (𝑛 𝐴 = 𝑛 𝐵 = 𝑛𝐶 = 1) on this shortened data record (Figure 4.15).
The cost function defined in (4.26) is calculated to compare the obtained results.
The outcome is that the LPM captures the dynamic behaviour less well than the
LBTLS-5 estimator (Table 4.3). Again, the LRM-1 and LBTLS-5 have a comparable
performance in modelling the resonant behaviour of the system. To further
evaluate the performance of the different techniques, we zoom in on the first
resonance and anti-resonance of Ĝ [4, 1] (Figure 4.16). This zoomed-in view reveals
that the LPM behaves poorly in estimating the resonance, while the LBTLS-5
and the LRM-1 improve this estimation. In other regions, there is no significant
difference between the three methods.
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Figure 4.15.: The non-parametric estimate Ĝ obtained with LBTLS-5 (blue ×) and
the LPM (red ×) is compared with the reference estimate (grey −).

𝑉cost
𝑛𝜃

LPM

LRM-1

LRM-5

LBTLS-1

LBTLS-5

153
5

85
4

124
4

92
4

79
4

Table 4.3.: Values of the cost function (4.26) for the different methods applied to
the measurement example.
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|Ĝ[4, 1] | [dB]
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Figure 4.16.: Zoomed-in view of the first resonance and anti-resonance of G [4, 1] .
The reference estimate (grey −) is compared with the non-parametric
Ĝ [4, 1] obtained using the LBTLS-5 estimator (blue ×), the LPM
(red ×) and the LRM-1 (yellow ×).
The main difference between the LPM and the LBTLS estimator is observed in the
estimation of the uncertainty bounds (Figure 4.17)
- The LPM models the anti-resonances better in the frequency region between
40 Hz and 50 Hz. The reason for this behaviour is that the LPM models
each output independently with a different polynomial and thus is more
versatile in modelling these anti-resonances locally. The LBTLS estimator
on the other hand, shares a common-denominator part between all the
input-output combinations of Ĝ and L̂. Therefore, the uncertainty on these
parameters is common between the different input-output combinations.
Hence, the elevated STD estimate in the anti-resonance regions.
- The uncertainty of the LBTLS estimator is significantly lower in the resonance regions and in the higher frequency regions (> 70 Hz). It differs
significantly from the one obtained with the LPM. This difference is a result of the distinct model structure that models the rapid varying dynamic
behaviour better in the case of the LBTLS estimator.
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Figure 4.17.: When compared to the LPM, the LBTLS estimator reduces the approximation error significantly in the vicinity of the resonances. It
therefore results in a lower uncertainty. The standard deviation of
LBTLS (blue •) and the LPM (red •) are shown.
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4.8. Summary
This chapter presents a local rational modelling technique for the accurate estimation of the BLA and the corresponding uncertainty bounds. The technique
uses the Bootstrapped Total Least Squares (BTLS) estimator to obtain an unbiased
estimate of the local common-denominator rational representation of the BLA
GBLA and the leakage term L. Compared to existing local rational modelling
techniques, our technique provides a consistent estimate in each iteration The
iterative process is used to boost the weighting to obtain a nearly ML efficiency.
This is done at the expense of an increase in computational complexity. Furthermore, the curse of dimensionality is mitigated by taking explicit advantage of
the common-denominator structure which opens the scope of applications to
large-scale MIMO systems. The proposed technique has been thoroughly applied
to strongly resonant mechanical systems, both in simulation (on a 100 × 100 MIMO
system of order 100) as in practice (on the tailplane of a glider).
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5. Stability analysis of
VCO-based ΣΔ modulators
using the describing BLA
This chapter combines the local modelling techniques of chapter 4 with the
concepts of the Describing Function to suggest a combined approach for
the stability analysis of ΣΔ modulators excited by modulated signals. The
results of this chapter are being prepared for publication.
The stability analysis is a vital part that needs to be taken care of during the design
of ΣΔ modulators. Instability can generate spurious oscillations or can even result
in chaotic behaviour of the circuit. This disrupts proper functioning of the ΣΔ
modulator. Designers want to have access to tools that properly predict in advance
for which signals and amplitude levels a potential unstable behaviour manifests
itself.
In this chapter, we develop a stability analysis technique for Continuous-Time (CT)
ΣΔ modulators that incorporate a Voltage-Controlled Oscillator (VCO). This oscillator proves to be a key component to achieve an efficient implementation of the
multi-level quantiser. The VCO-based quantisers differ from their voltage-based
counterpart in the sense that they include an intermediate voltage-to-time conversion that is implemented by a ring oscillator. Our approach to the stability analysis
of such circuits uses the Local Polynomial Method (LPM), which was introduced
in chapter 4, in combination with the use of random-phase multisine excitations.
It extends the original Best Linear Approximation (BLA) theory to enable the
amplitude-dependent modelling that is inherent to the Describing Function (DF)
theory. The outcome of the study is the so-called Describing Best Linear Approximation (DBLA), an amplitude-dependent BLA model, that combines the benefits
of both theories. While the DBLA can be derived for any nonlinear PISPO system,
the DBLA of the internal quantiser is specifically used to predict the amplitude
level for which the VCO-based ΣΔ modulator potentially becomes unstable.
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5.1. Stability assessment
Stability is an important property of any (electronic) device used in an (electronics)
system. Its absence results in the creation of uncontrolled oscillations, circuit
saturation phenomena or even the destruction of the system. Unstable behaviour
always deteriorates the signal performance of the ΣΔ modulator and results in a
collapse of the Signal-to-Noise Ratio (SNR) and the Signal-to-Noise and Distortion
Ratio (SNDR). The goal of the stability analysis for ΣΔ modulators is to answer
the following simple question: is the designed modulator stable when converting
signals taken from a given class of inputs? Before we can answer this question, we
need to formally define what we mean by stability.
Depending on the stability definition, one can obtain a different answer to the stability question of the ΣΔ modulator [Risb 95, Suar 03]. For example, the first-order
ΣΔ modulator generates periodic limit cycles whenever a rational constant input
is applied [Schr 05]. This unwanted steady-state oscillation can be considered
to be unstable behaviour when taken from the user point of view. However, the
signal processing properties of the ΣΔ modulator remain primarily unaffected
in this case. To take these cases into account, the stability of a ΣΔ modulator
is defined as a condition on the quantiser input. To put it more clearly, the ΣΔ
modulator becomes unstable if the quantiser input starts oscillating uncontrollably with a rapidly increasing amplitude [Risb 95]. These uncontrolled oscillations may become unbounded for a purely mathematical description of the
ΣΔ modulator. In practice, circuit saturation will limit the amplitude. In the
past, several rules of thumb have been proposed both from the analytical or
the behavioural simulation viewpoint to maximise the stable input amplitude
range [Lee 87, Anas 89, Chao 90, Schr 93, Bour 03]. These rules mostly contain a
list of instructions to be followed during the design of the Noise Transfer Function (NTF). They are intended to avoid overloading of the quantiser as much as
possible.
Example Consider a third-order Discrete-Time (DT) ΣΔ modulator that has
the following NTF
NTF(𝑧) = (1 − 𝑧 −1 ) 3
(5.1)
It operates at a sampling frequency of 1 Hz with an Oversampling Ratio (OSR)
equal to 32. Visualising the NTF of this modulator (blue) reveals that a high
noise amplification (almost 20 dB) is achieved in the close vicinity of 𝑓𝑠 /2. This
amplification pushes the quantiser faster into overloading. As a consequence it
becomes more susceptible to instability and its stable input range is limited.
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One possible solution to enhance the stable input range is to lower the maximal noise amplification. This can be obtained by adding poles to the NTF
(red) [Schr 99]. The effect of this manipulation is best illustrated as follows. We
calculate the influence of the quantiser’s gain 𝑘 on the position of the poles
of the closed-loop transfer function. The result is visualised on a root locus
plot, shown below. The root locus plot shows that the closed-loop poles move
from the stable region, which is inside the unit-circle in the 𝑧-plane, to the
unstable region for a quantiser gain value that is equal to 0.5 for the NTF in
(5.1). The NTF with reduced high-frequency amplification lowers this value
to 0.325. Since the quantiser’s gain decreases as a function of the input signal
amplitude due to the presence of saturation in the circuit, a lower value means
that more overloading can be accommodated with. Thus, an extended stable
input range is obtained for the NTF with the poles added.
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The main culprit for instability is the saturation of the quantiser. Overloading
should be avoided as much as possible to avoid instability. This can be obtained
by a careful design of the NTF as was demonstrated in the example above. A
linear root locus analysis determines the value of 𝑘 for which instability occurs, but proves useless when it comes to predict how this gain changes as a
function of the input signal amplitude. This can be accomplished by the DF
model (chapters 2 and 3) as explained in Section 1.4. Current research into this
topic [Arda 87, Lota 08, Romb 13] mainly focusses on constant inputs, single-tone
and dual-tone sinusoids only. The goal of this chapter is to extend this analysis to
modulated signals. Due to the importance of the behaviour of the quantiser for the
stability analysis, our main focus lies on modelling the amplitude-dependent gain
of this quantiser. Before we dive into the explanation of our modelling approach,
we start by giving an explanation of the operation of VCO-based quantisation.
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5.2. VCO-based quantisation
Over the years, a lot of research has been devoted to increase the performance
of the ΣΔ modulators while keeping their power consumption to a minimum.
These research efforts encompass improvements on both the system- and the
circuit-level [Schr 05]. One of the more recent evolutions is a paradigm shift in
the implementation of multi-level quantisers. The Complementary Metal Oxide
Semiconductor (CMOS) downscaling brings problems for the analogue circuitry.
The analogue circuitry suffers from a lower intrinsic gain and a lower supply
voltage. This complicates the implementation of multi-level quantisers more and
more. The limited headroom that is available to discriminate between consecutive
voltage levels resulted in a lower SNR and more complex circuits. On the bright
side, this downscaling improves the performance of the digital circuitry as it
increases its speed and allows for a higher density.
Incorporation of a ring-based VCO in the quantiser of the continuous-time ΣΔ modulator alleviates the problems encountered due to the limited voltage headroom.
It also narrows the boundary between the analogue and the digital world [Stra 08,
Park 09a, Baba 17]. An efficient, high-speed implementation of such a VCO-based
quantiser is proposed in [Stra 08] (Figure 5.1). Instead of performing the quantisation directly in the voltage or current domain using the voltage/current levels
of the analogue input signal 𝑣 in , the VCO-based quantiser uses a two-step architecture. First, the input signal is converted to a frequency modulated high-speed
digital signal. It does so using a 𝐾-stage voltage-controlled ring oscillator. The
frequency of this oscillating signal becomes directly proportional to the magnitude
of 𝑣 in . To obtain this, the delay of each inverter stage is controlled. Next, the
output of every inverter stage is connected with digital circuitry (two D flip-flops
and one XOR gate). The first D flip-flop samples the output signal, while the
second one acts as a storage element of the previously sampled value. The XOR
gate verifies whether or not a transition from a logic 0 → 1 or 1 → 0 has happened
relative to the previous sampling instant. The total number of inverter stages that
undergo a transition within one clock period 𝑇𝑠 depends on the delay occuring
in each stage and is set by 𝑣 in (Figure 5.2). It therefore corresponds to a sampled
digital representation of the input voltage.
This highly digital alternative solution has the additional advantage that these
VCO-based quantisers automatically incorporate first-order noise shaping of the
quantisation noise. This behaviour becomes apparent when we take a look at
the equivalent model of the VCO-based quantiser (Figure 5.3). The input of the
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Figure 5.1.: The VCO-based quantiser samples every intermediate stage of the
ring oscillator independently to achieve multi-level quantisation.

Figure 5.2.: The VCO-based quantiser counts the total number of inverter stages
that have transitioned during one clock period (indicated in red). The
horizontal grey line in between two stages indicates which inverter
stage is currently in transition.
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Figure 5.3.: Model of one inverter stage of the VCO-based quantiser in Figure 5.1.
quantiser is first shaped by the nonlinear voltage-to-frequency transfer characteristic of the VCO. Next, it is converted to a phase signal (cycles) by the VCO
that acts as a phase integrator. The phase signal is consequently sampled and
fed to a differentiator to obtain the frequency at which the VCO runs. Due to the
finite number of delay cells that are present in the VCO, phase quantisation occurs
during the sampling operation. In the model of Figure 5.3, it is modelled by an
additive quantisation noise source 𝑞(𝑛). Using the star operator •★, as introduced
in Appendix A, the equivalent Signal Transfer Function (STF) and NTF can be
obtained if we assume linear operation of the circuit
h 𝐾VCO
i★
𝑌 (𝑧) = (1 − 𝑧 −1 )
𝑉in (𝑠)
+ (1 − 𝑧−1 ) 𝑄(𝑧)
𝑠
i★
h
= 𝐾VCO (1 − 𝑒 −𝑠𝑇𝑠 )/𝑠 𝑉in (𝑠) + (1 − 𝑧−1 ) 𝑄(𝑧)
| {z }
|
{z
}
NTF(𝑧)
STF(𝑠)

(5.2)
(5.3)

where 𝑉in (𝑠) is the Laplace transform of 𝑣 in (𝑡), and 𝑌 (𝑧) and 𝑄(𝑧) are, respectively,
the Z-transform of 𝑦(𝑛) and 𝑞(𝑛). From (5.3) it becomes apparent that the VCObased quantisers automatically implement a first-order noise shaping, while the
STF corresponds to a constant gain factor for frequencies 𝑓 << 𝑓𝑠 = 1/𝑇𝑠 .
The main problem that nowadays limits the performance of VCO-based quantisers
is the presence of the nonlinear VCO transfer characteristic [Park 09a, Voel 14,
Xing 15, Baba 16]. As a first step in the BLA-based stability analysis of VCO-based
ΣΔ modulators as proposed here, we apply a multisine excitation to the VCO-based
quantiser. This signal is used to extract the generated amount of quantisation
noise and of nonlinear distortion. To do this in an accurate way, we have to get rid
of the noise leakage. This is the subject of next section.
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5.3. Noise leakage reduction using local
modelling techniques
The introduction of a time window is inescapable to accurately analyse the behaviour of a ΣΔ modulator [Schr 05]. Remember that only output signals 𝑦(𝑡) that
are exactly periodic within the observation time window result in a leakage-free
output spectrum 𝑌 (𝑘). We expect that if we apply periodic repetitions of a finite
length signal to a noise-free system, the output response is identical for every
repetition of the signal. However, the random nature of the quantisation noise
produced by a ΣΔ modulator results in an aperiodic output response even though
a periodic input signal is applied. This aperiodicness of the noise in turn results
in noise leakage in the output spectrum 𝑌 (𝑘) (see Section 4.1). In most cases,
this noise leakage can be safely ignored since it is small compared to the actual
noise contribution. For ΣΔ modulators, an accurate analysis of the in-band noise
densities requires to reduce the noise leakage [Schr 05, Appendix A]. Due to the
high-frequency noise amplification, there can potentially be a large difference
between the in-band and out-of-band noise densities (> 80 dB) as is demonstrated
in Figure 1.7a. The noise leakage of the amplified out-of-band noise can then
dominate the in-band noise density. This results in a wrong determination of the
actual in-band quantisation noise densities. A widely-used method to reduce the
effect of spectral leakage involves the multiplication of the time-domain output
signal with a non-rectangular window before applying the Discrete Fourier Transform (DFT) transform [Harr 78]. These time windows are mathematical functions
that are only defined over the total length of the observation time window, are zero
at the edges, are mostly symmetric, and reach a maximum right in the middle of
the observation time window. They ensure that the noise leakage can be reduced
to properly assess the noise shaping behaviour. Popular choices for such windows
are the Hann and the Hann2 window [Schr 05].
While time windowing results in a significant reduction of the noise leakage,
it also introduces spectral widening of discrete spectral lines. It is convenient,
both in simulation and in measurements, to use single-tone sinusoidal excitations.
Ideally, the single-tone should occupy only one bin 𝑘 exc in the output spectrum.
However, when applying a window, additional ’artificial’ contributions pop up on
the bins surrounding 𝑘 exc . In the case of a single-tone excitation, these windowing
artefacts can be easily ignored as we know exactly and beforehand on which bins
they manifest themselves. However, in the case of a multisine excitation, the
surrounding bins might already be occupied by excitation lines. This means that
a significant error is introduced when a window is applied.
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Example Consider a first-order discrete-time ΣΔ modulator with the same
topology as the one used in Figure 1.3. The simulated modulator has a sampling
frequency 𝑓𝑠 = 35.2 MHz and a bandwidth 𝐵 = 275 kHz. We record the response
to a single-tone and a flat random-phase multisine. We apply a Hann window
and obtain the following output spectra

These spectra reveal that the single-tone is still clearly visible while the windowing completely destroys the anticipated flattness of the multisine.

One solution to this problem is to increase the spectral resolution of the DFT.
We then determine the time-domain response 𝑦(𝑡) of the ΣΔ modulator to 𝑃
periods (repetitions) of the same multisine excitation. Converting these 𝑃 periods
simultaneously to the frequency domain as a single time record results in a
spectrum 𝑌 𝑃 ( 𝑝) (Figure 5.4). If the signal is perfectly periodic, 𝑌 𝑃 ( 𝑝) contains
𝑃 − 1 zero spectral lines in between the originally neighbouring spectral lines.
This is due to the increased spectral resolution. When taking 𝑃 periods, adjacent
spectral lines of the excitation are now spaced 𝑃 bins apart. These additional bins
can then be used to stash the windowing artefacts. As the spectrum of the Hann
window consists of 3 spectral lines only, the Hann window requires at least 3
periods to ensure that the excited bins of the multisine are not hampered by their
neighbours. If on top of that we want to characterise the in-band noise densities,
then at least 4 periods are needed. For a Hann2 window these numbers even
increase to respectively 5 and 6 periods.
From these examples it is clear that combining windowing with multisine excitations results in a significant simulation overhead. We want to reduce this overhead
to a minimum. For this purpose, we apply the local modelling techniques which
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Figure 5.4.: Top: steady-state response 𝑦(𝑡) and the corresponding DFT spectrum
𝑌 (𝑘). ↑: excited bins, ↑: nonlinear distortion, ↑: noise, ↑: noise leakage.
Bottom: the DFT spectrum 𝑌 𝑃 ( 𝑝) of 𝑃 = 4 consecutive periods of the
steady-state response with an increased spectral resolution. It results
in 𝑃 − 1 additional bins that pop up in between the original bins of
the output spectrum. These are only perturbed by the noise and the
noise leakage.
are introduced earlier in chapter 4. These techniques require minimally two
periods of the multisine excitation while being able to characterise the in-band
noise densities and the in-band nonlinear distortion levels. This already halves
the simulation time in comparison with the Hann window. The method we apply
is called the ’fast method’ [Pint 11].

The fast method
The fast method starts from the same input-output DFT spectra of 𝑃 periods
of the steady-state response U 𝑃 ( 𝑝) and Y 𝑃 ( 𝑝) to a multisine excitation as before. It makes extensive use of the observation that, for Periodic-In Same PeriodOut (PISPO) systems excited with periodic signals measured over an integer
number of periods (L𝐶 (Ω 𝑘 ) becomes zero), nonlinear distortion only manifests
itself at frequencies that are affine combinations of the original excited frequencies
(Figure 5.4) [Pint 12]. Therefore, the additional bins in Y 𝑃 ( 𝑝) carry no periodic
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contributions. They exclusively contain noise contributions N 𝑃 ( 𝑝) and noise leakage contributions LN𝑃 (Ω 𝑝 ). The idea used here is to apply the local modelling
techniques introduced earlier in Chapter 4. Since neither the STF nor the NTF
contain resonances within the signal bandwidth [Schr 05], we have chosen the
LPM to model the local dynamic variations in relation to frequency. Remark that
if 𝑃 is a non-integer number, or the input and output signals are aperiodic within
the observation time, it is no longer possible to distinguish the contribution of the
noise from the nonlinear distortion.
Starting from the output Y 𝑃 ( 𝑝) and the noise- and distortion-free input U 𝑃 ( 𝑝),
the fast method uses a two-step procedure to (Figure 5.5)
1. Obtain an estimate for the noise leakage L̂N𝑃 (Ω 𝑘 𝑃 ) and the noise covariance
matrix ĈN𝑃 (𝑘 𝑃).
2. Retrieve an estimate for the BLA ĜBLA (Ω 𝑘 𝑃 ) and the covariance matrix of
the nonlinear distortion ĈD𝑃 (𝑘 𝑃).
This procedure is repeated for every excited frequency Ω 𝑘 𝑃 .

Step 1: Retrieve the noise information using a local noise model
Suppose that we work at the excited frequency bin 𝑘 𝑃. As explained earlier, the
output spectrum Y 𝑃 is only perturbed by the noise and the noise leakage at the
bins around 𝑘 𝑃
Y 𝑃 (𝑘 𝑃 + 𝑟 n ) = LN𝑃 (Ω 𝑘 𝑃+𝑟n ) + N 𝑃 (𝑘 𝑃 + 𝑟 n )
(5.4)
where 𝑟 n belongs to the set Z \ {𝑛𝑃 | 𝑛 ∈ Z}. By exclusively using these additional
non-excited bins, we can locally approximate the noise leakage with a polynomial
model
𝑛𝐿
Õ
LN𝑃 (Ω 𝑘 𝑃+𝑟n ) = LN𝑃 (Ω 𝑘 𝑃 + 𝛿𝑟n ) = L̂N𝑃 (Ω 𝑘 𝑃 ) +
ℓ𝑘𝑚 (𝛿𝑟n ) 𝑚
(5.5)
𝑚=1

where
is the local noise leakage contribution, and ℓ𝑘𝑚 are the unknown
polynomial model coefficients that model the dynamic variations of the noise
leakage within the local model. These coefficients are estimated, together with
L̂N𝑃 (Ω 𝑘 𝑃 ), by substituting (5.5) in (5.4). The resulting equation is evaluated in the
first 𝑛noise non-excited bins to the right and to the left of Y 𝑃 (Ω 𝑘 𝑃 ) This results in an
overdetermined set of linear equations that is solved in linear least-squares sense.
The covariance matrix ĈN𝑃 (𝑘 𝑃) is retrieved from the residuals of this estimation
procedure.
L̂N𝑃 (Ω 𝑘 𝑃 )
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Figure 5.5.: The fast method is a two-step procedure. It first removes the noise
leakage and estimates the in-band noise variance (𝑛noise = 5). Next, it
retrieves the BLA and the in-band nonlinear variance (𝑛ΔΩ = 3).
↑: excited frequency for which the estimation is performed, ↑: nonlinear distortions, ↑: noise, ↑: noise leakage, −: estimated local model.
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Step 2: Retrieve the BLA and the covariance matrix of the nonlinearities
The leakage present in the original spectrum is then removed using the results
from step 1. The estimated noise leakage L̂N𝑃 (Ω 𝑘 𝑃 ) is subtracted from Y 𝑃 (𝑘 𝑃) at
every excited frequency bin
(5.6)

𝑃
Ycorr
(𝑘 𝑃) = Y 𝑃 (𝑘 𝑃) − L̂N𝑃 (Ω 𝑘 𝑃 )

𝑃 (𝑘 𝑃) that is freed of the noise leakage if
This results in the corrected spectrum Ycorr
the compensation is perfect. This time, we evaluate the corrected output spectrum
at the excited frequency bins only
𝑃
Ycorr
(𝑘 𝑃 +𝑟 e 𝑃) = GBLA (Ω 𝑘 𝑃+𝑟e 𝑃 ) U 𝑃 (𝑘 𝑃 +𝑟 e 𝑃) + N 𝑃 (𝑘 𝑃 +𝑟 e 𝑃) + D 𝑃 (𝑘 𝑃 +𝑟 e 𝑃) (5.7)

where 𝑟 e ∈ Z. Similarly to what we did in step 1, we can locally approximate the
BLA with a local polynomial model
GBLA (Ω 𝑘 𝑃+𝑟e 𝑃 ) = GBLA (Ω 𝑘 𝑃 + 𝛿𝑟e 𝑃 ) = ĜBLA (Ω 𝑘 𝑃 ) +

𝑛𝐺
Õ

g 𝑘𝑚 (𝛿𝑟e 𝑃 ) 𝑚

(5.8)

𝑚=1

where ĜBLA (Ω 𝑘 𝑃 ) is the local BLA estimate, and the coefficient matrices g 𝑘𝑚 are
the unknown polynomial model coefficients that model the dynamic variations
of the BLA within the local signal model. These local model coefficients and
ĜBLA (Ω 𝑘 𝑃 ) are all estimated by substituting (5.8) in (5.7). The resulting equation
is then evaluated in the closest 𝑛ΔΩ excited bins that lie to the right and to the left
of Y 𝑃 (Ω 𝑘 𝑃 ). Again, this results in an overdetermined set of linear equations that
is then solved in linear least-squares sense. The residuals of this estimation pro𝑃 (𝑘 𝑃). The covariance
cedure are used to estimate the total covariance matrix ĈN+D
matrix of the nonlinear distortions ĈD𝑃 (𝑘 𝑃) is calculated by subtracting the earlier
𝑃 (𝑘 𝑃).
obtained noise variance ĈN𝑃 (𝑘 𝑃) from the toal variance ĈN+D

Application to a VCO-based quantiser
For illustration purposes, the fast method is applied to the VCO-based quantiser
that was shown in Figure 5.1. The results obtained with different windows (Hann,
Hann2 , Blackman) are compared. The quantiser is designed in Advanced Design
System (ADS) using a 0.18 𝜇m CMOS process with 1.8 V supply. It consists of
a current-starved VCO with 𝐾 = 7 inverter stages. Every intermediate stage is
sampled by a dynamic edge-triggered D flip-flop. The sampling frequency is
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Figure 5.6.: Comparison between the Power Spectral Density (PSD) of the output
signal obtained after application of the fast method using the LPM
(left) and the Hann window (right). ×: excited frequencies, ×: in-band
nonlinear variance, ×: in-band noise variance, ×: in-band additional
bins. The out-of-band quantisation noise (−) is indeed subject to
first-order noise shaping.
set to 1 GHz. Care has been taken during the design of the VCO to ensure that
the oscillation frequency does not exceed 500 MHz. This condition needs to be
satisfied to ensure that not all the inverter stages undergo a transition during
one sampling period. If this condition is not met, the digital output saturates
independently from the input control voltage. The multisine that excites the
system has a Root Mean Square (RMS) of 0.1 VRMS . It has a base tone frequency
𝑓0 of 250 kHz and excites 40 tones with a total resulting bandwidth of 10 MHz.
A transient simulation is performed to retrieve four periods of the steady-state
response to the multisine excitation.
Application of the fast method using the LPM (𝑛𝐺 = 𝑛 𝐿 = 2) and the Hann window
method on the simulated data reveals the differences that are present between
both methods even though they are fed with exactly the same data (Figure 5.6).
The LPM provides an accurate estimate of the PSD of the output at the excited
frequencies, together with the in-band noise variance and the in-band nonlinear
variance. The Hann window on the other hand generates unwanted contribution
to the left and to the right of the excited frequencies due to the presence of a wider
main lobe in its transfer function [Nutt 81]. Therefore, at least four periods are
needed to reveal the in-band noise with this window. Furthermore, the Hann
window only provides information about the in-band noise and completely fails to
recover the nonlinear distortion that is produced by the system. Remark that the
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Periods 𝑃

LPM

Hann

Hann2

Blackman

2
3
4
5
6
7

-132.85
-136.65
-138.20
-138.95
-140.22
-141.15

-139.96
-140.11
-140.22
-140.86

-141.73
-142.06

-141.44
-141.81

Table 5.1.: The average in-band noise PSD (10 log10 V2 /Hz) obtained with the LPM
and three commonly applied windowing techniques (Hann, Hann2
and Blackman) for different number of periods 𝑃.
in-band noise for this VCO-based quantiser should exhibit the same 20 dB/decade
slope as the out-of-band noise. However, this is not the case. As it turns out, the
reason for this is that the numerical accuracy of the simulator used is inadequate.
A consequence of this limited accuracy is a flattening of the in-band noise PSD.
Further lowering the transient simulation time step resolves this issue but would
result in an unreasonable simulation time.
To further evaluate the performance of the fast method when compared to the
commonly applied windowing techniques (Hann, Hann2 and Blackman) [Nutt 81],
we determine the average in-band noise PSD for a different number of periods
of the steady-state response (Table 5.1). From Table 5.1, we conclude that the
estimates for the average in-band noise PSD do not differ significantly for a given
number of periods. What does change substantially, however, is the minimal
amount of periods that is needed to acquire the in-band noise PSD. For example,
the Hann2 and Blackman window require a simulation time that is three times
larger when compared to the fast method.

Validity of the fast method for mixed-signal systems
Looking back on these results, it is remarkable that the fast method using the LPM
can be successfully applied to the VCO-based quantiser. After all, the quantisers
are mixed-signal systems. They contain a sampling operation that converts the
continuous-time signals to discrete-time sequences. If we want to model the behaviour of such a mixed-signal system in general, the model should be able to mix
contributions of spectra taken in the 𝑠- and 𝑧-plane. Hence, it needs to properly
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handle the not so trivial continuous-to-discrete-time transformation. Fortunately,
the Impulse Invariant Transformation (IIT) enables the transformation of the
mixed-signal behaviour to an equivalent representation in a single domain using
the following equivalence (Appendix A)
𝑧 = 𝑒 𝑠𝑇𝑠

or

𝑠=

ln(𝑧)
𝑇𝑠

(5.9)

as has been showcased earlier in (5.3). This equivalence discloses one major
obstacle in the parametric modelling of the STF and NTF: the model becomes
nonlinear in the parameters. If one would aspire to estimate a parametric model
starting from noisy input-output data that is valid over the whole frequency range,
a nonlinear optimisation scheme is required. This involves the generation of good
initial values to prevent local minima and requires an often tedious model order
selection procedure. The local modelling techniques, however, are less impacted
by this nonlinear dependence. As long as the dynamic variations in the narrow
local window are limited, polynomials are sufficient to model the dynamics. Due
to the IIT, polynomials in one variable, 𝑠 or 𝑧, can be used for this purpose as is
made clear by the local series expansion around every excited frequency 𝜔 𝑘
𝑧 = 𝑒 𝑠𝑇𝑠 = 𝑒 𝑗 𝜔𝑘 𝑇𝑠

+∞ 𝑛
Õ
𝑇𝑠

(𝑠 − 𝑗𝜔 𝑘 ) 𝑛

𝑛!

(5.10)

𝑛=0

This reasoning explains why we could apply the LPM effortlessly to the VCO-based
quantiser.

5.4. The Describing Best Linear Approximation
In our search of an approach for the frequency- and amplitude-dependent linear
approximation of nonlinear PISPO systems, we gradually recognised the local modelling techniques as a potential candidate to satisfy the goals specified earlier in
section 1.5. The requirement of no prior knowledge is automatically fulfilled since
the local modelling techniques only require the knowledge of simulated/measured
input-output spectra as input data. The previous section furthermore has shown
that the local context does also enable the modelling of mixed-signal systems.
Finally, the user interaction is also kept to a minimum. The only parameters that
the user needs to specify are the orders of the polynomials and the width of the
local window. A convenient way to include the signal-dependent behaviour within
the local modelling techniques is still to be found.
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Figure 5.7.: The DBLA estimation uses a two-dimensional grid (Ω 𝑘 , 𝜎 𝑗 ) as a function of the RMS value 𝜎 and the generalised frequency Ω. For every 𝜎 𝑗 ,
a random-phase multisine with 𝑃 periods is applied to the nonlinear
PISPO system to acquire the input-output data.
To accomplish this inclusion, we propose to use an n-dimensional extension of the
LPM, the so-called nD-LPM [Maas 17]. Originally, the nD-LPM was introduced for
the modelling of Linear Parameter-Varying (LPV) systems. It was meant to take the
effect of external parameter variations into account. One of the main assumptions
of the nD-LPM is that the LPV system varies smoothly as a function of the external
parameters. Relating this assumption to our problem setting, we assume here that
the amplitude dependency of the BLA approximation of the nonlinear system
varies smoothly as a function of the amplitude of the input signal. While this
assumption is not generally true for all nonlinear systems (e.g. chaotic systems),
it is valid for the considered class of PISPO systems. Following the lines of the
fast method introduced in Section 5.3, the proposed technique uses a two-step
procedure to implement the nD-LPM. We took the liberty to name this technique
the DBLA. As a preliminary, multiple periods 𝑃 of the input-output time-domain
response of the system under test to a random-phase multisine at different RMS
levels 𝜎 𝑗 are gathered by simulations/measurements (Figure 5.7). This creates a
two-dimensional grid (Ω 𝑘 , 𝜎 𝑗 ). A DBLA estimation is then performed at each grid
point (Ω 𝑘 , 𝜎 𝑗 ) individually.
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DBLA step 1: One-dimensional noise leakage removal
The whole reasoning starts from the fundamental equation (4.1). This time, it is
slightly adapted to explicitly express the amplitude dependency of the different
signals and transfer functions
Y 𝑃 (𝑘 𝑃, 𝜎 𝑗 ) = GDBLA (Ω 𝑘 𝑃 , 𝜎 𝑗 ) U 𝑃 (𝑘 𝑃, 𝜎 𝑗 )
(5.11)

+ L 𝑃𝑁 (Ω 𝑘 𝑃 )
𝑃

𝑃

+ N (𝑘 𝑃, 𝜎 𝑗 ) + D (𝑘 𝑃, 𝜎 𝑗 )
Since the noise leakage perturbation is only caused by the aperiodic nature of
the noise perturbation when performing the DFT, it depends only on the frequency and does not vary with the amplitude of the signal. Therefore, the same
one-dimensional estimation procedure as described in Step 1 of Section 5.3 can
be applied to the additional bins that are present in Y 𝑃 ( 𝑝, 𝜎 𝑗 ) to remove the
noise leakage (Figure 5.8) and obtain an estimate of the noise covariance matrix
ĈN𝑃 (𝑘 𝑃, 𝜎 𝑗 ) as before.

DBLA step 2: Two-dimensional DBLA estimation
The DBLA estimation starts from the corrected spectrum that is obtained at each
excited frequencie Ω 𝑘 𝑃 and corresponding frequency bin 𝑘 𝑃 separately
𝑃
Ycorr
(𝑘 𝑃, 𝜎 𝑗 ) = Y 𝑃 (𝑘 𝑃, 𝜎 𝑗 ) − L̂N (Ω 𝑘 𝑃 )

(5.12)

𝑃 (𝑘 𝑃, 𝜎 ) as a functo derive ĜDBLA (Ω 𝑘 𝑃 , 𝜎 𝑗 ) and the total covariance matrix ĈN+D
𝑗
tion of the frequency and the amplitude. Since the DBLA depends both on the
frequency and the amplitude, a two-dimensional Taylor expansion is used around
every grid point (Ω 𝑘 𝑃 , 𝜎 𝑗 ) (Figure 5.8)

GDBLA (Ω 𝑘 𝑃+𝑟e 𝑃 , 𝜎 𝑗+𝑡 ) = GDBLA (Ω 𝑘 𝑃 + 𝛿𝑟e 𝑃 , 𝜎 𝑗 + 𝛿𝑡 )
𝑛Ω Õ
𝑛𝜎
Õ
(𝑘, 𝑗)
=
𝜶 𝑣 𝑤 𝛿𝑟𝑣e 𝑃 𝛿𝑡𝑤

(5.13)

𝑣=0 𝑤=0

where 𝑟 e , 𝑡 ∈ Z. 𝛿𝑟e 𝑃 and 𝛿𝑡 describe, respectively, the local frequency and amp(𝑘, 𝑗)
litude variations. 𝜶 𝑣 𝑤 are the coefficients that model the two-dimensional
(𝑘, 𝑗)
local variations within the local model. The coefficient 𝜶00 corresponds to
DBLA
Ĝ
(Ω 𝑘 𝑃 , 𝜎 𝑗 ). In general, the model orders 𝑛Ω and 𝑛 𝜎 can be chosen small
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Step 1
1D noise leakage removal
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Figure 5.8.: The proposed DBLA estimation procedure consists of a onedimensional noise leakage removal (step 1) followed by a twodimensional DBLA estimation (step 2).
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(≤ 4) since the variations within the local window remain limited if the grid is
well chosen in both the frequency and the amplitude direction. The unknown
(𝑘, 𝑗)
𝑃 (𝑘 𝑃, 𝜎 ) are retrieved by substitutcoefficients 𝜶 𝑣 𝑤 and the total variance CN+D
𝑗
𝑃 (𝑘 𝑃, 𝜎 ) and solving the resulting overdetermined set of linear
ing (5.13) in Ycorr
𝑗
equations in linear least-squares sense.

|GDBLA (Ω, σ )| [dB]

Example To demonstrate the modelling capability of the proposed technique,
the DBLA of a multi-level quantiser (Figure 1.5) is determined and compared
with the corresponding DF. This multi-level quantiser has 32 distinct levels
(5 bits resolution) and can be explicitly described by a static staircaselike
nonlinear function 𝑦 = 𝑓 (𝑢) (Figure 1.6). The quantisation step is equal to
1/16 V. To determine the DBLA, the quantiser is excited at 40 distinct RMS
levels spaced logarithmically between −35 dBVRMS and 10 dBVRMS using the
same multisine. The multisine excitation contains 100 tones over a bandwidth
of 100 Hz with 𝑓0 = 1 Hz and 𝑓𝑠 = 1 kHz. During the estimation, three steadystate periods of the simulated output are used. All the model orders (𝑛 𝐿 , 𝑛Ω and
𝑛 𝜎 ) are chosen to be equal to one.
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Note the dynamic variations in the DBLA esimate. These variations cannot be
intuitively explained since a static nonlinear function does not exhibit dynamic
behaviour [Buss 75]. They are produced by the stochastic distortion contributions to the DBLA. These contributions add an uncertainty to the estimate of
the DBLA that appear to be ’dynamic’ variations around the main nonlinear
trend. At the expense of an increased simulation or measurement time, these
variations can be mitigated by averaging the results obtained from multiple
experiments with different phase realisations of the multisine excitation.
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For random zero-mean inputs with a Gaussian distribution the Random-Input
Describing Function (RIDF) is calculated as [Gelb 68]

𝑁𝑟 (𝜎) = √

∫+∞

1
2𝜋𝜎 3

−∞

 𝑢2 
𝑓 (𝑢) 𝑢 exp − 2 d𝑢
2𝜎

(5.14)

Linearised gain [dB]

Numerical integration of (5.14) yields the following RIDF that has a 1 dB compression point equal to −4.1 dBVRMS .
0
−5

RIDF
GDBLA ± σGDBLA

−10

−40

−30

−20 −10
σ [dBVRMS ]

0

10

The RIDF is compared with the 68 % confidence interval of the DBLA. This
interval is obtained by averaging the 𝐺 DBLA (Ω, 𝜎) as a function of the frequency.
For small values of 𝜎, the input signal only partly exceeds the quantisation
step. This results in a collapse of the linearised gain of the quantiser in this
region. As could be expected, the DBLA exhibits the same average compression
behaviour as the RIDF.

The DBLA of a VCO-based quantiser
Following the same lines of reasoning as in Section 5.3, the local modelling
approach can also be used here to estimate the DBLA of a mixed-signal system in
a single frequency domain (𝑧 or 𝑠). Here we choose the Laplace variable 𝑠. Again,
we explicitly assume that the two-dimensional dependency on the frequency and
input amplitude is smooth. This ensures that the partial derivatives with respect
th
to Ω and 𝜎 exist until the 𝑛th
Ω and 𝑛 𝜎 order.
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|GDBLA (Ω, σ )| [dB]
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Figure 5.9.: The DBLA (𝑛Ω = 𝑛 𝜎 = 𝑛 𝐿 = 1) of the continuous-time VCO-based quantiser depicted in Figure 5.1.
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Figure 5.10.: Estimated noise variance 𝜎𝑁
𝑗
2
𝜎𝑁
+𝐷 (𝑘, 𝜎 𝑗 ) (coloured) of the VCO-based quantiser.
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To verify the validity of this reasoning, we apply the proposed technique to the
earlier designed CMOS VCO-based quantiser of Section 5.3. The quantiser is
again excited by a multisine excitation that covers a bandwidth of 10 MHz with a
base tone frequency 𝑓0 equal to 250 kHz resulting in 40 spectral lines. Transient
simulations are performed to retrieve four periods of the steady-state response.
The quantiser is excited at 20 distinct RMS levels spaced logarithmically between
−30 dBVRMS and −10 dBVRMS using the same multisine excitation. The resulting
DBLA (Figure 5.9) shows that the continuous-time VCO-based quantiser has a
constant dynamic behaviour for low RMS values of the input. This behaviour
is in correspondence with the approximate linear STF that was derived in (5.3).
Nonlinear compression on the other hand is clearly visible with a 1 dB compression
point of −14.5 dBVRMS .
2 (𝑘, 𝜎 )
In addition to the DBLA, we also visualise the output noise variance 𝜎𝑁
𝑗
2
and the total output variance 𝜎𝑁
+𝐷 (𝑘, 𝜎 𝑗 ) in Figure 5.10. The noise contribution
remains fairly constant as a function of the input amplitude at an average variance
level of −81 dBVRMS . This noise variance level corresponds with the quantisation
noise power that is predicted by the linear system theory [Kim 09]. The total
variance increases significantly with increasing RMS levels. Similar to what was
found for the DBLA, the nonlinear distortion is also subject to compression for
higher input RMS levels [Wamb 13]. Note that for this specific example, it is impossible to calculate the RIDF of the complete system due to the complexity of the
underlying transistor models and the unavailability of an explicit mathematical
description. One of the major advantages of the proposed technique is that the
DBLA does not require such a mathematical description to be obtained. Only
simulated/measured input-output is needed to estimate the DBLA, the output
noise variance, and the output total variance simultaneously.

5.5. A DBLA-based stability analysis
The previous sections introduced the concept of the DBLA, the required two-step
estimation procedure, and the application on VCO-based mixed-signal quantisers.
In this section, we describe how the DBLA of the quantiser is used to perform the
stability analysis of the previous continuous-time ΣΔ modulator. The proposed
analysis makes the two following assumptions
1. The continuous-time ΣΔ modulator consists of a nonlinear quantiser surrounded by linear blocks as in Figure 5.11.
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Figure 5.11.: The continuous-time ΣΔ modulator of Figure 1.5 is approximated
linearly by the DBLA estimate of the quantiser.
2. The nonlinear quantiser is identified in open-loop using the method introduced in Section 5.4. This method uses random-phase multisine excitations
with a flat PSD. The embedding of the quantiser within a feedback loop
dynamically shapes the PSD of the quantiser’s input and makes it no longer
completely flat. Theoretically, the estimated DBLA is then no longer valid.
We assume that the effect of this dynamic shaping is limited. As a result, the
quantiser can be replaced by its linearised DBLA estimate and the estimated
noise and distortion components, which are obtained with flat random-phase
multisine excitations.
The main goal of the proposed stability analysis is to obtain the output RMS level
𝜎𝑌 as a function of the applied reference RMS level 𝜎𝑅 . When we combine these
with the knowledge of 𝜎𝑁 and 𝜎𝑁 +𝐷 , the SNR and SNDR curve can be calculated
as a function of 𝜎𝑅 . The modulator overloading level of the ΣΔ modulator is
obtained from an analysis of these curves [Schr 05].
Deriving the output RMS 𝜎𝑌 of the quantiser using the linear framework is a
straightforward task. It suffises to first evaluate the linear transfer function 𝐺 𝑅→𝑌
from the reference 𝑅 to the output 𝑌 and next integrate the result over the complete
bandwidth of the random-phase multisine
𝜎𝑌2 =

𝐹
1Õ

𝐹 𝑘=1

|𝐺 𝑅→𝑌 (Ω 𝑘 , 𝜎𝑈 )| 2 𝑆𝑟𝑟 (Ω 𝑘 , 𝜎𝑅 )

(5.15)

where 𝑆𝑟𝑟 is the auto-power spectrum of the input and 𝐺 𝑅→𝑌 is the closedloop linear transfer function from the reference to the output. Unfortunately,
𝐺 𝑅→𝑌 (Ω 𝑘 , 𝜎𝑈 ) depends on 𝐺 DBLA which in turn depends nonlinearly on 𝜎𝑈 . The
direct consequence of this dependency is that (5.15) cannot be evaluated directly.
An iterative scheme, that is similar to Algorithm 1 in Section 3.3, is proposed
to calculate the correct 𝜎𝑌 for a fixed 𝜎𝑅 (Algorithm 3). This algorithm takes
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Algorithm 3 Iterative algorithm for the derivation of the correct 𝜎𝑌 using the
DBLA estimate.
1. Initialise the iteration variable 𝜎𝑈 with the lowest RMS value used during
the DBLA estimation. By doing so, we make sure that the starting DBLA
corresponds with the underlying linear system.
2. Using the current value of 𝜎𝑈 , find the grid RMS 𝜎 𝑗 that is closest to 𝜎𝑈 . For
each frequency Ω 𝑘 , evaluate the model (5.13) that is identified earlier at the
closest grid point (Ω 𝑘 , 𝜎 𝑗 ). Derive 𝐺 DBLA (Ω 𝑘 , 𝜎𝑈 ) for this gridpoint.
3. Similarly to (5.15), use the interpolated model 𝐺 DBLA (Ω 𝑘 , 𝜎𝑈 ) to retrieve an
update of 𝜎𝑈
𝜎𝑈2 , new =

𝐹
1Õ

𝐹 𝑘=1

|𝐺 𝑅→𝑈 (Ω 𝑘 , 𝜎𝑈 )| 2 𝑆𝑟𝑟 (Ω 𝑘 , 𝜎𝑅 )

(5.16)

4. Verify whether or not |𝜎𝑈 , new − 𝜎𝑈 |/𝜎𝑈 remains below a specified maximum
relative error. If it does, stop the iterative loop and go to step 5. If not, set
𝜎𝑈 = 𝜎𝑈 , new and reiterate starting from step 2.
5. Using the final estimated value for 𝜎𝑈 , new , we retrieve 𝜎𝑌 via (5.15). For
the extraction of 𝜎𝑁 (Ω 𝑘 , 𝜎𝑈 , new ) and 𝜎𝑁 +𝐷 (Ω 𝑘 , 𝜎𝑈 , new ), a two-dimensional
local interpolation similar to (5.13) is applied to the noise variance and
total variance surface. An example of such surfaces is shown in Figure 5.10.
After shaping these interpolated noise and total variance surfaces with the
closed-loop transfer function, the level of the noise and nonlinear distortion
that is present in the output can also be derived.

advantage of the estimated local parametric models in (5.13) for interpolation
purposes. After all, these models already describe the ’best’ (in least-squares
sense) surface that describes the 𝐺 DBLA in the vicinity of every grid point (Ω 𝑘 , 𝜎 𝑗 ).
In the remainder of this section, the accuracy of the proposed iterative scheme
is assessed on two different continuous-time VCO-based ΣΔ modulators. Both
modulators are simulated using CppSim, a C++ behavioural simulator that was
developed for this purpose by Perrott et. al [Perr 97].
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Application to a VCO-based voltage-to-phase quantiser
As a first example, a VCO-based voltage-to-phase quantiser is evaluated (Figure 5.12) [Park 09a]. This type of modulator consists of a multi-stage voltagecontrolled ring oscillator, a sampled quantiser, a phase detector, and a DAC. The
difference with the original VCO-based quantiser in Section 5.3 is that the differentiator is not included. This transforms the quantiser’s STF from a constant in
the signal bandwidth to one that exhibits a dynamic integrative action 1/𝑠. The
sampling frequency of the quantiser is set to 1 GHz and 31 stages are present in
the ring oscillator which is equivalent to 5-bit quantisation. Additionally, the
behavioural model includes a static nonlinear polynomial dependency of the VCO
which was derived by Park et al. from Spectre simulations [Park 09a].
As a first step, the open-loop DBLA is determined (𝑛Ω = 𝑛 𝜎 = 𝑛 𝐿 = 2) from the
input 𝑢(𝑡) of the VCO to the output 𝑦(𝑛) of the phase detector using a multisine
excitation that contains 100 tones with a bandwidth of 10 MHz and 𝑓0 equal to
100 kHz (Figure 5.13). Transient simulations calculate three periods of the steadystate response of the system for 40 different RMS levels of 𝑢(𝑡) spread linearly
between −60 dBVRMS and −20 dBVRMS . This large number of distinct RMS levels
is needed to ensure that the nonlinear contributions in the compression region
can be estimated accurately. Otherwise the proposed iterative scheme is not able
to accurately predict the overloading level.
Analysing the resulting DBLA shows a dynamic behaviour that corresponds to
1/𝑠 due to the voltage-to-phase conversion of the ring-based VCO (Figures 5.13
and 5.14). Furthermore, the phase detector saturates from an input level 𝜎𝑈 equal
to −35.9 dBVRMS . This drastically degrades the quality of the estimated DBLA and
results in artificial resonances.
Applying the iterative scheme of Algorithm 3 to the voltage-to-phase quantiser
yields the closed-loop RMS values 𝜎𝑈 and 𝜎𝑌 as a function of the applied reference
RMS value 𝜎𝑅 . During the analysis, we consider that the DAC is a linear block
with a static gain in the signal bandwidth. For low reference RMS values, an
accurate fit is obtained between the iterative scheme (×) and simulations (−). In
the literature, the modulator overloading level is generally defined as the RMS
level for which the SNR shows a drop of at least 6 dB when compared to the maximal SNR level [Schr 05]. Simulation of the SNR curve for this voltage-to-phase
quantiser reveals that the modulator overloading level is situated at −9.5 dBVRMS .
Around the modulator overloading level, the iterative scheme deviates most with
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Figure 5.12.: The VCO-based voltage-to-phase quantiser implements a feedback
loop that consists of a ring-based VCO, a clocked quantiser, a phase
detector and a Digital-to-Analogue Convertor (DAC). No loopfilter
is included.
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Figure 5.13.: The DBLA (𝑛Ω = 𝑛 𝜎 = 𝑛 𝐿 = 2) of the open-loop VCO-based voltageto-phase quantiser.
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Figure 5.14.: Two cross sections of Figure 5.13 clearly show the linear (1/𝑠) and
nonlinear behaviour of the voltage-to-phase quantiser.
a maximum difference of around 2 dB for 𝜎𝑈 (left plot in Figure 5.15). When analysing 𝜎𝑌 (right plot in Figure 5.15), only a small discrepancy is visible between
the estimated and simulated results.
This example has shown that the signal-dependent DBLA in combination with
Algorithm 3 enables to predict the nonlinear dependence of 𝜎𝑈 and 𝜎𝑌 as a
function of 𝜎𝑅 . In the next example, the prediction capabilities for the SNR and
SNDR curves is assessed.

Higher-order VCO-based Sigma-Delta modulator
The final example is a higher-order VCO-based ΣΔ modulator as is shown Figure 5.16. The structure incorporates a dual-loop feedback, where the inner feedback loop is included to accomplish excess loop delay compensation [Cher 99b].
Excess loop delay is introduced by the non-ideal behaviour of the DACs and has
a destabilising effect. We consider in this example that the loopfilter is of 2nd and 4th -order [Park 09b]. This results in, respectively, a 3rd - and 5th -order ΣΔ
modulator. Remember that the VCO adds an additional integrator. The sampling
frequency is set to 950 MHz. Again, 31 stages are present in the ring oscillator
that has a nominal oscillation frequency of 250 MHz. The ΣΔ modulator is excited
with a flat random-phase multisine excitation. This multisine signal contains 100
tones with a bandwidth of 9.5 MHz with 𝑓0 = 95 kHz. The open-loop DBLA of the
quantiser (𝑛Ω = 𝑛 𝜎 = 𝑛 𝐿 = 2) is obtained by using three periods of the steady-state
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Figure 5.15.: The closed-loop simulated input RMS 𝜎𝑈 and output RMS 𝜎𝑌 (−)
is compared with results obtained using the proposed iterative
scheme (×).
response at 50 different RMS levels spaced logarithmically between −40 dBVRMS
and 0 dBVRMS (Figure 5.17). The number of RMS levels is determined by examining the uncertainty on the DBLA estimate. One has to ensure that the estimated
uncertainty does not contain sudden outliers. These outliers are mostly caused by
a coarse resolution that results in an approximation error.
To estimate the input 𝜎𝑈 as a function of the reference 𝜎𝑅 , a combination of
the resulting DBLA and Algorithm 3 is used. The comparison of the estimated
results (×) and the transient simulations of the complete 3rd - and 5th -order ΣΔ
modulators (-) lead to the following conclusions (Figure 5.18)
- In the case of the third order ΣΔ modulator, the estimated result largely
predicts the overall nonlinear trend.
- Simulations reveal that the fifth order ΣΔ modulator shows a more abrupt
transition towards the unstable region due to more agressive filtering. The
DBLA is unable to predict this abrupt transition since it assumes explicitly
that the amplitude dependency is a smooth function that can be modelled
by local polynomials.
To further evaluate the performance of the proposed method, we additionally
derive the SNR and SNDR curves for both ΣΔ modulators (Figure 5.19). The
biggest advantage of the 5th order modulator is that the SNDR is significantly
increased when compared to the 3rd order one. Analysis of the SNR curves reveals
that the linearised DBLA only provides a good prediction in the case of the 3rd
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Figure 5.16.: The higher-order VCO-based ΣΔ modulator implements a dual-loop
feedback system [Park 09b]. It consists of a voltage-to-frequency
quantiser, a double feedback loop each with a different DAC (Returnto-Zero and Non-Return-to-Zero), some additional gain blocks, and
a loopfilter 𝐻 (𝑠).
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Figure 5.17.: The DBLA (𝑛Ω = 𝑛 𝜎 = 𝑛 𝐿 = 2) of the open-loop VCO-based voltageto-frequency quantiser used within the higher-order ΣΔ modulator.

121

5. Stability analysis of VCO-based ΣΔ modulators using the describing BLA

−10
−30

Relative error [dB]

−20

0
−10
−20
−30
−40
−20

Input σU [dBVRMS ]

0

−10
−3.08 0
Reference σR [dBVRMS ]

0
−10
−20
−30
0

Unstable

Relative error [dB]

Fifth order

Unstable

Input σU [dBVRMS ]

Third order

Reference σR [dBVRMS ]

−10
−20
−30
−40
−20

−10
−3.39 0
Reference σR [dBVRMS ]

Figure 5.18.: The closed-loop simulated input RMS 𝜎𝑈 for both loopfilters (−) is
compared with results obtained from the proposed iterative scheme
(×).

order modulator. Remark that in the unstable region, the estimated results for
the SNR curves become more variable due to the stochastic nature of the noise
estimate. Unfortunately, a comparison of the SNDR curves shows that there is a
significant difference between the estimated and simulated results. The simulated
SNDR curves start to degrade at lower RMS levels than anticipated with the DBLA.
We believe this difference is related to the second assumption that is described on
page 115. Due to the feedback loop, the PSD of the quantiser’s input is shaped
dynamically. The effect of this dynamic shaping on the behaviour of the nonlinear
distortion is apparently significant and cannot be ignored. In the case of the
5th order modulator, this effect even influences the SNR curve. In future work,
we will investigate how the effect of this dynamic shaping can be included in
the estimation of the DBLA. The SNR and SNDR curves are subsequently used
to determine the modulator overloading level for both the simulations and the
proposed iterative scheme (Table 5.2). Comparing these numbers shows that the
estimated DBLA overloading levels are best determined using the estimated SNDR
curves.
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Figure 5.19.: Comparison between the simulated SNR and SNDR curves (−) and
the ones obtained with the proposed iterative scheme (×) and (×)
for both loopfilter orders.
The major advantage of the proposed iterative scheme are time savings (Table 5.2).
As with every modelling technique, an initial modelling time is required. This
includes the simulations of the open-loop quantiser and the DBLA estimation.
This effort needs to be performed only once but results in a much more timeefficient prediction whenever a loopfilter is added. Time-wise, it is therefore more
practical to use the DBLA to predict the signal-dependency of ΣΔ modulators
for different loopfilter orders and structures. Once the designer is satisfied with
the performance of a specific loopfilter, more accurate simulations need to be
performed only once to verify the actual behaviour of the ΣΔ modulator with
the chosen loopfilter topology. Following this scheme allows for an overal time
reduction by removing time-consuming simulations from the design flow.
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Fifth-order

Overloading

Simulations

−3.08 dBVRMS

−3.39 dBVRMS

DBLA - SNR
DBLA - SNDR

−0.79 dBVRMS
−2.69 dBVRMS

−0.62 dBVRMS
−2.63 dBVRMS

−2.29 dB

−2.01 dB

Simulations
DBLA estimation

3.8 s

3.9 s

0.32 s
× 50

×50

×50

16 s

190 s

195 s

Simulations

Third-order

Model time

Open-loop
quantiser

Max difference

Total
Simulation time
DBLA interpolation
No simulations
Total

50 × 2.3 s
+ 43 s
158 s

Table 5.2.: This table provides an overview of the simulated/estimated modulator overloading levels and the time it took to obtain the results in
Figures 5.17-5.19.
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5.6. Summary
In this chapter, we develop a stability analysis technique for VCO-based ΣΔ
modulators excited by modulated signals.
In a first stage, we introduce the fast method. This method uses the LPM in
combination with multisine excitations to estimate the BLA, the in-band noise
leakage, the in-band noise variance, and the in-band variance of the nonlinear
distortion. Next, we apply the fast method to a VCO-based quantiser and compare
the outcome with the results obtained with time windowing techniques. This
comparison shows that the fast method reduces the simulation/measurement time
without having to make concessions in terms of noise leakage reduction.
Building on the experience gained with the fast method, we propose a technique for the estimation of the frequency- and amplitude-dependent DBLA of
an arbitrary nonlinear PISPO system. As a preliminary, the technique requires
simulated/measured input-output data of the system under test at different RMS
levels of a multisine excitation. The technique performs the following two steps
subsequently using the LPM
1. Removal of the frequency-dependent noise leakage.
2. Derivation of the DBLA of the nonlinear PISPO system, together with the
characterisation of the noise and the nonlinear distortion.
In a final stage, we develop an iterative algorithm that uses the estimated DBLA
of the internal VCO-based quantiser to perform a stability analysis of the ΣΔ
modulator. The algorithm enables one to estimate the SNR and SNDR curves.
From these curves it is then possible to predict the modulator overloading level.
Throughout the chapter, both system-level and circuit-level examples are used to
showcase several aspects of the developed techniques.
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There is nothing like looking, if you want
to find something. You certainly usually
find something, if you look, but it is not
always quite the something you were after.
The Hobbit - J.R.R. Tolkien

The research that is described in this PhD thesis all started with an idea. This idea
was formed when I bumped into VCO-based ΣΔ modulators. As you can guess by
now, I wanted to use the knowledge about the Best Linear Approximation for the
analysis and design of these modulators. As with every research venture, it was not
at all straightforward to obtain the eventual solution. Research is a long and twisty
road, that possibly contains bumps and detours. It translates an idea into findings,
observations, solutions, and results. This chapter details the main conclusions
and the take-home messages. These are followed by possible directions for future
research to improve on and further develop the current findings.
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6.1. Conclusions
The main goal of this thesis is the development of a technique that analyses
the stability of continuous-time VCO-based ΣΔ modulators that are excited by
modulated signals. The pursuit of this goal led to different research contributions
which are summarised in the ’List of Publications’ on p. 145.
The first contribution is the development of an improved DF to describe saturation
phenomena in chapter 3. We propose to describe the actual saturation by a model
that fits a mathematical approximation to the measurements or simulations. The
advantage of fitting is that no assumptions about the actual saturation behaviour
need to be made. Large errors are therefore avoided if these assumptions would
be violated. Using this mathematical approximation, an accurate sinusoidal-input
and random-input DF is obtained that enables time-efficient computation.
Next, we showed how the proposed DF is beneficial for the nonlinear analysis
of circuits incorporating operational transconductance amplifiers. As it turns
out, saturation is the main phenomenon that dictates the nonlinear behaviour of
these circuits. However, the DF theory cannot be straightforwardly applied for the
nonlinear analysis of these circuits since they often consist of multiple saturating
elements. Therefore, two generally applicable iterative schemes were developed
that take these multiple nonlinear elements into account for Gaussian noise and
single-tone sinusoids. The proposed DF in combination with these schemes was
then applied successfully to a gm −C Tow-Thomas filter and a quadrature oscillator.
In both cases, the nonlinear effects were accurately predicted while getting rid of
the need for time-consuming simulations.
In chapter 4, we developed a local rational modelling technique to capture the
resonant behaviour of strongly resonant systems adequately. These local modelling techniques enable one to efficiently estimate the BLA non-parametrically
from input-output data in the frequency domain. They also provide a separation
of the steady-state response, the leakage contribution, the noise and the nonlinear distortion. Our developed technique uses the iterative Bootstrapped Total
Least Squares (BTLS) estimator to consistently estimate a local rational model.
Consistency is an important property since it ensures that both the estimate and
the corresponding uncertainty bound are correctly estimated. Several simulation
examples are used to highlight different aspects of the developed technique on
MIMO systems. To illustrate the power of our method, we also devised a measurement campaign that resulted in the successful characterisation of the highly
resonant behaviour of the tailplane of a glider.
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Furthermore, a numerically efficient scheme is proposed to apply the earlier
developed local modelling technique to large-scale MIMO systems. By taking
explicit advantage of the common-denominator parametrisation of the MIMO
system, it is possible to mitigate the curse of dimensionality and compute the local
BTLS estimate in a reasonable time. The effectiveness of this numerically efficient
scheme is illustrated on a 100 × 100 MIMO system of order 100.
Building on the experience gained with the DF and the BLA theory, chapter 5
details our efforts to accomplish the original idea and related goals described in
Section 1.5. The resulting technique, which we call the Describing Best Linear
Approximation, combines concepts from both theories and is largely based on the
local modelling techniques introduced in chapter 4. The resulting model captures
both the frequency- and the power-dependent behaviour of nonlinear PISPO
systems that are excited by random-phase multisines. The proposed technique
has some distinct advantages:
- Unlike the DF theory, the model is retrieved from simulated/measured inputoutput data and hence does not require prior knowledge of the system under
study. This enables the application of the technique both to the system- and
the circuit-level.
- The local nature of the technique allows to seamlessly mix continuous-time
signals with discrete-time sequences. This is required for the analysis of the
continuous-time VCO-based ΣΔ modulator.
- The frequency and power variations remain modest within a local window.
Therefore, a low order model structure is sufficient to obtain a good model.
This procedure is shown to require little to no user interaction.
- The technique additionally characterises the frequency- and power-dependent
variations of the noise and the nonlinear distortions. This further increases
the power of this tool to assess the (non-)ideal performance of the VCO-based
ΣΔ modulators.
Finally, an iterative scheme has been developed that performs a stability analysis.
More specifically, the modulator overloading level is predicted starting from the
DBLA of the nonlinear quantiser. This iterative scheme benefits greatly from the
estimated local models that are reused for interpolation purposes. Again, several
examples are used throughout chapter 5 to demonstrate the capabilities of the
developed techniques.
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6.2. Future work
Research is never truly completed. Therefore, this section suggests several improvements and extensions for the techniques developed during this PhD.

Further extension of local modelling techniques
The current local modelling techniques provide the choice between two model
structures: the polynomial or the rational model. The former is preferred to
consistently model regions with limited dynamic frequency variation. The latter
improves the local estimation of resonances. A possible improvement combines
both polynomial and rational models into one single model structure. This is
feasible when using improper rational functions. The degree of the numerator
polynomial is then larger than the degree of the denominator polynomial. This
approach is based on the observation that these improper functions can always
be rewritten as the sum of a polynomial and a proper rational function. Possible
extensions involve the
1. Application of the Local Bootstrapped Total Least Squares (LBTLS) technique to consistently estimate these improper rational functions for largescale Multiple-Input Multiple-Output (MIMO) systems.
2. Investigation of an efficient local model order selection procedure for these
MIMO systems.
Furthermore, pole-zero cancellations are to be avoided at all cost. As has been
shown in Section 4.3, they negatively impact the quality of the estimate. One
possible solution to prevent these cancellations would be to improve the numerical
conditioning of the BTLS estimation. Forsythe orthogonal polynomials can be
used to this end [Rola 95].
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Experiment design using adaptive sampling
The DBLA requires the acquisition of input-output data at a high number of different RMS levels to capture the behaviour of the system. Practically speaking, this
number is at least a few tens of levels. In the current implementation, we always
selected the RMS values on a linear or logarithmic grid. However, in practice we
often see that it is possible to leave some of these RMS values out without affecting
the quality of the estimate. This is especially true for RMS values that are located in
the linear region of the quantiser. The total simulation/measurement time would
therefore benefit from the use of an adaptive sampling scheme [Sack 89]. In adaptive sampling schemes, new samples are sequentially added to the sampling set
in the regions where the accuracy of the model is too low. In this way, an optimal
sample size can be reached iteratively. As a decision criterion, a whiteness test of
the residuals of the local model estimates can be used to decide whether additional
samples are needed to lower the model approximation error [Pint 12, Section 19.5].
To make these adaptive sampling schemes efficient, an updating/recursive implementation of the local modelling techniques needs to be developed. One possible
solution would be to use an updating QR factorisation within the local models
that are affected by the addition of a sample.

DBLA estimation using non-stationary signals
Another approach to possibly speed up the simulation/measurement time uses
time-varying estimation techniques [Pint 15]. Instead of applying different RMS
values independently to the system under test, an alternative would be to vary
the RMS value of the input multisine signal during the experiment (left plot in
Figure 6.1). This transforms the input signal in a non-stationary process that
inherently contains leakage. In the case of a linearly increasing RMS value, this
leakage expresses itself as hyperbolic functions (called skirts) in the frequency
domain (right plot in Figure 6.1). With the help of the local modelling techniques,
it is possible to model these skirts. The resulting skirt information can then be
used to identify the magnitude-varying transfer function. Ideally, this transfer
function should correspond to the DBLA. Our hope is that future implementation
of this technique will drastically decrease the simulation/measurement time of
the DBLA.
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Figure 6.1.: Left plot: multiple periods of a random-phase multisine excitation (×)
with a linearly increasing RMS value (−). Right plot: the time-varying
RMS creates skirts (×) in between the original excited frequencies (×).

Inclusion of additional variables within the DBLA estimation
During the stability analysis, we only include the frequency- and magnitudedependency in the DBLA. It would be interesting to see how the DBLA varies as a
function of additional variables such as the bandwidth of the multisine excitation,
the average value, etc. Also, the influence of other signal components on the
linearised DBLA can be studied. For example, we can include the magnitude and
frequency of a single-tone sinusoid superimposed on the multisine excitation. It
would then be possible to verify the effect of possible limit-cycles on the signalprocessing behaviour of the ΣΔ modulator.
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A. Mixing continuous-time and
discrete-time signals

Linear systems are intuitively described in the frequency domain by means of
their Transfer Function (TF). This description is obtained starting from the Laplace
transform of the input/output signals for Continuous-Time (CT) signals and the
Z-transform of these signals for Discrete-Time (DT) sequences. Unfortunately,
we cannot simply choose one of these transformations and carelessly apply it to
mixed-signal systems. The aim of this appendix is to provide the mathematical
tools that are needed for the rigorous analysis of mixed-signal systems. This
appendix is based on [John 55, Oppe 99, Ortm 06].

The effect of sampling
Consider the CT signal 𝑦 𝑐 (𝑡) that is sampled at a fixed time interval 𝑇𝑠 to retrieve
the datasequence 𝑦(𝑛) (Figure A.1)
𝑦(𝑛) = 𝑦 𝑐 (𝑛𝑇𝑠 )

(A.1)

The Laplace transform 𝑌𝑐 (𝑠) of the CT signal 𝑦 𝑐 (𝑡) is defined as
∫+∞
𝑌𝑐 (𝑠) =
𝑦 𝑐 (𝑡) 𝑒 −𝑠𝑡 d𝑡

(A.2)

−∞

while the Z-transform 𝑌 (𝑧) of the DT sequence is obtained as follows
𝑌 (𝑧) =

+∞
Õ

𝑦(𝑛) 𝑧−𝑛

(A.3)

𝑛=−∞
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Figure A.1.: The sampler and Digital-to-Analogue Convertor (DAC) implement
the transition from CT to DT and vice versa.
How are these two quantities 𝑌𝑐 (𝑠) and 𝑌 (𝑧) related to each other? To formulate
an answer to this question, we take a look at the CT representation of the sampled
signal 𝑦★ (𝑡) that can be obtained by multiplying 𝑦(𝑡) with a Dirac comb Δ𝑇𝑠 (𝑡)
𝑦★ (𝑡) = 𝑦 𝑐 (𝑡) Δ𝑇𝑠 (𝑡)
+∞
Õ
=
𝑦 𝑐 (𝑛𝑇𝑠 ) 𝛿(𝑡 − 𝑛𝑇𝑠 )

(A.4)

𝑛=−∞

where 𝛿(𝑡) is the Dirac-Delta function and •★ represents the sampling operation.
Taking the Laplace transform of 𝑦★ (𝑡) results in the following two equivalent
expressions for 𝑌 ★ (𝑠)
+∞
Õ

𝑌 ★ (𝑠) =

=

𝑦(𝑛)𝑒 −𝑠𝑇𝑠

𝑛=−∞
+∞
Õ

1



𝑌𝑐 𝑠 + 𝑗𝑛𝜔 𝑠

𝑇𝑠 𝑛=−∞

(A.5)
(A.6)

with 𝜔 𝑠 = 2𝜋/𝑇𝑠 .
Combining the first equality (A.5) with the definition of the Z-transform (A.3)
reveals the following relationship between the Laplace transform of the sampled
signal and the Z-transform of the corresponding DT sequence
𝑌 ★ (𝑠) = 𝑌 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠

134

or 𝑌 (𝑧) = 𝑌 ★ (𝑠) 𝑠=ln(𝑧)/𝑇𝑠

(A.7)

This transformation 𝑧 = 𝑒 𝑠𝑇𝑠 is called the impulse-invariant transformation and
plays an important role in the CT to DT conversion [Gard 86].
The second equality (A.6) shows that the Laplace representation of a sampledsignal results in a periodic repetition of the original CT spectrum 𝑌𝑐 (𝑠). This
phenomenon is directly related to the Nyquist-Shannon sampling theorem that
should be fulfilled to avoid overlap in the spectrum 𝑌 ★ (𝑠). A useful consequence
of (A.6) is that the •★ operator can be interchanged with a DT filter 𝐺 (𝑧)
[𝑌 (𝑠) 𝐺 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠 ] ★ = 𝑌 ★ (𝑠) 𝐺 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠

(A.8)

This property is used further on in this appendix to analyse ΣΔ modulators.

Digital-to-analogue conversion
Opposed to the sampler, the DAC conversion takes as an input a DT sequence and
converts it to a CT signal. There exist many different types of DACs [Ortm 06],
each characterised by its own waveform 𝑧DAC (𝑡) (Figure A.1). The most straightforward one is the non-return-to-zero DAC that simply keeps the value of the input
sample constant during a whole sampling period 𝑇𝑠 . The functioning of the DAC
can be understood as a repeated application of the DAC waveform for every input
sample. Mathematically, this boils down to a convolution in the time-domain
that corresponds with a multiplication in the frequency domain. Therefore, the
behaviour of the DAC can be naturally described by a filtering operation
𝑋 (𝑠) = 𝑍DAC (𝑠) 𝑌 ★ (𝑠) = 𝑍DAC (𝑠) 𝑌 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠

(A.9)

where 𝑍DAC (𝑠) is the Laplace transform of the DAC waveform. For example, the
non-return-to-zero DAC implements the following transfer function
𝑍DAC (𝑠) =

1 − 𝑒 −𝑠𝑇 𝑠
𝑠

(A.10)
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Figure A.2.: The original CT ΣΔ modulator can be restructured to a modified
representation by relocating the loopfilter and sampler. The quantiser
is replaced with the white noise approximation to retrieve a linear
system representation.
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The continuous-time ΣΔ modulator
In this section we want to derive the Signal Transfer Function (STF) and Noise
Transfer Function (NTF) of the CT ΣΔ modulator described in Figure 1.5. During
our analysis we consider a single-loop feedback modulator as shown in Figure A.2.
We assume that the quantiser can be modelled by a unity gain and a uniformly
distributed white quantisation noise source. To be able to analyse this system
using the earlier introduced concepts, the loopfilter and sampler need to be
relocated past the summation point to the input and feedback branch. Since 𝐻 (𝑠)
features a low pass characteristic, this modified representation reveals the implicit
anti-aliasing present in the CT modulator.
Using (A.8) and the modified representation, it is possible to analyse the behaviour
of the ΣΔ modulator in Figure A.2 in an elegant way. As a first step, the CT input
signal is sampled, which results in the sampled spectrum
𝑋 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠 = [𝐻 (𝑠) 𝑈 (𝑠)] ★

(A.11)

Furthermore, the feedback spectrum 𝑍 (𝑧) is obtained from 𝑌 (𝑧) using the following transformation
𝑍 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠 = [𝐻 (𝑠) 𝑍DAC (𝑠) 𝑌 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠 ] ★
= [𝐻 (𝑠) 𝑍DAC (𝑠)] ★ 𝑌 (𝑧)| 𝑧=𝑒𝑠𝑇𝑠

(A.12)

Using (A.12) it is possible to derive an equivalent DT filter 𝐻eq(𝑧) for the modulator
𝐻eq (𝑧) = [𝐻 (𝑠) 𝑍DAC (𝑠)] ★ 𝑠=ln(𝑧)/𝑇𝑠

(A.13)

The STF and NTF can then be derived using linear system theory
STF(𝑠) =
NTF(𝑧) =

𝐻 (𝑠)
1 + 𝐻eq (𝑧)
1
1 + 𝐻eq (𝑧)

(A.14)
𝑧=𝑒 𝑠𝑇𝑠

(A.15)
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B. Interpretation of the
LBTLS cost function
In this appendix, we show a Local Bootstrapped Total Least Squares (LBTLS) cost
function interpretation under the assumption that the output noise is white. The
white noise assumption simplifies the output covariance as follows
[ 𝑗, 𝑗 ]

C𝑌

(𝑘 + 𝑟) = 𝜎 2𝑗

and

[𝑖, 𝑗 ]

C𝑌

(B.1)

(𝑘 + 𝑟) = 0 (𝑖 ≠ 𝑗)

where 𝜎 2𝑗 is the total power of the white noise source that perturbs output 𝑗.
Since the cost function 𝑉LBTLS (𝜽) is a quadratic funtion of the measurements 𝑼
and 𝒀, it can be split into two parts
E{𝑉LBTLS (𝜽)} = E{𝑉LBTLS (𝜽,𝑼0 ,𝒀0 )} + E{𝑉LBTLS (𝜽, 𝑽𝑌 )}

(B.2)

where E{𝑉LBTLS (𝜽,𝑼0 ,𝒀0 )} depends entirely on the true input-output data 𝑼0 and
𝒀0 . E{𝑉LBTLS (𝜽, 𝑽𝑌 )} only contains the combined contributions of the output noise
and nonlinear distortions 𝑽𝑌 . From (B.2), it follows that the LBTLS estimator
is unbiased if E{𝑉LBTLS (𝜽, 𝑽𝑌 )} is a 𝜽-independent constant. We now derive an
explicit expression for E{𝑉LBTLS (𝜽, 𝑽𝑌 )} as a function of 𝜽 and V𝑌 . Consider for
this purpose the output-error framework. The original formulation of the cost
function (4.26) can be simplified to the following expression for E{𝑉LBTLS (𝜽, 𝑽𝑌 )}
𝑛Í
ΔΩ

E{𝑉LBTLS (𝜽, 𝑽𝑌 )} =

𝑛
Í𝑦 𝑛Í𝑢

𝑟 =−𝑛ΔΩ 𝑗=1 𝑖=1

[ 𝑗, 𝑗 ]

e
|𝑤 𝑗 (𝛿𝑟 , 𝜽ˆ𝑑𝑒𝑛 )| −1 | 𝐴(𝛿𝑟 , 𝜽 den )| 2 𝑪
𝑌
𝑛Í
ΔΩ

𝑛
Í𝑦

𝑙=−𝑛ΔΩ 𝑗=1

(𝑘 + 𝑟) ||𝜽 den ||𝐹

𝐻 Σ 𝜽
|𝑤 𝑗 (𝛿𝑙 , 𝜽ˆ𝑑𝑒𝑛 )| −1 𝜽 den
𝑗 den

(B.3)
where 𝜽 den is the subset of 𝜽 which contains the denominator coefficients only.
e𝑌 is the true
𝜽ˆden is an estimate of 𝜽 den that is obtained in the previous iteration. 𝑪
covariance matrix of the output noise. To derive (B.3), we assume that 𝑤 𝑗 and Σ 𝑗
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are deterministic variables. Applying the white noise approximation (B.1) on Σ 𝑗
and 𝑤 𝑗 results in
𝐻
𝐻
𝜽 den
Σ 𝑗 𝜽 den = 𝜎 2𝑗 𝜽 den
(𝑷 𝑛 𝐴 ) 𝐻 𝑷 𝑛 𝐴 𝜽 den = 𝜎 2𝑗 | 𝐴(𝛿𝑙 , 𝜽 den )| 2

𝑤 𝑗 (𝛿, 𝜽ˆ𝑑𝑒𝑛 ) =

(B.4)
(B.5)

𝜎 2𝑗 | 𝐴(𝛿, 𝜽ˆ𝑑𝑒𝑛 )| 2

Substituting (B.4) and (B.5) in (B.3) results in
𝑛Í
ΔΩ
𝑟 =−𝑛ΔΩ

E{𝑉LBTLS (𝜽, 𝑽𝑌 )} =

| 𝐴(𝛿𝑟 , 𝜽 den )| 2
| 𝐴(𝛿𝑟 , 𝜽ˆ𝑑𝑒𝑛 )| 2
𝑛Í
ΔΩ
𝑙=−𝑛ΔΩ



𝑛
Í𝑦

e [ 𝑗, 𝑗 ] (𝑘 + 𝑟) 
𝑪
𝑌

𝑗=1

𝜎 2𝑗

| 𝐴(𝛿𝑙 , 𝜽 den )| 2
𝑛𝑦
| 𝐴(𝛿𝑙 , 𝜽ˆ𝑑𝑒𝑛 )| 2

||𝜽 den ||𝐹 𝑛𝑢

(B.6)

Analysing (B.6) reveals that the LBTLS estimator uses 𝐴(𝛿, 𝜽ˆden ) to compensate for
the shaping introduced by the denominator polynomial 𝐴(𝛿, 𝜽 den ).
If we now assume that the output noise covariance truly originates from a white
e [ 𝑗, 𝑗 ] (𝑘 + 𝑟) = 𝜎 2 ), then (B.6) transforms into
noise source (C
𝑗
𝑌
E{𝑉LBTLS (𝜽, 𝑽𝑌 )} = ||𝜽 den ||𝐹 𝑛𝑢

(B.7)

Analysing the expression in (B.7), shows that E{𝑉LBTLS (𝜽, 𝑽𝑌 )} in that case becomes
𝜽 den -independent which corresponds to an unbiased estimator.
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C. Vector Fitting applied to
input-output data

As an alternative to the Local Bootstrapped Total Least Squares (LBTLS) estimator,
we want to incorporate prior knowledge about the pole locations in the local
model estimation. The idea is to locally approximate 𝐺 BLA (Ω 𝑘 ) and 𝐿(Ω 𝑘 ) with
the following model structure

𝐺

BLA

(Ω 𝑘 + 𝛿) ≈

𝐿 (Ω 𝑘 + 𝛿) ≈

𝑛𝐺
Õ
𝑛=0
𝑛𝐿
Õ
𝑛=0

𝑛

𝑛𝑝
Õ

𝑛

𝑛=1
𝑛𝑝
Õ

𝑏𝑛 𝛿 +

𝑐𝑛 𝛿 +

𝑛=1

𝑏˜ 𝑛
Ω 𝑘 + 𝛿 − 𝑝𝑛
𝑐˜𝑛

(C.1)

Ω 𝑘 + 𝛿 − 𝑝𝑛

where 𝑏˜ 𝑛 , 𝑐˜𝑛 are the complex residues that belong to the complex pole 𝑝 𝑛 . Instead
of considering 𝑝 𝑛 as an unknown variable in the estimation, we here set the pole
location to a fixed value. The model then becomes entirely linear in the parameters.
This decision, however, requires that the set of poles {𝑝 𝑛 } is accurately known in
advance. Otherwise, an approximation error is unavoidably introduced.

In general, this pole information is not availabe a priori unless a profound knowledge about the system is available through simulations or physical insight. In
order to reliably extract the poles {𝑝 𝑛 } without any prior knowledge, we based
ourselves on the iterative pole relocation algorithm used within the Vector Fitting (VF) technique [Gust 99]. VF is a popular system identification tool that
reformulates the rational approximation of a transfer function 𝑓 (𝑠) as a linear
least squares problem. It iteratively improves this approximation by pole relocation.
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In a nutshell, VF approximates 𝑓 (𝑠) with a rational model as follows [Gust 99]
𝑓 (𝑠) ≈

𝑛𝑝
Õ
𝑟𝑛

𝑠 − 𝑝𝑛

+𝑑+𝑒𝑠

(C.2)

𝑛=1

where 𝑠 is the Laplace variable and 𝑑, 𝑒 are optional complex coefficients. VF uses
a two-step procedure to obtain estimates for {𝑟 𝑛 }, 𝑑, 𝑒 and {𝑝 𝑛 }. First, the pole
locations {𝑝 𝑛 } are derived by solving the following linear problem
𝜎(𝑠) 𝑓 (𝑠) = 𝜌(𝑠)
where
𝜎(𝑠) =

𝜌(𝑠) =

𝑛𝑝
Õ

𝑡𝑛
𝑠 − 𝑞𝑛

𝑛=1
𝑛𝑝
Õ

𝑟𝑛
𝑠 − 𝑞𝑛

(C.3)

+1
(C.4)
+𝑑+𝑒𝑠

𝑛=1

For a fixed set of initial poles {𝑞 𝑛 }, (C.4) is linear in its unknowns {𝑟 𝑛 }, {𝑡 𝑛 }, 𝑑
and 𝑒. Equating (C.4) at a large set of different frequencies allows to generate an
overdetermined set of equations that can be solved with a linear least squares
estimator. As it turns out, the poles of the resulting rational approximation are
exactly equal to the zeros of 𝜎(𝑠) [Gust 98] and can be efficiently derived by
calculating the eigenvalues of the following matrix
{𝑝 𝑛 } = eig{Q − I R𝑇 }

(C.5)

where Q is a diagonal matrix containing the initial poles {𝑞 𝑛 }, I is a column vector
of ones and R𝑇 is the row vector containing the residues {𝑡 𝑛 }. This pole estimate
can be further improved by iteratively substituting {𝑞 𝑛 } with the retrieved {𝑝 𝑛 }
and solving (C.5). Finally, the coefficients {𝑟 𝑛 }, 𝑑 and 𝑒 in (C.2) are calculated
by solving (C.2) with known pole locations {𝑝 𝑛 } using a linear least squares
optimisation.
Straightforward application of the traditional VF technique to our problem setting
(Figure 4.3) results in a modelling error. This technique works directly with the
frequency response 𝑓 (𝑠) rather than with the input-output signals. Furthermore,
the model structure (C.2) does not allow for the inclusion of the leakage contribution 𝐿. It is thus not generally applicable for the signals under consideration here.
To cope with the aforementioned issues, we adapt the VF technique such that
{𝑝 𝑘 } can be locally derived from the measured input-output data. Starting from
(4.1) and substituting (C.2) for both 𝐺 BLA (Ω 𝑘 ) and 𝐿 (Ω 𝑘 ) results in the following
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model equations
𝑛𝑝
Õ

𝑌 (𝑘 + 𝑟) =

𝑟𝑛

Ω 𝑘 + 𝛿 − 𝑝𝑛
𝑛=1
+

𝑛𝑝
Õ

𝑟e𝑛

𝑛=1

Ω 𝑘 + 𝛿 − 𝑝𝑛


+ 𝑑 + 𝑒 (Ω 𝑘 + 𝛿) 𝑈 (𝑘 + 𝑟)
(C.6)
+ 𝑑e+ e
𝑒 (Ω 𝑘 + 𝛿)

where all coefficients are again complex variables. To derive the pole locations
{𝑝 𝑘 }, a similar linearised problem as in (C.3) is solved
𝜎(Ω 𝑘 + 𝛿) 𝑌 (𝑘 + 𝑟) = 𝜌(Ω 𝑘 + 𝛿)
where
𝜎(Ω 𝑘 + 𝛿) =

𝜌(Ω 𝑘 + 𝛿) =

𝑛𝑝
Õ

𝑡𝑛

Ω𝑘
𝑛=1
𝑛𝑝
Õ

+ 𝛿 − 𝑞𝑛

+1

𝑟𝑛

Ω 𝑘 + 𝛿 − 𝑝𝑛


+ 𝑑 + 𝑒 (Ω 𝑘 + 𝛿) 𝑈 (𝑘 + 𝑟)

𝑛=1
𝑛𝑝
Õ

𝑟e𝑛

𝑛=1

Ω 𝑘 + 𝛿 − 𝑝𝑛

+

(C.7)

(C.8)

+ 𝑑e+ e
𝑒 (Ω 𝑘 + 𝛿)

Substituting (C.8) into (C.7) and using the frequencies that are present in a bandwidth ΔΩ around Ω 𝑘 results in an overdetermined set of equations which can
be solved via linear least squares estimation. Afterwards, (C.5) can be used to
retrieve an estimate of {𝑝 𝑘 }. In a final stage the iteratively obtained pole locations
are substituted in (C.1) and a last linear least squares optimisation is performed
to derive 𝑏 𝑛 , 𝑏˜ 𝑛 , 𝑐 𝑛 and 𝑐˜𝑛 with known poles.
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Analogue‐to‐digital conversion plays an essential role in the
digital interconnected world we live in today. It provides the
means to link our physical, analogue world to digital
computers. In recent years, VCO‐based Sigma‐Delta
modulators attracted growing interest as they effectively
narrow the boundary between the analogue and digital
world.
Stability is a vital aspect that needs to be analysed during
the design phase of Sigma‐Delta modulators. Instability
disrupts the proper functioning of the modulator and
therefore degrades the envisioned performance. Designers
want to have access to tools that accurately predict in
advance for which signals and amplitude levels potential
unstable behaviour manifests itself.
In this thesis, a linear approximation theory is developed
that combines concepts from both the Describing Function
and the Best Linear Approximation theory. The developed
theory captures both the amplitude‐ and the frequency‐
dependent behaviour of nonlinear systems that are excited
by modulated signals. Application of this theory to VCO‐
based Sigma‐Delta modulators results in an approach that
allows to time‐efficiently predict the amplitude‐dependent
stability behaviour.

